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Abstract

This paper proposes proof-carrying-BPF programs as a mech-
anism to increase the class of programs accepted by the Linux
eBPF verifier without increasing its complexity. To accom-
plish this vision, we develop a userspace version of the kernel
verifier and append it to the BPF backend. The BPF backend
generates proofs with symbolic evaluation where the ker-
nel verifier is not able to prove safety. The kernel verifier
checks proofs with an in-kernel proof checker and accepts
the program when the proof is valid. This coupling of the
userspace BPF verifier to the BPF backend addresses the lim-
itations of the recent BCF framework, such as latency due
to multiple kernel-to-userspace transitions and the dormant
verifier state during userspace verification. Our prototype
successfully verifies all 360 objects of the BCF suite — drawn
from the Calico and Cilium datapaths, BCC, and Inspektor
Gadget — that the kernel verifier previously rejected.

CCS Concepts: « Software and its engineering — For-
mal methods; « Theory of computation — Program
reasoning,.
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1 Introduction

The eBPF ecosystem is widely used to extend the functional-
ity of the Linux kernel at runtime, especially in cloud-native
environments for networking and for security. Developers
can attach eBPF programs at various points in the kernel at
runtime. These programs are checked by the “eBPF verifier”,
which is a static analyzer in the kernel, when such programs
are loaded. Once the verifier determines that the program is
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safe for all inputs (e.g., memory safety and bounded control-
flow), the kernel just-in-time compiles the program to the
target ISA and attaches it to the appropriate hooks.

Analysis by the eBPF verifier. The verifier symbolically
explores every possible path in the eBPF program and ac-
cepts a program when all paths are safe for all inputs. The
verifier uses simple non-relational abstract domains such as
the intervals (32- and 64-bit signed/unsigned intervals) and
tristate numbers to perform its static analysis. Any sound-
ness bug in the verifier (i.e., accepts an invalid program) can
result in arbitrary kernel accesses and privilege escalation
attacks [11, 12, 18, 19]. Hence, there have been numerous
efforts to test or formally verify the soundness of various
aspects of the eBPF verifier [2, 8, 9, 13, 22, 24-26, 28, 29].

Fight with the verifier. Typically, any static analysis
overapproximates the set of possible behaviors and will reject
some valid programs. The non-relational domains used by
the kernel verifier increase the likelihood that programs will
be rejected due to overapproximation (i.e., imprecision) [25].
Further, most developers use high-level languages such as C
or Rust to write BPF programs. Compiling the same program
under a different optimization level can cause the resulting
code to be rejected by the verifier. Developers are often frus-
trated by seemingly valid programs being rejected, which is
often referred to as “fighting the verifier”.

Increasing the class of programs accepted. There have
been numerous efforts to improve the precision of the ab-
stract domains used by the verifier [3, 5, 14, 21, 27, 28, 32],
synthesis of precise operators [30], and precision testing [23].
Although these efforts improve the precision of existing ab-
stract domains, they are limited by the inherent limitations of
non-relational domains such as intervals and tnums. One op-
tion is to explore expressive abstract domains such as Zones
or Octagons [6], which will increase the complexity of the
verifier code in the kernel. Another option is to move veri-
fication to user space, similar to the PREVAIL [7] analyzer
in the eBPF for Windows ecosystem. However, it requires
new infrastructure for trusting externally verified code in
the kernel, which may not come to fruition. Our research
goal is to increase the expressivity of the programs accepted
by the kernel without increasing its complexity.

The BCF framework. The recent BCF project [25] also
aims to increase the class of programs accepted by adding a
refinement procedure when the kernel verifier would reject
the program. In the BCF framework, when the kernel verifier
encounters a check that it cannot prove safe (e.g., r1 = *(u64
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*)(r1@ - 8)), the kernel creates a symbolic expression for
all registers relevant to the instruction (i.e., r10 and stack
location at address r1@ - 8) along with the path condition
for the path being verified, which is the conjunction of the
branch decisions taken to reach the program point. The ker-
nel saves the verification state and discharges the condition
to userspace, where an untrusted SMT solver attempts to
prove its negation. If the solver returns UNSAT, then the con-
dition that caused the rejection can never occur. The solver
also emits a proof. The proof is then returned to the kernel
via a second bpf syscall. The kernel verifier will check the
proof with a small in-kernel proof checker. When the check
succeeds, the kernel will resume the verification from where
it left off. The paper on the BCF framework demonstrates
that BCF can increase the class of programs accepted [25].
Although BCF is appealing, it requires multiple save/restores
of the verifier state on verification failures, which increases
latency and adds unnecessary complexity to suspend verifier
execution and save/restore state.

Proof-carrying BPF. Inspired by proof-carrying code [16]
and the BCF framework [25], we propose the Proof-Carrying-
BPF (PCB) framework that produces BPF programs equipped
with proofs where the kernel’s default verifier would reject
such a program. We create a userspace version of the ker-
nel verifier and couple it with the BPF backend. When the
userspace verifier identifies program points where the kernel
would reject, it explores richer symbolic analysis with an
SMT solver. If it can prove that the access is safe, then it pro-
duces a proof, which can be checked by the kernel checker.
Coupling the userspace verifier with the BPF backend en-
sures that any object code generated for the safe program
will pass the kernel verifier, which avoids the frustration
that BPF developers often face. Our BPF backend coupled
with the userspace verifier analyzes the entire program and
aggregates the proofs at all the program points where the
kernel can potentially reject the program with its default
analysis. This eliminates BCF’s suspensions of the in-kernel
verifier: the kernel neither saves and restores verifier state
nor transitions to userspace while verifying a program.

We validate the fidelity of our framework using the ker-
nel’s selftests. It matches the kernel’s result on all 3,267 tests
in the suite (zero false accepts and zero false rejects). Our
PCB framework allows the kernel to accept all 360 programs
from the Calico and Cilium CNI datapaths, BCC, and the
Inspektor Gadget seccomp tools, which were previously re-
jected in the absence of proofs. PCB’s ability to precompute
the proofs makes loading a BPF program 3.4x faster than
BCF on average (and faster on every object). Our prototype
is open source and publicly available [4].

2 Background on BCF

We provide background on the BCF framework [25] because
we use its in-kernel checker and extend its mechanisms.

PC: Instruction

PO: RO = call helper() ; RO = some unknown value

P1: RO & 15 ; RO € [0,15]

P2: R1 = R10 ; stack frame pointer

P3: R1 += -16 ; R1 = base of a 16-byte stack buffer
P4: R1 += RO ; R1 = base + RO, stack pointer

P5: R2 =15

P6: R2 -= RO ; R2 =15 - Ro € [0,15]

P7: if R2 < 4 goto P11
; — fall-through (R2 > 4, i.e. RO < 11) —

P8: R1 += 4 ; R1 = base + RO + 4
P9: RO = x(u8 *)(R1 + @) ; READ #1, rejected by kernel
P10: exit

; — branch taken (R2 < 4, i.e. RO > 12) —
P11: R1 += R2 ; R1 = base + R0 + (15 - R@) = base + 15
P12: RO = %x(u8 *)(R1 + @) ; READ #2, also rejected by kernel
P13: RO =0
P14: exit

Figure 1. An example BPF program in the BPF ISA that is rejected
by the default eBPF verifier in the Linux kernel. There are two reads
(at P9 and P12) where the kernel verifier will reject the program.

Example. We illustrate the mechanisms in BCF and its
limitations using the example program in Figure 1. In this
example, there is a buffer on the stack that is of size 16
bytes (i.e., valid accesses are of the form base + off where
off € [0,15]). If we perform full symbolic evaluation, we
can deduce that both reads are safe. However, the kernel
verifier tracks registers R@ and R2 as independent intervals.
It deduces that R1’s interval will be base + [4, 19] at P9, which
is out-of-bounds. Similarly, it deduces R1’s interval will be
base + [0, 18] at P12, which is also out-of-bounds. The kernel
verifier loses the relation R2 = 15 - R0 and rejects the
program at reads performed at program points P9 and P12.

The BCF framework extends the kernel verifier with a
refinement procedure when the default verification fails. It
adds mechanisms to check proofs with an in-kernel proof
checker, generate symbolic expressions, and save the verifier
state to suspend/resume verification in the kernel. It also
extends the CVC5 SMT solver to generate proofs that will
be passed to the in-kernel checker.

BCF in action. When the kernel encounters a check that
fails with its default analysis, it triggers the refinement pro-
cedure. This process of refinement is illustrated in Figure 2.
The kernel performs a backwards analysis to identify a di-
rected acyclic graph (DAG) of all expressions that influence
the registers (or memory locations) that it cannot prove safe.
Once the DAG is identified, it assigns a fresh symbolic value
to each register or stack location that is a leaf in the DAG.
Subsequently, the kernel performs a forward analysis to build
symbolic expressions along with the path condition to create
a refinement condition, which encodes the condition for the
access that triggered the refinement procedure to be unsafe
(see Step 2 in Figure 2).

Refinement condition for the example. For the exam-
ple program in Figure 1, the first check at P9 fails. Hence, the
kernel performs the refinement procedure. The read at P9
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Figure 2. The userspace to kernel transitions with the BCF frame-
work. For every verification failure, there is a transition to userspace
and the verifier state is saved in an anonymous file descriptor. Once
the userspace solves the symbolic expression with the CVC5 solver,
it sends the proof with another bpf syscall. The transitions from
userspace to kernel and back are shown in red.

reads register R1. The kernel performs a backward analysis
and identifies the slice of instructions that influence R1. The
register R1 is written at P8; hence P8 belongs to the slice. The
branch at P7 determines whether P9 executes or not; hence
P7 belongs to the slice and contributes to the path condition.
The branch at P7 uses register R2; hence every instruction
that produces R2 also belongs to the slice. In the process of
this backward analysis, instructions P6, P5, P4, P3, P2, P1,
and P0 belong to the slice. The process terminates when
there is a call to an external function (i.e., helper function).

Next in the forward analysis, the kernel constructs a sym-
bolic expression. There is only one leaf node (i.e., register
RO) from the backward analysis. Hence, it gets a symbolic
value (i.e., sym). In the forward analysis, the verifier creates a
symbolic expression for the access at P9 using the symbolic
value. At P2, the register R1 is assigned the frame pointer
R10 and R10 is assigned a buffer of 16 bytes on the stack after
P3 and it is at the base of the buffer. The symbolic expression
for R1 after P8 is (sym & 15) + 4. The read of R1 at P9 is
unsafe if it is greater than 15. Hence, the symbolic expression
for the access to be unsafe is (sym & 15) + 4 > 15. The
symbolic value for the path conditionR2 >= 4is 15 - (sym
& 15) >= 4. The refinement condition generated by the ker-
nel verifier is (15 — (sym&15) >=4) A ((sym&15) +4 > 15).
If the refinement condition is unsatisfiable, then the access
at P9 is safe.

Discharging the refinement condition to userspace.
Rather than using an SMT solver within the kernel, the BCF
framework delegates checking the refinement condition to
userspace. The kernel saves the verifier state (by pinning it
to an anonymous file descriptor that can be used to resume

step rule what it establishes derived from
0 ASSUME (15 = (sym&15) > 4) A ((sym&15) +4 > 15) refinement
1 AND_ELIM 15— (sym&15) > 4 step 0
2 AND_ELIM  (sym&15) +4 > 15 step 0
3 BIT_BLAST (symé&15) <15
4 POLY_NORM (sym&15) + 4 > 15 from step 2, step 2, step 3

(sym&15) < 15 from step 3

= (sym&15) > 12

= 15— (sym&15) <3

15 — (sym & 15) < 3 from step 4
15 — (sym & 15) > 4 from step 1
= False

5 CONTRA step 4, step 1

Figure 3. The proof generated by BCF’s untrusted CVC5 solver.
Given the refinement condition, the AND_ELIM rule splits the as-
sumed conjunction into constituents. The BIT_BLAST rule reasons
about the individual bits. The POLY _NORM rule states these two
terms are equal because they have the same polynomial normal
form. The CONTRA rule proves the refinement by deriving False.

the verifier) and returns from the bpf syscall with an error
(see Step 3 in Figure 2) along with the refinement condition.

Proof object from userspace SMT solver. BCF uses an
untrusted SMT solver in userspace to prove the unsatisfia-
bility of the refinement condition. If it can prove that the
refinement condition is UNSAT, then BCF’s CVC5 solver also
emits a proof. The proof object generated is structured as
a set of rules to derive a contradiction for the refinement
condition. Figure 3 shows the proof to derive a contradic-
tion with the refinement condition that the kernel wanted to
prove. Then this proof object is passed to the kernel verifier
with another bpf syscall (see Step 5 in Figure 2).

In-kernel proof checker. The kernel verifier resumes
verification by restoring the verifier state from the anony-
mous file descriptor. It will resume verification from P9. It
first checks the proof with an in-kernel proof checker. Im-
portantly, the kernel only trusts this proof checker. If the
proof is deemed to be valid, it continues verification after
tightening register R1’s interval bounds.

Multiple refinement steps. For the example in Figure 1,
the kernel verifier will trigger the refinement procedure at
P9 and P12. Hence, the steps 2-3-4-5-6 in Figure 2 need to be
repeated for the refinement step at P12.

Limitations of BCF. The BCF framework performs multi-
ple userspace-to-kernel transitions for each refinement step.
In a large program, it may require multiple such refinement
steps. These steps have multiple drawbacks. They increase
the latency of loading a bpf program. They require invok-
ing and waiting on the result from an untrusted SMT solver
in a production kernel, which complicates the path to de-
ployment. The verifier state is held in kernel memory for an
unbounded interval of time controlled by userspace behind
an anonymous file descriptor. For a large program where
the kernel verifier could reject the program at n steps, it
requires n + 1 userspace-to-kernel syscalls. We address these
limitations with our proof-carrying-BPF framework.



3 Proof-Carrying-BPF Programs

We describe our Proof-Carrying-BPF (PCB) framework that
increases the class of programs accepted by the kernel ver-
ifier while keeping the trusted computing base small. Our
key idea is that the BPF backend should not only generate
bytecode but also refinement proofs at all points where the
kernel verifier would fail, which is inspired by prior work
on proof-carrying code [15, 16].

To identify the potential places where the kernel veri-
fier would fail, we create a userspace version of the kernel
verifier and couple it with the BPF backend. We present a
realization of our PCB framework by reusing the in-kernel
proof checker of BCF that we described in Figure 3. In con-
trast to BCF [25], our PCB framework delegates the task
of producing proofs to the BPF backend and eliminates the
userspace-kernel transitions and complexity in the kernel
to suspend/save/restore verifier state. Our PCB framework
has the added benefit of removing the “fighting-the-verifier”
frustration of developers because any code that is generated
by our BPF backend is accepted by the kernel verifier.

The PCB framework. Figure 4 illustrates the compo-
nents and the workflow of our PCB framework. It has two
main components: (1) a backend with a userspace verifier
that compiles the BPF program and generates the proofs and
(2) the modifications to the kernel verifier that load the BPF
program along with proofs, generate the symbolic expres-
sions, and check the proofs during refinement.

Our userspace verifier. Our BPF backend has a userspace
verifier attached to the typical clang compiler, which ana-
lyzes the generated bytecode and generates the output only
when the kernel verifier can successfully verify it either with
the default abstract domains or with the refinement proce-
dure. The userspace verifier is a mirror of the kernel verifier
and uses the same default abstract domains. Hence, wherever
the program passes the default analysis, no further proofs
are needed.

When the userspace verifier identifies a program point
where the kernel’s non-relational domains cannot prove
safety, the userspace verifier produces a refinement condi-
tion (see Section 2) and solves it using the CVC5 solver. If the
SMT solver ascertains that the refinement condition is UNSAT,
then the access is safe. The userspace verifier generates the
proof object (see Figure 3) and emits the proof object for the
program point. The userspace verifier stores the refinement
condition and the corresponding proof object in a hash table
indexed by the hash of the serialization of the refinement
condition. Our BPF backend’s userspace verifier mirrors the
kernel’s verifier, so both the backend and the kernel produce
the same hash when they are checking the safety of the same
refinement condition. The backend generates all the refine-
ment conditions and the corresponding proof objects along
with the BPF bytecode in a single pass when the bytecode is
being generated.

Another kind of refinement happens when the access
whose safety is being checked lies on an infeasible path.
The userspace verifier identifies it using the infeasibility of
the path condition. Our userspace verifier conveys the infea-
sibility of such paths using the proof object. Note that this
capability is not present in the stock kernel verifier, which
conservatively explores such paths and rejects the program;
proving a path infeasible became possible with the refine-
ment interface that BCF introduced, and PCB precomputes
these infeasibility proofs like any other refinement.

Kernel verifier. The kernel verifier loads the BPF byte-
code and the bundled proof objects in a single bpf syscall
with the BPF_PROG_LOAD command (right side of Figure 4).
The kernel verifier runs as it does under BCF, with one dif-
ference: when it reaches a check that does not successfully
verify with its default domains, rather than suspending and
round-tripping to user space, it reconstructs the refinement
condition for that check and computes its canonical hash.
It uses the hash to find the matching entry in the bundle of
proof objects. It confirms that the entry’s refinement con-
dition is exactly the same as the one it constructed. If so, it
validates the proof with the in-kernel checker before con-
tinuing. If the proof is valid, it continues verification of the
program. This design completely eliminates all load-time
userspace-kernel transitions.

Implementation challenges. One of the key challenges
in implementing the userspace verifier is maintaining fidelity
with the kernel verifier. We developed it in an incremen-
tal fashion by building a skeleton that mirrors the kernel
verifier’s structure (an instruction-by-instruction abstract
interpreter over per-program-point states). We used the ker-
nel’s selftest suite as an executable specification of verifier
behavior in this test-driven approach. Whenever there is a
divergence in the behavior between the kernel and userspace
verifiers, we compare our logic against the corresponding
kernel function and port the kernel’s exact rule. Among
the selftests, divergences with false accepts (we accept, the
kernel rejects) are soundness bugs and are fixed first; false
rejects only cost coverage and are handled subsequently. In
this methodology, handling the abstract domains is the easier
task. In contrast, the kernel’s pruning logic is harder: the
kernel explores every path depth-first and, to prevent path
explosion, compares the current abstract state against previ-
ously explored states at designated prune points, stopping
if an earlier state subsumes the current one. Because our
proofs must attach to the rejection points the kernel actually
reaches, the mirror must prune exactly where the kernel
prunes. This entails reproducing each ingredient of that de-
cision: the same exploration order, the same per-register
and per-stack-slot subsumption checks gated by the same
liveness analysis, the same precision analysis that records
which registers actually influenced a safety decision, and the
kernel’s loop bookkeeping. Our verifier converged in stages,
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Figure 4. Workflow of the Proof-Carrying-BPF framework where the backend has a mirrored userspace verifier that generates proofs for
all the program points where the verification will fail with the default abstract domains and generates BPF bytecode with proofs, which is
subsequently checked by the in-kernel proof checker during the bpf syscall.

from approximate to kernel-faithful as the selftests and real-
world programs (Section 4) exposed remaining divergences.
Summary. Our PCB framework increases the class of
programs accepted by the verifier. The modifications to the
kernel verifier are significantly smaller than those in BCF
because there is no need to save/restore verifier state or
perform userspace-kernel transitions. Finally, the userspace
verifier can serve as a good playground to explore richer
verification strategies and various proof checkers.

4 Experimental Evaluation

Setup. We reuse the suite of 360 real-world eBPF programs
assembled and publicly released by BCF [25]. This suite is
built using production eBPF source from projects such as
the Cilium and Calico CNI datapaths, the Inspektor Gad-
get (IG) tracing tools, and BCC. Each program is compiled
across a range of compiler versions and optimization levels
(clang-13 through clang-21 at -01 to -03) to obtain di-
verse BPF bytecode patterns. The suite contains both CO-RE
and non-CO-RE builds: PCB parses the .BTF.ext section
and applies the CO-RE relocations against the target ker-
nel’s BTF before verification, and 177 of the 360 objects are
CO-RE variants. All programs in the suite are rejected by
the default kernel verifier. Our PCB prototype’s userspace
verifier is written in Rust and attached to clang’s BPF back-
end through a shim wrapper. We modified the kernel verifier
from BCF to remove the suspend/restore mechanisms and
add the processing of bundles of refinement conditions and
proof objects using the hashes of the refinement conditions.
Our PCB prototype is open-source [4].

Methodology. We compare our PCB prototype against
the BCF framework [25]. Both systems are evaluated on
the same machine, a CloudLab ¢220g2 node with two 10-
core Intel Xeon E5-2660v3 CPUs at 2.60 GHz (40 hardware
threads) and 160 GB of RAM, running Ubuntu 22.04 (Linux
5.15). Every program is loaded inside a QEMU/KVM guest
configured identically for both systems (16 vCPUs and 16 GB
of RAM): the guest boots our BCF-patched kernel for PCB
and the kernel image published by the BCF authors for BCF.
We refer to the whole BPF object being loaded and fully

accepted by the kernel as the load in the rest of this section
(the single bpf system call on the right half of Figure 4). We
use the kernel’s BPF selftest suite to test the faithfulness of
the verifier. The evaluation target is the set of 360 BPF objects
from the BCF suite that BCF accepts (337 Calico, 17 Cilium,
3 BCC, and 3 IG objects); our prototype generates bytecode
and proof bundles for all of them. The load time is reported as
the median of five runs following BCF’s convention. We refer
to the time taken (one-time cost) for userspace verification
with the BPF backend to produce the bytecode along with
the bundle of refinement conditions and proof objects as the
build time (the backend on the left half of Figure 4).

Is our backend faithful to the kernel verifier? We
want to evaluate whether our BPF backend with the userspace
verifier reaches the same accept or reject verdict as the kernel
on every program. We measure this with the kernel’s BPF
selftest suite [13], a corpus of hand-crafted tests targeting
the verifier. Across 3,267 selftests, our backend agrees with
the kernel verifier’s behavior in both directions: it accepts
every test the kernel accepts and rejects every test the kernel
rejects (zero false accepts and zero false rejects).

Does PCB increase the class of programs accepted?
We want to evaluate whether our PCB framework allows pro-
grams that the kernel verifier would otherwise reject to be
accepted with meaningful proofs. PCB allows all 360 produc-
tion objects in the target suite to be accepted with our proof
bundles: the entire Cilium TC datapath (17 objects), all 337
Calico objects, the BCC ksnoop tool (3 objects), and the IG
seccomp tools (3 objects). PCB also does not shrink the class
of accepted programs: a program that is already accepted by
the kernel needs no proofs and its load is unchanged.

Does the PCB framework result in better load times
when compared to BCF? We want to evaluate whether
using the userspace verifier in the backend that eliminates
kernel-to-userspace transitions helps in improving load times.
Figure 5 reports the speedup in load time with our PCB
framework in comparison to BCF for every object in the
corpus. PCB loads faster than BCF on all 360 objects: the
speedup ranges from 1.28X to 49.5x with a median of 1.66%
and an average of 3.4X. The speedup is significant when BCF
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performs multiple interactive refinement procedures: the me-
dian speedup is 1.6X on Calico (up to 19.7x), 10X on Cilium,
8% on IG, and 24x on BCC. The overall speedup depends on
the number of kernel-to-userspace transitions in BCF. Across
the 360 objects, BCF performs 40,672 kernel-to-userspace
round trips to prove the refinement conditions at load time
whereas PCB performs zero because they are precomputed
by the backend. Loading the whole corpus once takes 2,181
seconds with PCB versus 6,886 seconds with BCF.

Refinement condition and proof object sizes. To re-
duce the load time, our backend precomputes the refinement
conditions and proof objects as a bundle. It does increase the
build time but it is done offline, not when the kernel loads
the program. The backend produces one bundle that is the
aggregation of all the refinement conditions and the proof ob-
jects for all the program points where the kernel verifier will
invoke the refinement procedure. Across the corpus, the bun-
dle sizes range from 15 KB to 59 MB with a median of 0.6 MB,
and 90% of the bundles are under 12 MB. The largest bundles
belong to the BCC ksnoop objects, whose variable-length
copies require many range-refinement obligations; these are
also the objects with the largest load-time speedups.

5 Discussion

We discuss some challenges and potential solutions for de-
ployment in a production kernel.

Cost of program changes. A proof bundle is tied to a pro-
gram and the specific verifier implementation in the kernel.
If either changes, the kernel’s refinement conditions may
no longer match the corresponding versions in the proof
bundle. In such cases, the kernel will reject the program un-
der PCB. Because the kernel independently re-checks every
proof, neither a stale proof bundle nor a divergent userspace
mirror can compromise soundness. Recovering from stale-
ness means re-running the build, a one-time cost of about a
minute for the median object that can be automated along-
side kernel updates. The same fail-closed property extends
to the userspace mirror itself: if the kernel verifier evolves
and the mirror falls behind, the cost is coverage, not safety.
Re-running the kernel’s selftest suite takes minutes and iden-
tifies such mismatches, which can then be used to port the
changes from the kernel to the userspace verifier.

Proof bundle reuse and caching. The checks that trig-
ger refinement are often located in the same set of func-
tions across programs because production programs are
built with shared libraries. The primary cause of refine-
ment often lies in such library code rather than in other
parts unique to each program. Among the 17 Cilium ob-
jects, those built by the same compiler version (bpf_host,
bpf_1lxc, bpf_wireguard, and bpf_overlay) produce byte-
identical bundles because all of their proof obligations arise
in the shared datapath library. Similarly, some adjacent com-
piler versions (clang-14/15 and clang-18/19) also produce
identical bundles. We can cache these bundles, which we call
bundle caching, to store the built bundles and reuse them on
later loads instead of building them again. Caching reduces
the build time, which is the cost PCB pays for precomputing
proofs. Because a bundle is valid on every host running the
same kernel, this cost is paid once per distinct bundle rather
than once per object, host, or load.

Dynamically generated programs. Caching does not
help programs that are generated or patched at deployment
time and loaded only once: each variant needs its own build,
and the cost is paid in full for a single load. For such programs,
BCF-style on-demand proving is likely better. The load of the
BPF object itself remains faster with PCB, which also keeps
the solver out of the kernel’s load path, but the total latency
advantage is BCF’s. Whether these variants truly require
separate builds is an open question. Cilium, for example,
generates a per-node variant of its datapath at deployment
time by substituting node-specific values, such as addresses
and endpoint identities, into the constants of a program
template. If the refinement conditions are stable under this
constant patching, a single bundle would serve all the per-
node variants; we have not explored it yet.

6 Related Work

Proof-carrying code. We are inspired by the extensive work
on proof-carrying code for kernel extensions [15, 16]. The
kernel publishes a safety policy together with a verification-
condition generator. The untrusted code producer ships na-
tive code accompanied by a formal proof that the code satis-
fies the policy, which the kernel validates before executing
the code without any run-time checks. Classic proof-carrying



code proves that the whole program satisfies the policy. Our
PCB framework applies the same principle to the eBPF set-
ting, but leaves the kernel’s existing verifier to discharge
the parts it can already prove and carries proofs only for the
program points where its abstract domains would otherwise
reject the program.

In LPC 2021, Nelson et al. [17] explored a proof-carrying
approach. They reduced the kernel’s role to checking a user-
space-supplied proof against a specification. Applications
generate the proofs, and the kernel only validates them and
ensures that a valid proof cannot be fabricated. Their pro-
totype, ExoBPF, expresses the specification, the proofs, and
the checker in the Lean theorem prover, and provides two
userspace proof generators, an abstract interpreter that mim-
ics the current verifier and a symbolic-execution engine
backed by a SAT solver. The difference between PCB and
ExoBPF is that our approach requires significantly fewer
changes to the kernel. While ExoBPF minimizes the kernel
by replacing the verifier’s full analysis with proof checking
against a Lean specification, PCB leaves the kernel verifier
in place and adds proofs only at the points it would reject,
reusing BCF’s in-kernel checker. ExoBPF is a very early-stage
prototype and cannot run production-ready programs yet.

The BCF framework. The closest related work is the
BCF framework [25], which also couples the kernel verifier
with an untrusted user-space solver and a small in-kernel
proof checker. The two approaches differ in when and how
the proofs are produced. BCF discharges each rejected check
on demand: when the verifier reaches a point it cannot prove
safe, it suspends, transitions to user space for a proof, checks
the proof, and resumes. This is repeated for every such point.
In contrast, PCB analyzes the whole program ahead of time
in a bpf backend that has a userspace mirror of the kernel
verifier and aggregates the proofs for all of these points into
a single bundle, which improves load time.

Userspace verification with PREVAIL. The best-known
userspace verifier is PREVAIL [7], which serves as the veri-
fier for eBPF on Windows. Like the kernel verifier, PREVAIL
is an abstract interpreter, but it makes two choices that allow
it to accept more programs. First, PREVAIL uses a relational
zone abstract domain that also tracks arithmetic relation-
ships between registers. Tracking these relationships helps
PREVAIL reject fewer safe programs. Second, rather than
exploring program paths one at a time, PREVAIL computes
a fix-point over the control-flow graph, which enables it to
handle loops. In contrast to PCB, adopting PREVAIL in Linux
would require either swapping the in-kernel verifier for a
larger analyzer, or trusting the verdict of an external tool.

Improving the eBPF verifier. A large body of work has
made the kernel verifier precise and improved its sound-
ness [2, 8, 9, 22, 23, 28-30]. However, these efforts are pri-
marily constrained by the limits of what can be accepted by
the kernel’s abstract domains. In contrast, PCB extends the
class of programs substantially more than these prior efforts.

Safe kernel extensions. Safely extending the kernel is a
classic problem that predates eBPF. The SPIN operating sys-
tem [1] accepts extensions written in the type-safe language
Modula-3 and trusts its compiler to confine code dynami-
cally linked into the kernel address space. VINO [20] instead
confines extensions with software fault isolation [31], which
rewrites the extension’s object code to sandbox its memory
accesses, and wraps extensions in lightweight transactions
to undo the effects of misbehaving code. Both systems either
trust a compiler or resort to run-time checks, whereas the
eBPF verifier establishes safety statically at load time.

A different line of work avoids the verifier by changing the
language in which eBPF extensions are written. REX [10] lets
developers write extensions in safe Rust, closing a language-
verifier gap in which safe programs are rejected because the
verifier’s notion of safety differs from the one the source
language already guarantees. The Rust compiler enforces
the static safety properties and emits native code directly,
and a lightweight runtime handles the properties that resist
static checking, such as safe exception handling, stack safety,
and termination. This removes the verifier altogether, but
it shifts trust to the Rust toolchain and its runtime. PCB, by
contrast, retains the kernel verifier as the final judge and the
eBPF program as the unit of loading, and widens the class
of accepted programs by supplying proofs rather than by
replacing the language or the verifier.

7 Conclusion

Our Proof-Carrying-BPF framework widens the class of
programs the kernel accepts without greatly increasing its
trusted computing base. PCB pairs the BPF backend with a
userspace mirror of the kernel verifier. The mirror predicts
the program points that the kernel cannot prove safe with
its default abstract domains, proves the refinement condi-
tions with an SMT solver, and collects the resulting proofs
into a bundle that ships with the program. The kernel then
loads the program in a single pass, running its own verifier
and consulting the proof bundle only where its analysis falls
short, validating each proof with a small in-kernel checker.
PCB builds on the BCF framework but removes its interac-
tive refinement loop, so verification no longer suspends, pins
kernel state, or round-trips to user space during a load. PCB
not only successfully verifies previously rejected programs
but also loads them faster. We believe that PCB is a practical
way to let the kernel accept more safe programs efficiently
while keeping the verifier extensions small.
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