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The eBPF framework allows developers to extend the functionality of the Linux kernel without
directly modifying kernel source code. It enables user-supplied programs to execute within the
kernel for tasks such as networking, tracing, observability, access control, load balancing, and
security monitoring. To preserve kernel safety, eBPF combines restricted execution with static
verification. Before an eBPF program is loaded into the kernel, it is statically analyzed by the Linux
eBPF verifier, which checks safety requirements such as termination, safe memory access, and
well-defined arithmetic behavior. Once accepted, an eBPF program may be just-in-time compiled
and executed as part of the kernel. The verifier must therefore soundly approximate the behavior
of accepted programs while remaining precise enough to accept useful ones. Bugs in the verifier
can cause it to accept programs whose runtime behavior is not safely captured by its static analysis,
allowing unsafe programs to execute in the kernel context. This risk has materialized in practice
through security vulnerabilities in value tracking, pointer reasoning, and state pruning. At the same
time, imprecision in the verifier’s analysis can cause it to reject safe programs. The verifier must
therefore be sound, precise, and efficient for use in a production kernel.

This dissertation focuses on value tracking, a central part of the verifier’s static analysis. Value

tracking approximates the possible scalar values held in registers and program variables, and the
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verifier uses this information to prove properties such as well-defined arithmetic, valid bounds
checks, and safe memory access. Establishing the correctness and precision of this logic is chal-
lenging because it is implemented as handwritten, optimized kernel code that evolves over time.
The verifier uses abstract interpretation to track possible values across several domains, including
signed and unsigned interval domains for 64-bit and 32-bit values and the bitwise thum domain.
However, the verifier does not keep these domains cleanly separated. Its abstract operators combine
information from multiple domains and rely on a shared reduction operator to improve precision
across domains. These interactions improve precision, but they make formal reasoning harder be-
cause they are embedded in the production implementation rather than expressed as the standard
modular abstractions typically used in abstract interpretation. We address this challenge by devel-
oping formal techniques for reasoning about the correctness and precision of the eBPF verifier’s
value-tracking logic as implemented in the Linux kernel.

We first address the scalability of implementation-level verification. To check whether a verifier
abstract operator soundly overapproximates the corresponding concrete eBPF instruction, existing
techniques translate the verifier’s kernel C implementation and a formal soundness specification
into SMT formulas, which are then checked by an SMT solver. Prior work encoded each full ab-
stract operator together with the shared reduction operator as a single monolithic proof obligation.
This approach repeatedly encoded the same reduction reasoning for different instructions, making
verification increasingly expensive across kernel versions. We instead decompose each full opera-
tor into an instruction-specific operator and a shared reduction operator. Each instruction-specific
operator is verified independently, the shared reduction operator is verified once, and the results
are composed to establish soundness of the full operator. This decomposition reduces solver cost
across kernel versions and reveals latent unsoundness in several bitwise operators. We identify and
patch the affected operators so that the instruction-specific operators satisfy the modular soundness
specification independently.

We then introduce differential synthesis, an SMT-based approach for generating executable

witnesses of unsound verifier behavior. A failed soundness check can show that an abstract op-
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erator is unsound for some abstract inputs, but those inputs may not arise during the analysis of
any real eBPF program because the verifier starts from a restricted set of initial values. Differen-
tial synthesis bridges this gap by searching for bounded eBPF instruction sequences that drive the
verifier to the relevant abstract inputs and then execute an instruction that exposes the mismatch
between concrete execution and the verifier’s abstract execution. The resulting programs turn ab-
stract verification failures into reproducible evidence that developers can inspect, debug, and use
for regression testing.

Finally, we extend the framework from soundness to precision. Soundness is required for ver-
ifier safety, but a sound operator can still be too imprecise and cause the verifier to reject safe
programs. This matters because verifier operators are handwritten and change over time as de-
velopers improve the verifier’s reasoning. When an operator changes, developers need to check
that the new implementation remains sound and does not lose precision relative to the old one.
We formalize precision comparison for verifier operators and adapt differential synthesis to gener-
ate executable precision witnesses. These witnesses are eBPF programs that reach verifier states
where one sound operator is strictly more precise than another. We use this framework to evaluate
precision-improving kernel patches, measure the precision gained from the shared reduction op-
erator, and develop a more precise multiplication operator that has been upstreamed to the Linux

kernel.
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CHAPTER 1
INTRODUCTION

The Linux eBPF framework [53] allows user-supplied programs to execute within the kernel for
tasks such as networking, tracing, and security monitoring. To ensure safety, every eBPF program
is statically analyzed by the kernel’s verifier before it is allowed to run. If the verifier accepts a
program, the kernel assumes that it will behave safely at runtime. This design places the verifier in
a critical role. It must accurately approximate program behavior in order to reject unsafe programs
while accepting useful ones. As a result, the verifier is part of the kernel’s trusted computing base;
errors in its logic can allow unsafe programs to execute with kernel privileges.

Ensuring the correctness of the eBPF verifier is therefore essential, but also challenging. The
verifier is a production system that evolves over time and incorporates complex analysis logic. Un-
derstanding how the verifier enforces safety in practice, and how its correctness can be established

at the level of its implementation, are central problems addressed in this work.

1.1 The Linux eBPF Verifier

Modern operating systems increasingly support extending kernel functionality without directly
modifying kernel source code. In the Linux kernel, eBPF has become a central mechanism for
this purpose. eBPF programs are used in a wide range of systems contexts, including networking,
observability, tracing, telemetry, access control, load balancing, security monitoring, and perfor-
mance analysis [11,19,22,23,26, 55, 60,74,99, 103, 113]. These applications rely on the ability
to execute user-supplied programs efficiently within the kernel, while preserving the safety and
integrity of the operating system.

The flexibility of eBPF is made possible by a combination of restricted execution and static
verification. eBPF programs are written for a register-based virtual machine with a 64-bit instruc-

tion set. Before an eBPF program is loaded into the kernel, it is checked by the Linux eBPF



verifier. The verifier statically analyzes the program to ensure that it satisfies safety requirements,
including termination, safe memory access, well-defined arithmetic behavior, and restricted access
to kernel memory and helper functions. Once accepted, an eBPF program may be just-in-time
compiled to native machine code and executed as part of the kernel. Hence, the verifier serves as a
bulwark to prevent incorrect eBPF programs from crashing or compromising the kernel once they
are incorporated into its address space.

Because the verifier runs in a production kernel, its correctness is security-critical. A verifier
bug can invalidate the safety argument for eBPF programs and may allow unsafe programs to be
accepted. Such bugs are especially consequential because they occur at the boundary between
untrusted program inputs and privileged kernel execution. This risk has materialized in practice;
the eBPF verifier has repeatedly been the source of security vulnerabilities, including bugs in range
tracking, arithmetic reasoning, pointer reasoning, and state pruning [3,10,12-18,31-34,50,63-65].
Several of these bugs have enabled privilege-escalation attacks by causing the verifier to accept
programs whose runtime behavior was not safely captured by its static analysis [76, 77, 87, 95].
Thus, the verifier is not merely an implementation of a static analysis algorithm, it is part of the
trusted computing base of the eBPF ecosystem.

The eBPF verifier establishes program safety using abstract interpretation [48]. In particular,
it performs value tracking for program variables and registers, and uses the resulting information
to determine whether operations such as pointer arithmetic and memory accesses are safe. The
verifier maintains several abstract domains for this purpose. Four of these domains are interval
domains, tracking signed and unsigned bounds for both 64-bit and 32-bit values [47]. The verifier
also uses a bit-level domain, known as the tristate number or tnum domain [108], to represent
which bits of a value are known and which bits remain unknown. Together, these domains allow
the verifier to overapproximate the possible values that may arise during execution.

However, the production verifier does not implement value tracking as a clean composition
of independent abstract domains. In standard abstract interpretation literature [81], multiple do-

mains are often combined through an explicit product construction, with reduction operators used



to propagate information between domains in a controlled way. Under such a design, one may rea-
son about the soundness of each abstract domain and then reason separately about the soundness
of their composition. The Linux eBPF verifier, by contrast, combines abstract-domain updates
and cross-domain reductions in implementation-specific ways. Its abstract operators may update
one domain using information from another, and shared reduction logic propagates information
across domains after individual operations. Consequently, the correctness of the verifier cannot
be established by considering each domain in isolation. We must also account for the interactions
among domains, the concrete implementation of abstract operators, and the reduction procedures
that connect them.

This structure creates a difficult verification problem. The verifier must be sound to reject
unsafe programs, efficient enough to run in a live production kernel, and precise enough to accept
useful programs. Its implementation reflects these competing constraints, it is highly optimized,
evolves with the kernel, and incorporates domain interactions that are essential for precision. These
features make the eBPF verifier an important and challenging target for formal methods. Verifying
the eBPF static analyzer therefore requires techniques that account for the verifier’s production

implementation, not only for simplified models of its abstract interpretation.

1.2 Automated Verification of the eBPF Verifier

The eBPF verifier relies on the soundness of its static analysis to decide whether a program may
safely run in the kernel. The verifier maintains abstract states that summarize the possible values
of program variables, and it updates these states using abstract operators that approximate the be-
havior of concrete eBPF instructions. These operators must overapproximate concrete execution;
the abstract state computed by the verifier must include every runtime behavior that the program
can exhibit. If this property fails, the verifier may miss a possible runtime behavior and accept a
program whose execution is unsafe.

Establishing this property is difficult because the object of verification is the production ver-

ifier implemented in the Linux kernel, not a simplified mathematical model of the analysis. A



simplified model can clarify the intended design of the verifier, but it can miss implementation
details where real bugs arise. Conversely, automated verification of kernel C code must faithfully
model a codebase that is constantly evolving. The central challenge is therefore to connect the
implementation-level behavior of the verifier to formal soundness specifications while remaining
faithful to the deployed kernel code.

Prior work has addressed eBPF safety from several complementary directions. One line of
work develops alternative analyzers or execution mechanisms that enforce safety outside the eBPF
verifier. Another line tests the production verifier by generating eBPF programs that exercise its
implementation and expose incorrect behavior. A third line seeks to verify parts of the verifier’s
own analysis logic. These approaches serve different purposes. Alternative analyzers and execu-
tion mechanisms show that eBPF programs can be checked or executed safely under designs that
differ from the production eBPF verifier. Testing reveals concrete bugs in the deployed verifier.
Verification connects the verifier’s implementation to formal soundness properties.

PREVAIL [57] illustrates the first direction. It provides a formally grounded analyzer for eBPF
programs outside the Linux kernel, using a relational abstract domain and a verification architec-
ture distinct from the in-kernel verifier. Related work also applies formal methods to other parts
of the eBPF pipeline, including trustworthy execution mechanisms and verified JIT compilation
after verifier acceptance [84, 85, 112]. These approaches show how formal reasoning can support
eBPF safety. Other work focuses on testing and validating the Linux verifier by generating eBPF
programs that exercise its implementation. These include fuzzing-based and program-generation-
based techniques that search for programs on which the verifier behaves incorrectly or inconsis-
tently [66, 73, 88]. One such approach generates structured eBPF programs that are likely to pass
the verifier, then uses runtime instrumentation or sanitization to detect whether the accepted pro-
grams can still trigger unsafe behavior [105]. Another approach validates the eBPF verifier by
checking consistency between its abstract states and actual concrete execution states. The idea is
to run a program to collect concrete states, then embed checks into a modified program that force

the verifier to prove those states are included in its abstract approximations, where any mismatch



reveals a logic bug [104]. These techniques are valuable because they operate on the production
Linux verifier and can expose real, executable bugs. However, they are primarily bug-finding tech-
niques; they provide evidence of incorrect verifier behavior when they discover a witness program,
but they do not by themselves establish formal soundness obligations for the verifier’s abstract
operators.

These approaches do not answer whether the Linux verifier implementation itself can be for-
mally verified. Harishankar et al. [108] verified the thum abstract domain, which is used by the
verifier to track bit-level uncertainty in register values. This work formalizes the thum domain and
manually proves soundness and optimality properties for several tnum arithmetic operators, includ-
ing addition and subtraction, and develops a sound and more efficient multiplication operator that
was merged into the Linux kernel. However, this verification is carried out by manually specifying
and reasoning about the tnum operators, rather than by automatically verifying the C implemen-
tation as it appears in the kernel. It also focuses on a single abstract domain, and therefore does
not address the verifier’s broader value-tracking analysis, which combines tnums with signed and
unsigned interval domains through shared cross-domain reduction logic. Bhat et al. [29] build on
the idea behind VeRA [36], an implementation-level verification framework for range analysis in
the Firefox JIT compiler. VeRA takes the range-analysis code used by the JIT compiler, translates
that implementation into logical constraints, and discharges the resulting verification conditions
with an SMT solver. Its central insight is that range-analysis code can be checked automatically at
the level of the implementation, rather than only by proving properties of a separate mathematical
model. Bhat et al. apply this style of implementation-level verification to the Linux eBPF verifier.
Their framework translates verifier C code into a Python-based intermediate representation, gener-
ates SMT formulas from that representation, and checks the resulting formulas against soundness
specifications for value tracking.

Agni [110] supersedes these prior efforts by providing a unified implementation-level verifica-
tion framework for the eBPF verifier’s value-tracking analysis. Compared with the tnum verifica-

tion work, Agni does not require abstract operators to be manually encoded and proved in isolation.



Instead, it automatically generates verification conditions from the Linux kernel’s C implementa-
tion, so the object of verification is the verifier code that is actually maintained and deployed. This
allows Agni to reason not only about the tnum domain, but also about the verifier’s signed and
unsigned interval domains and the way these domains interact during value tracking. Agni also
goes beyond the implementation-level range-analysis verification of Bhat et al. by formalizing
the non-modular structure of the eBPF verifier’s abstract operators. In the Linux implementation,
instruction-specific updates and cross-domain reductions are intertwined; arithmetic and branch
operations may update several domains, use information from one domain to refine another, and
rely on shared reduction routines to maintain consistency across the verifier’s abstract state. Agni
accounts for this structure directly in its soundness specifications, rather than treating reduction
only as a precondition on operator inputs. It further extends verification to both arithmetic and
branch operators, which is essential because branches refine verifier states along different control-
flow paths.

Finally, Agni turns implementation-level verification into an automated workflow that can be
applied as the kernel evolves. It automatically extracts verification conditions from kernel source
code, checks them against formal soundness specifications, and has been integrated into the kernel
continuous integration workflow for automated checking across kernel versions. Thus, Agni moves
beyond manually verified abstract-domain algorithms and beyond earlier source-level checks for
selected range-analysis code.

At the same time, implementation-level verification exposes several challenges that motivate
the techniques developed in this dissertation. The first challenge is scalability. A direct verification
strategy encodes each abstract operator together with the verifier’s shared reduction logic as one
large verification condition. This monolithic formulation is faithful to the implementation, but it
duplicates the same reduction reasoning across many operators and becomes increasingly difficult
for automated solvers as the verifier evolves. As a result, a strategy that works for one range of
kernel versions may become prohibitively expensive for later versions.

The second challenge is diagnosability. A failed soundness check may produce a solver model



showing that an abstract state violates the specification, but that state may not be reachable dur-
ing the analysis of any real eBPF program. Such a counterexample is useful for understanding
the verifier’s abstract logic, but it does not by itself demonstrate executable verifier behavior. To
make implementation-level verification actionable, failed checks should be connected to concrete
eBPF programs that reproduce the mismatch between concrete execution and the verifier’s abstract
analysis.

The third challenge is precision. Soundness does not fully characterize the quality of the veri-
fier’s static analysis. A verifier can be sound and still be too conservative, if its abstract operators
lose too much information, the verifier may reject programs whose concrete executions are safe.
This matters for eBPF because the verifier must both enforce safety and retain enough informa-
tion to prove that practical programs satisfy its safety checks. When an abstract operator changes,
the relevant question is therefore not only whether the new implementation remains sound, but
also whether it preserves at least as much information as the old implementation and whether any
precision improvement is observable in real verifier executions.

Together, these challenges show that formal methods for production static analyzers must go
beyond a yes-or-no soundness check. For the Linux eBPF verifier, they must scale to evolving im-
plementation code, turn failed soundness checks into executable evidence, and support systematic

reasoning about the precision of competing abstract operators.

1.3 Dissertation Statement

The goal of this dissertation is to make formal methods practical for real-world development of the
Linux eBPF verifier. In this setting, a useful method must scale to the verifier’s implementation
and turn failed soundness checks into reproducible and debuggable evidence. This dissertation first
focuses on soundness, through scalable implementation-level verification and executable witness
generation. It then studies precision as a complementary property of the verifier’s static analysis,
developing techniques to compare abstract operators and synthesize programs that make precision

differences observable in real verifier executions. Together, these contributions provide formal



tools for analyzing both the correctness and the precision of the verifier’s value-tracking logic.

1.4 Contributions of the Dissertation

This dissertation develops implementation-level techniques for analyzing the Linux eBPF verifier’s
abstract operators. The contributions address three questions; how to verify these operators effi-
ciently, how to produce executable evidence when soundness checks fail, and how to compare the

precision of competing operator implementations. The contributions are summarized as follows:

1. We present a divide-and-conquer approach for verifying abstract operators in the eBPF ver-
ifier. Rather than verifying each operator together with the verifier’s shared reduction logic
as a single monolithic proof obligation, this approach separates instruction-specific reason-
ing from shared reduction reasoning. The resulting decomposition preserves the soundness
guarantees of implementation-level verification while improving scalability across kernel

versions.

2. We develop a differential synthesis technique for generating executable witnesses of unsound
verifier behavior. When a soundness check fails, the resulting solver counterexample may
describe an abstract state that is not reachable from any real eBPF program. Our approach
searches for concrete eBPF programs that drive the verifier to states exposing a mismatch
between concrete execution and abstract interpretation, thereby turning failed soundness

checks into reproducible evidence.

3. We extend differential synthesis to compare the precision of abstract operators. Soundness
alone does not determine how much information an operator preserves, and two sound opera-
tors may differ in precision. We formalize precision comparison for eBPF abstract operators

and synthesize executable programs that make precision differences observable in the veri-

fier.

The following sections provide a brief overview of each contribution and highlight the key

ideas. These techniques are discussed in greater detail in the subsequent chapters.



1.5 Scalable Verification through Divide and Conquer

Implementation-level verification of the eBPF verifier checks whether the verifier’s abstract se-
mantics soundly overapproximates concrete eBPF execution. Agni [110] performs this check by
generating verification conditions from the verifier’s C implementation and discharging them with
an SMT solver. However, this approach becomes difficult to scale as the verifier evolves. The
verifier’s abstract operators are implemented as two sequential steps. We write the full abstract
operator as

absy = sro o opy.

The instruction-specific update op, runs first and computes the abstract effect of the eBPF opera-
tion, such as addition, multiplication, bitwise operations, or shifts. The shared reduction operator
sro runs afterward and propagates information across the verifier’s abstract domains.

A direct verification strategy treats these two steps as one proof obligation. For each abstract
operator, it encodes both the instruction-specific update and the shared reduction logic into a single
verification condition. This monolithic formulation is faithful to the implementation, but it repeat-
edly duplicates the same reduction reasoning across many operators. As the shared reduction logic
becomes more complex, the resulting formulas become large and difficult for automated solvers to
discharge.

The divide-and-conquer approach developed in this dissertation exploits this structure. Instead
of verifying the instruction-specific update followed by shared reduction as one large formula, the
approach verifies the two components separately. The instruction-specific update op, is checked
against the soundness requirement for the corresponding concrete eBPF operation. The shared
reduction operator sro does not correspond to an eBPF operation that changes the concrete value.
Instead, it may improve the precision of the abstract state, but it must not remove any concrete value
represented before reduction. Soundness of the full abstract operator then follows by composing
these two results.

This decomposition also reveals a different class of verifier bugs. Some abstract operators vi-
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olate the general soundness specification when considered as standalone op, components, even
though the violating abstract states are not reachable during the analysis of any current eBPF pro-
gram. Thus, these failures do not correspond to executable verifier exploits in the current verifier
pipeline. However, they still expose incorrect logic in the verifier’s abstract-operator implementa-
tions. Future changes to reduction logic, operator composition, or state reachability could make
such failures reachable and turn them into real executable bugs. We refer to these unreachable but
implementation-level soundness failures as latent unsoundness. We identify latent unsoundness in
six bitwise operators, namely the 64-bit and 32-bit variants of AND, OR, and XOR, and patch them so
that their instruction-specific updates satisty the general soundness specification independently.

The resulting strategy is significantly more scalable for the production eBPF verifier. We eval-
uate it on Linux kernel versions v4.14 through v6.8. The prior monolithic strategy required hours
on earlier versions and timed out starting with v6.4, whereas divide-and-conquer verification com-
pletes in under 5 minutes for v4.14—v5.13, under 15 minutes for v5.19-v6.7, and under 30 minutes
for v6.8. These results show that separating op, from sro makes repeated verification across kernel
versions practical.

After applying the patches, all six affected bitwise operators verify under the modular sound-
ness specification for op,, without relying on shared reduction to repair the output. Thus, this
work both improves the verifier implementation and provides a compositional method for scaling

implementation-level verification as the kernel evolves.

1.6 Differential Synthesis for Generating Unsound Witnesses

Implementation-level soundness checking can identify flaws in the eBPF verifier’s abstract oper-
ators, but a failed soundness check is not always actionable by itself. The solver may produce an
abstract counterexample showing that the verifier’s abstract state can exclude a concrete behavior.
However, that counterexample may not correspond to any state reachable during the analysis of a
real eBPF program because the verifier begins execution from a restricted set of initial values. As

a result, developers may still need to determine manually whether the reported failure can occur in
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practice and how to reproduce it.

This dissertation addresses this problem using differential synthesis, the automatic generation
of eBPF programs whose concrete execution diverges from the verifier’s abstract analysis. Given
an abstract operator that violates the soundness specification, the goal is to synthesize an instruction
sequence that shows the violating abstract inputs are reachable from valid verifier initial states.
This turns an abstract counterexample into an executable program that can be run against the
production verifier.

The synthesis procedure searches over bounded, loop-free eBPF programs. For a program
length k, it enumerates program skeletons in which the first £ — 1 instructions are arithmetic,
logical, or branch instructions, and the k-th instruction is the concrete operation corresponding
to the abstract operator that failed the soundness check. The skeleton fixes the opcodes of the
candidate program, but leaves operands, data flow, and control flow symbolic. For each skeleton,
the synthesizer asks an SMT solver to fill in these symbolic parts so that the resulting program
satisfies the structural constraints of eBPF programs and exposes the mismatch between concrete
execution and abstract analysis. These constraints ensure, for example, that instructions read values
produced by earlier instructions or by valid initial registers, and that branch targets are consistent
with the chosen control flow.

The search starts from the verifier’s initial abstract values. At the beginning of verifier analysis,
each live register is represented either by an exact abstract value, when the verifier knows the value
precisely, or by an unconstrained abstract value, when the value is unknown. An abstract value is
reachable if some sequence of eBPF instructions can produce it from these initial verifier states.

For each program skeleton, the synthesizer builds a single SMT query that jointly chooses the
symbolic operands, data dependencies, control-flow choices, abstract states, and concrete states.
The query is constrained so that the candidate program satisfies eBPF structural constraints, its

abstract execution reaches the state needed to expose the bug, and its final instruction demonstrates
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the mismatch between concrete and abstract execution. At a high level, the query enforces

Reach(P,5) A s € ~v(5) A concreteExec(i, s) ¢ ~y(abstractExec(i, 5)) .

Here, Reach(P, §) means that analyzing the synthesized prefix P, starting from the verifier’s initial
abstract values, reaches the abstract verifier state 5. The function ~ maps this abstract state to the
concrete states it represents. Because the prefix is assumed sound, $ contains all concrete states
that can arise after the prefix. The solver picks one such state s, written s € ~($), and checks
whether the final instruction produces a concrete result outside the verifier’s abstract output. A
satisfying model gives an executable eBPF witness program with ¢ as its last instruction.

The algorithm begins with £ = 1. If no program of length £ manifests the violation, it incre-
ments £ and repeats the search until it either finds a satisfying model or reaches a timeout. This
bounded search is incomplete, but it is effective in practice because many verifier bugs can be ex-
posed by short instruction sequences. Branch instructions are included in the search because they
can refine abstract states and make additional violating inputs reachable.

These witnesses make verification failures reproducible and useful for developers. Instead of
inspecting only a solver model over abstract states, a developer can run the synthesized program
against the production verifier and observe the instruction sequence that triggers the mismatch. For
known vulnerabilities, the generated programs are similar to existing proof-of-concept exploits.
For previously unknown bugs, the verifier state observed during kernel execution can be compared
against the SMT model and the runtime result, validating that the synthesized program manifests
the predicted divergence between concrete and abstract semantics.

The differential synthesis framework was evaluated as part of Agni [110] across Linux kernel
versions 4.14 through 5.19. For the soundness violations reported by the soundness specifica-
tion, it generated proof-of-concept programs for approximately 97% of the violations across ker-
nel versions. Many of these witnesses required multiple eBPF instructions, showing that single-

instruction tests are often insufficient to expose verifier unsoundness. These results show that
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differential synthesis can turn implementation-level verification failures into concrete, executable

evidence of unsound verifier behavior.

1.7 Differential Synthesis for Comparing Precision of Abstract Operators

Soundness ensures that the verifier does not miss unsafe behavior, but its utility hinges on its
precision. An abstract operator may be sound and still be unnecessarily imprecise; it may compute
bounds that are too wide, lose useful tnum information, or fail to propagate facts across domains.
This loss of information can cause the verifier to reject programs whose concrete executions are
safe, because the computed abstract state is too weak to prove the required safety checks.

This dissertation addresses this problem by extending differential synthesis from soundness
witnesses to precision witnesses. The goal is to compare two implementations of the same abstract
operator, such as an existing kernel operator and a proposed replacement. The comparison asks
two questions. First, is the new operator at least as precise as the old one for all valid abstract
inputs? Second, if the new operator is strictly more precise for some input, can that input actually
arise during the analysis of a real eBPF program?

At a high level, op,.,, is at least as precise as op,q When, for every valid abstract input z, the

new output represents no more concrete values than the old output:

Vi, Y(0pnew(Z)) C Y(0pora(Z)).

Here, op,q and op,,.,, are the two abstract operator implementations being compared, and v maps
an abstract value to the set of concrete values it represents. The new operator is strictly more
precise when it is at least as precise as the old operator and the containment is strict for at least one
input:

(V2. Y(0Pnew(®)) € Y(0pora(2))) A (3. Y(0Pnew(Z)) C Y(0Poa(2))) -

Thus, the new operator is never less precise than the old one, and in some cases it rules out concrete

values that the old operator could not rule out. However, not all pairs of operators are ordered by
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precision. For some inputs, op,,., may produce a more precise result than op,;;, while for other
inputs op,;; may produce a more precise result than op,,.,,. In this case, neither implementation is
at least as precise as the other, and the two operators are incomparable with respect to precision.

Even when one operator is more precise on some abstract input, that difference is useful only if
the input can arise during verifier analysis. The verifier does not analyze programs from arbitrary
abstract states. It starts from a restricted set of initial states and reaches later states only through
the abstract semantics of eBPF instructions and the verifier’s reduction logic. Therefore, an input
on which op,.,, improves over op,; may be a logical precision difference that never occurs in
practice.

Differential synthesis addresses this reachability question. Given an abstract input & where the
two operators differ in precision, the synthesizer searches for a bounded eBPF instruction sequence

P whose verifier analysis reaches z:

Reach(P, ) A Y(0pnew(2)) C Y(0poa()).

Here, Reach(P, ) means that analyzing the synthesized program P, starting from the verifier’s
initial abstract values, reaches the abstract input z. If the query is satisfiable, the model gives
an executable eBPF program that makes the precision improvement observable in the production
verifier.

The synthesis procedure jointly reasons about the two abstract executions. It symbolically
encodes bounded eBPF instruction sequences, the verifier states produced by those sequences, and
the old and new implementations of the operator being compared. The solver chooses operands,
data dependencies, and control-flow choices so that the generated program reaches an input where
the new operator produces a strictly tighter abstract result than the old operator. The resulting
program is a concrete witness that the improvement is reachable, reproducible, and relevant to real
verifier behavior.

We use this framework to evaluate precision-improving changes to the eBPF verifier. In partic-
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ular, we show that a new bpf_mul implementation is at least as precise as the previous implemen-
tation and strictly more precise on reachable verifier states. The synthesized witness demonstrates
this improvement to kernel developers, and the corresponding patch was upstreamed to the Linux
kernel. We also apply the framework to prior precision-related kernel patches and generate witness
programs for each of them. These results show that differential synthesis can be used not only to
expose unsoundness, but also to validate and demonstrate precision improvements in the verifier’s

abstract operators.

1.8 Contributions to This Dissertation

The ideas and approaches presented in this dissertation are drawn from previously published pa-
pers written with my advisor, Santosh Nagarakatte, and collaborators Srinivas Narayana and Har-
ishankar Vishwanathan. The following papers are listed in the order in which their ideas appear in

the dissertation, rather than in publication order:

1. “Fixing Latent Unsound Abstract Operators in the eBPF Verifier of the Linux Kernel” [97],
which develops a divide-and-conquer approach for scaling implementation-level verification
of the eBPF verifier. This work separates instruction-specific reasoning from shared reduc-
tion reasoning, identifies latent unsoundness that prevents modular verification, and extends

automated verification to newer versions of the Linux kernel.

2. “Verifying the Verifier: eBPF Range Analysis Verification” [110], which develops differ-
ential synthesis for generating executable eBPF witnesses of unsound verifier behavior. A
failed soundness check may produce only an abstract counterexample, and that counterex-
ample may not correspond to any state reachable during the analysis of a real eBPF program.
This work addresses that gap by synthesizing concrete eBPF programs whose execution ex-
poses a divergence between the verifier’s abstract semantics and the concrete semantics of

eBPF execution.

3. “Comparing the Precision of Abstract Operators in the eBPF Verifier using Differential Syn-
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thesis” [98], which extends differential synthesis from witnessing unsoundness to compar-
ing the precision of abstract operators. This work formalizes precision comparison for eBPF
abstract operators and synthesizes executable eBPF programs that demonstrate observable

precision differences between competing operator implementations.

Together, these papers form the basis of the dissertation. The first motivates and develops
modular verification techniques for scaling soundness checking of production verifier code. The
second provides the implementation-level verification framework and develops witness generation
for unsoundness. The third generalizes witness generation from soundness failures to precision

comparison between abstract operators.

1.9 Organization of This Dissertation

The remainder of this dissertation is organized as follows. Chapter 2 provides background on eBPF,
the Linux eBPF verifier, and the abstract domains used for value tracking. Chapter 3 presents our
divide-and-conquer approach for scaling implementation-level verification of the verifier’s abstract
operators and fixing latent unsoundness. Chapter 4 presents differential synthesis for generating
executable eBPF witnesses of unsound verifier behavior. Chapter 5 presents our approach for
comparing the precision of competing abstract operators and synthesizing eBPF programs that
make precision differences observable in real verifier executions. Chapter 6 discusses prior work on
eBPF verification and testing, abstract interpretation, and program synthesis. Chapter 7 concludes

this dissertation and presents future directions.
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CHAPTER 2
BACKGROUND

The needs of production systems often outpace the rate at which new functionality can be incor-
porated into the kernel. Adding functionality to the kernel requires review, integration, release,
distribution, and deployment, a process that can take years before a feature becomes available on
production machines. At the same time, changing workloads may require new ways to observe
system behavior, enforce security policies, process packets, or measure performance. Tradition-
ally, supporting these needs required either changing the kernel or writing a kernel module. Kernel
modules can be deployed locally without waiting for a new kernel release, but writing correct ker-
nel modules is difficult. Modules execute with kernel privilege and are not statically verified before
they run, so a bug in a module can corrupt kernel memory, crash the machine, or compromise sys-
tem security. Moreover, if the functionality provided by a local module is meant to become broadly
available and maintained as part of Linux, it must still go through the kernel community’s review
and acceptance process.

eBPF provides a different model for kernel extensibility. It allows small, event-driven programs
to be loaded into the kernel on demand and attached to well-defined hooks, without recompiling
the kernel, rebooting the machine, or waiting for a new kernel feature to be distributed. Users can
therefore add specialized kernel functionality for tasks such as networking, tracing, observability,
and security.

The eBPF framework aims to provide this flexibility without giving loaded programs unre-
stricted kernel privilege. eBPF programs execute in a restricted environment, interact with the
kernel through controlled interfaces, and must be statically verified before they run. The Linux
eBPF verifier is therefore essential to the framework. Because eBPF programs are supplied from
outside the kernel but execute in kernel context, the kernel must establish their safety before ex-

ecution. This chapter provides the background needed to understand that verification process. It
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first introduces the eBPF framework and the verifier, then reviews the static-analysis and abstract-
interpretation concepts used throughout the dissertation, describes the verifier’s value-tracking do-
mains and soundness specifications, and finally introduces Agni, the implementation-level verifi-

cation infrastructure on which the later chapters build.

2.1 The eBPF Framework

Extended Berkeley Packet Filter, or eBPF, is a mechanism for extending the Linux kernel with
user-supplied programs. Although eBPF originated as a packet-filtering facility, it has evolved into
a general-purpose in-kernel execution environment used for networking, tracing, observability,
performance monitoring, security enforcement, load balancing, and access control [11,19,22,23,
26,55,60,74,99,103, 113]. The key idea is to allow small programs to be loaded into the kernel
at runtime and attached to specific events, without requiring developers to modify kernel source
code, rebuild the kernel, or deploy traditional kernel modules.

An eBPF program is compiled into bytecode for a restricted virtual machine implemented by
the kernel. Modern eBPF uses a 64-bit register-based instruction set with arithmetic and logic
instructions, memory loads and stores, conditional branches, helper-function calls, and an explicit
exit instruction. Programs execute only when the events to which they are attached occur. These
attachment points include system calls, tracepoints, kernel function entry and exit points, network
events, cgroup hooks, uprobes, kprobes, and Linux Security Module security hooks. When such
an event occurs, the kernel invokes the attached eBPF program with a context object describing the
event.

The eBPF execution environment is intentionally restricted. Programs cannot access arbitrary
kernel memory, call arbitrary kernel functions, allocate memory dynamically, use recursion, or use
floating-point arithmetic. They also operate under strict resource limits. Each program has a small
bounded stack, typically 512 bytes, and the verifier enforces a limit on program size and complex-
ity. Historically, eBPF programs were limited to a few thousand instructions, while modern kernels

allow programs with up to one million instructions. Modern eBPF also supports bounded loops,
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Figure 2.1: Basic eBPF workflow. User space submits eBPF bytecode to the kernel. The verifier
rejects unsafe programs and permits safe programs to execute at kernel hooks. Maps provide
shared state between user space and eBPF programs.

but the verifier must be able to prove that they terminate. Programs may use tail calls to transfer
control to another eBPF program, but the number of tail calls in one invocation is bounded, with
at most 32 tail-call jumps allowed. In addition, the helpers and context fields available to a pro-
gram depend on the program type and attachment point. These restrictions allow eBPF to provide
runtime kernel extensibility while keeping program loading a finite static-validation problem.

The eBPF execution model separates user-space control logic from kernel-space program exe-
cution. A user-space application typically compiles an eBPF program, loads the resulting bytecode
into the kernel, configures any required state, and attaches the program to a hook. Once loaded, the
program runs in kernel context whenever the hook is triggered. Communication between user space
and eBPF programs is commonly mediated through maps, which are kernel-managed key-value
data structures. Maps provide persistent state across program executions and allow user-space
applications to read or update data maintained by eBPF programs. For example, a networking pro-
gram may use a map to count packets by source address, while a user-space process periodically
reads the map to report statistics.

Figure 2.1 summarizes this workflow. A user-space program is compiled to eBPF bytecode and
submitted to the kernel. The verifier checks the bytecode before execution. Rejected programs do
not run, while accepted programs execute in the kernel, either through the eBPF interpreter or the
JIT compiler, when their attached hooks are triggered. eBPF maps provide shared state between
user space and kernel-resident eBPF programs.

eBPF programs also interact with the kernel through helper functions. Helpers are kernel-
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provided functions that expose controlled operations to eBPF programs, such as looking up map
entries, reading time, accessing packet data, or emitting tracing events. Since eBPF programs
cannot freely call arbitrary kernel functions or access arbitrary kernel memory, maps and helpers
form the main interfaces through which eBPF programs communicate with the rest of the system.

Before an eBPF program is allowed to run, it must pass the Linux eBPF verifier. The verifier
checks the bytecode before execution and rejects programs whose safety cannot be established.
This validation step is what allows eBPF programs to execute in privileged kernel contexts while

remaining constrained by kernel-enforced safety rules.

2.2 Static Analysis

Static analysis derives properties of a program without executing it on particular concrete inputs.
For a program P, let B(P) denote the set of runtime behaviors that P can exhibit. A static analysis
computes an approximation A(P) of these behaviors. For safety checking, this approximation
must be conservative. It may include behaviors that cannot occur at runtime, but it must include
every behavior that can occur. Formally, a sound analysis satisfies

B(P) C A(P).

This inclusion justifies using static analysis to prove safety. If no behavior represented by A(P)
violates a safety property, then no concrete runtime behavior of P violates that property.
Approximation is necessary because exact static reasoning about nontrivial semantic properties
of programs is undecidable in general, as captured by Rice’s theorem [94]. Programs may branch
on input-dependent values, execute loops, manipulate pointers, and interact with large state spaces.
A static analysis therefore replaces exact execution states with compact abstract descriptions, such
as intervals, symbolic constraints, or sets of possible pointer targets, that summarize many concrete
states at once. The choice of abstraction determines the tradeoff between precision and scalability.

A more precise analysis may report fewer false alarms or reject fewer safe programs, while a
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coarser analysis may scale better but include more spurious behaviors.

Static analyses differ both in the properties they compute and in the information they retain.
One central distinction is between flow-sensitive and flow-insensitive analyses. Flow-sensitive
analyses distinguish facts at different program points and account for execution order, whereas
flow-insensitive analyses collapse some or all program-order information and compute a more
global approximation. A second distinction is between path-sensitive and path-insensitive analy-
ses. Path-sensitive analyses keep information from different control-flow paths separate and can
preserve correlations introduced by branches, while path-insensitive analyses merge facts from
multiple paths, usually at join points. Keeping more information can improve precision, but it also
increases running time, memory use, or solver effort.

Different analysis techniques compute different kinds of facts. Type checking derives or checks
types for program phrases and rejects operations applied to incompatible types [89]. Dataflow anal-
ysis computes facts such as liveness, reaching definitions, available expressions, or constant values
by solving equations over a control-flow graph [70]. Control-flow analysis approximates possible
transfers of control, such as the possible successors of a program point or the possible targets of
a call. Pointer and alias analyses approximate which memory objects a pointer may refer to, or
whether two references may denote the same object. Constraint-based analyses encode the facts to
be inferred as variables in a system of constraints and compute analysis results by solving that sys-
tem [86]. Such constraints can express properties such as types, points-to relationships, dataflow
facts, or numeric invariants. Model checking verifies properties by exploring the states of a formal
model of a system, often against temporal-logic specifications, and can produce counterexample
executions when a property fails [41].

Symbolic execution is a path-oriented analysis technique. It follows program paths using sym-
bolic inputs, accumulates path constraints, and uses a solver to check whether those paths are
feasible or to generate concrete inputs [71]. This can produce precise counterexamples, but it may
not scale when the number of feasible paths grows quickly. Abstract interpretation provides a gen-

eral framework for building sound static analyses [48]. It replaces concrete program states with
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abstract states drawn from an abstract domain and computes a fixed point using abstract trans-
fer functions. The abstract domain determines which facts the analysis can represent, while the
transfer functions describe how those facts change across program operations.

The eBPF verifier is a static analyzer for eBPF bytecode. It analyzes each program before exe-
cution and accepts it only when the analysis establishes the required safety properties. The verifier
therefore makes the same fundamental tradeoff as other static analyses. It must be conservative
enough to reject unsafe programs, precise enough to accept useful safe programs, and efficient

enough to run whenever an eBPF program is loaded.

2.3 The eBPF Verifier

The Linux eBPF verifier [20] is the kernel component responsible for deciding whether an eBPF
program is safe to execute. The verifier is necessary because accepted eBPF programs execute in
kernel mode, either through the interpreter or after just-in-time compilation to native machine code.
Without verification, an eBPF program could corrupt kernel memory, leak sensitive information,
crash the kernel, or cause the kernel to hang. The verifier therefore acts as the gatekeeper between
user-supplied bytecode and privileged kernel execution.

The verifier enforces a collection of safety rules imposed by the eBPF execution environment.
These rules include termination, initialized register and stack use, bounded stack and memory
accesses, valid pointer arithmetic, valid helper-function calls, and program-type-specific restric-
tions on context fields, helpers, and memory regions. For example, a networking program may
access packet data only within packet bounds, while a program that receives a pointer from a map
lookup must check that the pointer is non-null before dereferencing it. Programs that violate these
requirements, or whose safety cannot be proved, are rejected before execution.

To enforce these rules, the verifier applies the static analysis techniques introduced earlier in a
coordinated way. It first checks the structure of the program, constructs a control-flow graph from
branch instructions, and verifies that control transfers are well formed. Control flow analysis allows

the verifier to identify the possible execution paths through the program, ensuring that jumps are
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valid, exits are reachable, and loops or repeated paths remain bounded.

The verifier then analyzes the program using symbolic execution over abstract states. It ini-
tializes the starting state according to the program type. For example, register r1 often contains a
pointer to the program context, while other registers initially have restricted or unknown contents.
As the verifier walks over instructions, it updates an abstract description of registers, stack loca-
tions, pointer metadata, and scalar values. Type and pointer analysis track the kind of value held in
each register or stack location, distinguishing ordinary scalar values from pointers to stack mem-
ory, packet data, map values, context objects, or other restricted memory regions. This information
is essential for proving that memory accesses are valid and that pointers are not misused.

Symbolic execution propagates these abstract states along each feasible path, allowing the
verifier to reason about all possible inputs rather than a single concrete execution. At branches,
the verifier may fork the current state and refine each successor state using the branch condition.
Range analysis, also called value tracking, refines this reasoning by tracking numeric bounds and
bit-level information for values such as offsets, lengths, and loop counters. These approximations
are especially important for proving that pointer arithmetic, array accesses, packet accesses, and
helper-function arguments remain within safe limits.

Figure 2.2 illustrates this path-sensitive reasoning on a simple branch. The verifier uses the
branch condition to refine the possible values of r1 differently on the taken and fall-through paths.

Such refinements are important because later safety checks may depend on the refined bounds.

1 /* verifier knows: r1 in [0, 100] */

3 if (r1 < 64)

4 /* r1 in [0, 63] %/

5 + else {

6 /* r1 in [64, 100] */
7}

Figure 2.2: A simple value-tracking example showing how the verifier refines scalar bounds along
different branch paths.

Although the verifier reasons separately about different execution paths, it must ensure that ver-
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ification itself always terminates and remains practical during program loading. This requirement
is closely tied to the restricted design of the eBPF execution environment. eBPF programs cannot
use recursion, allocate memory dynamically, call arbitrary kernel functions, or access arbitrary
kernel memory. They also execute under bounded resources, including a small fixed-size stack,
limits on program size and verifier complexity, bounded loops whose termination must be proved,
and a bounded number of tail-call jumps. Together, these restrictions ensure that eBPF programs
can be checked statically and that the verifier’s exploration remains finite.

Branches may cause the verifier to fork abstract states and queue unexplored states for later
analysis, while loops and repeated control flow may cause similar states to be encountered many
times. To keep this process tractable, the verifier bounds the amount of exploration it performs,
including the number of instructions inspected, the number of states retained, and the amount of
repeated exploration allowed along complex control-flow paths. It also uses state pruning to avoid
reanalyzing states that are equivalent to, or safely covered by, states that have already been ex-
plored. Liveness analysis supports this pruning by identifying registers and stack locations whose
current contents cannot affect future execution, allowing the verifier to ignore irrelevant differences
between states. These mechanisms prevent path-sensitive analysis from growing without bound.

Together, these analyses allow the verifier to establish key safety properties. Unsafe code paths
are unreachable, memory accesses remain within valid bounds, accepted programs cannot execute
without bound, and redundant verifier states can be safely eliminated. The verifier therefore bal-
ances the same precision and scalability tradeoff that arises in static analysis more generally. If the
analysis is too imprecise, it rejects useful programs even when they are safe. If it is too permissive
or unsound, it may accept programs that can violate kernel safety. If it requires too much time or
memory, program loading can become slow or consume excessive kernel resources. The verifier
must therefore combine several static analyses in a way that is precise enough to accept practical
eBPF programs, conservative enough to protect the kernel, and efficient enough to run as part of
the loading process.

This dissertation focuses on the verifier’s value-tracking logic. Value tracking approximates
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the possible numeric and bit-level values held in eBPF registers. These approximations are used to
justify safety checks involving bounds, offsets, branches, pointer arithmetic, and helper arguments.
If value tracking is too imprecise, the verifier may reject safe programs. If it is unsound, the ver-
ifier may accept programs whose runtime behavior violates the assumptions used by the verifier’s
safety checks. The following sections introduce abstract interpretation, which provides the formal

framework for reasoning about this value-tracking logic.

2.4 Abstract Interpretation

Abstract interpretation is a framework for constructing sound static analyses. Instead of tracking
the exact values that program variables may take across all executions, an abstract interpretation
tracks abstract values that compactly represent sets of concrete values. For example, in an interval

domain, the abstract value [z, y], where 2,y € Z and = < y, represents the set

{z€Z |z <2<y}

Such abstractions are compact, but they may introduce imprecision. The concrete set {1,4,6},
for instance, can be represented by the interval [1, 6], which also includes 2, 3, and 5. Abstract
interpretation therefore trades precision for tractability; the analysis may overapproximate the set

of possible values, but it must not miss any value that can occur at runtime.

2.4.1 Abstract Domains, Concretization, and Abstraction

Let C be a domain of individual concrete values, and let C = P(C) be the collecting concrete
domain. Elements of C are sets of possible concrete values. Let A be an abstract domain that
compactly represents such sets.

The meaning of an abstract value is given by a concretization function

v:A— C.
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For example, if C = Z, then C = P(Z), and an interval a = [a, @] represents all integers between
its lower and upper bounds:

v(a)={2z€Z|a<z<a}.

The abstract domain is equipped with a partial order C,, where a; =4 a, means that a, is at least
as precise as ao. For intervals, this order is determined by the sets they represent: a; £, as when
v(a1) € v(az). Thus, [0,7] E4 [0, 15], since v([0,7]) C ([0, 15]).

Conversely, an abstraction function

a:C— A

maps concrete sets to abstract values. For the interval domain, abstraction maps a concrete set ¢ to

the smallest interval containing that set:

[min(c), max(c)] ifec#0,
alc) =

1 ifc=0.

Here, | denotes the bottom element of the abstract domain, representing the empty set of concrete
values. For example, «({1,4,6}) = [1, 6]. The abstraction preserves the original values but may
introduce additional ones. Thus, an abstract value a is a sound abstraction of a concrete set ¢ € C

when

¢ Cc y(a).

Since C is a powerset domain in this section, this condition is simply

c C v(a).
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2.4.2 Abstract Operators and Soundness

Program operations are modeled by transfer functions. We write f for the concrete operation on
individual values and f for its collecting semantics over sets of concrete values. For example, if

f : C — C is unary, then its collecting semantics is the function f : C — C defined by

fle)={f(@)]zec}h

An abstract operator g : A — A is sound with respect to f if, for every abstract input a € A,

f(v(a)) Ec v(g(a)).

That is, the abstract output may include extra concrete values, but it must contain every concrete
result that can be produced from values represented by the input.
As a simple example, over mathematical integers, let f be the collecting semantics of adding

one, so f(c) = {z + 1| z € ¢}. Over intervals, this operation is soundly abstracted by

gla)=[a+1,a+1].

If a = [a,al, then adding one to any value represented by a produces a value represented by g(a),

and therefore

f(v(a)) Ec v(g(a)).

The same idea applies to binary operations. If f : C x C — C, then its collecting semantics

maps two concrete sets to all pairwise concrete results:

fler,c0) = {f(x1,22) | 71 € c1 and 15 € ¢y}
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An abstract operator g : A x A — A is sound if, for every pair of abstract inputs a;, as € A,

f(v(a1),v(a2)) Ec v(g(as, az)).

Equivalently, whenever individual concrete inputs are represented by the abstract inputs, their con-
crete result must be represented by the abstract output. This pointwise view is the form used later
when encoding verifier soundness as a first order logic formula. In those implementation-level
specifications, we use lowercase letters for individual concrete values and uppercase letters for the

corresponding abstract values.

2.4.3 Best Abstract Operators

The abstraction and concretization functions can also be used to describe the most precise sound

abstraction of a concrete operation. When « and ~ form a Galois connection, they satisfy

alc)Epa <=  cCcy(a).

This condition says that «(c) is the most precise abstract value that soundly represents the concrete

set c. Given a concrete collecting semantics f, the best abstract operator is

gbest:aofo’y'

This operator first interprets the abstract input as a concrete set, applies the concrete semantics,
and abstracts the result back into A. It is the most precise sound abstraction of f. In practice,
this construction is often too expensive to compute directly, so static analyzers usually implement
abstract operators directly, trading precision for efficiency and implementation simplicity. This

dissertation studies how to reason about such implemented operators in the eBPF verifier.
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2.4.4 Product Domains and Reductions

Static analyses often combine multiple abstract domains because different domains capture differ-
ent properties of the same concrete value. The simplest combination is the Cartesian product [46].
Suppose A; and A, are abstract domains over the same individual concrete domain C, with con-
cretization functions

Ya, A = C and Vo, : Ao — C.

Their product domain is

P:A1XA2,

ordered component-wise:

(a1,a2) Cp (b1,b2) <= a1 Ca, by A ax Ty, bo.

Because both components describe the same individual concrete value, the standard product con-

cretization intersects the values represented by each component:

Ye(ar, az) = ya, (a1) N ya,(az).

For example, in the product of an interval domain and a parity domain, the abstract value ([3, 5], even)
represents {4}; the interval allows {3,4, 5}, while the parity component restricts the value to be
even. Thus, a product can represent more precise information than either component alone.

The Cartesian product does not, by itself, propagate this combined information back into the
individual components. In the example above, ([3, 5], even) and ([4, 4], even) have the same prod-
uct concretization, but the latter exposes the stronger interval fact. A reduced product [49] adds a

reduction operator

p:P—=P
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that refines a product element while preserving its concretization:

e(p(a)) = ve(a).

Intuitively, reduction uses information from one component to strengthen another. For instance, it
can refine ([3, 5], even) to ([4, 4], even). Both product elements represent {4}, but the reduced one
makes the interval component more precise.

Computing the exact reduced product can be impractical, so analyzers may use weaker reduc-
tions that improve precision without necessarily producing the most precise product element. Such
a reduction remains sound as long as it preserves all feasible concrete values represented by the
product. The eBPF verifier follows a similar strategy in its value-tracking implementation. It uses
a reduction operator to refine relationships among its abstract domains. This resembles a reduced
product approach [81], but it is not a direct implementation of the textbook construction. The
verifier is not organized around a single product domain whose concretization is defined by inter-
secting component concretizations. Later chapters return to this structure in two ways. Chapter 3
studies how shared reduction can be used to scale verification, and Chapter 5 studies the precision

properties of the verifier’s reduction operator.

2.5 Satisfiability Modulo Theories

Satisfiability modulo theories (SMT) is a framework for deciding whether a first order logic for-
mula is satisfiable. At the propositional level, satisfiability asks whether there is an assignment of

truth values to Boolean variables that makes a formula true. For example, the formula

(Vg A(=pVr)

is satisfiable because there are assignments to p, ¢, and r that make both clauses true. Boolean
satisfiability is NP-complete, and SMT inherits this worst-case difficulty. Nevertheless, modern

SAT and SMT solvers are effective on many formulas that arise in program analysis, verification,
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and synthesis.

SMT extends Boolean satisfiability by allowing formulas to include variables and operations
from background theories. These theories provide meaning to non-Boolean expressions. For ex-
ample, a formula may use linear integer arithmetic, suchas z +y < 10Az > 0Ay > 0, or
fixed-width bit-vector operations, such as (z & 7) = 0, where x is a machine integer and & is bit-
wise conjunction. Theories such as integers, bit-vectors, arrays, and uninterpreted functions make
SMT useful for reasoning about programs, whose semantics combine Boolean control flow with
arithmetic, memory, and machine-level operations.

An SMT solver takes such a formula and determines whether it is satisfiable with respect to the
chosen theories. If the formula is satisfiable, the solver may return a model, which assigns values

to the variables so that all constraints hold. For example, the formula

r+y<10Az>0Ay>0NAz >y

has models such as x = 2 and y = 1. If no assignment satisfies the formula, the solver reports that
the formula is unsatisfiable.
SMT solving can also be used to prove universal properties by searching for counterexamples.

To prove that a property ¢(x) holds for all x, one asks the solver whether the negation is satisfiable:

Jz. —p(x).

If this query is unsatisfiable, then no counterexample exists, and the original property Vx. o(x)
holds. If the query is satisfiable, the solver’s model gives a concrete counterexample. Otherwise,
the solver may time out or return unknown if it cannot determine satisfiability.

This dissertation uses an SMT-based approach in two ways. First, it uses SMT solving for
verification. Soundness specifications for eBPF abstract operators are encoded as formulas, and
an SMT solver is asked to find a counterexample in which a concrete instruction produces a value

that is not represented by the verifier’s abstract result. If the formula is unsatisfiable, the encoded
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soundness property holds. If the formula is satisfiable, the solver produces a model that explains
how the operator violates the specification.

Second, the dissertation uses SMT solving for synthesis. In differential synthesis, the solver
does more than check whether a property fails. It also chooses parts of a program. The unknowns
may include instruction operands, data dependencies, control-flow choices, abstract values, and
concrete values. A satisfying model therefore corresponds to an eBPF program fragment that meets
the desired constraints. This SMT-based synthesis procedure underlies the executable witnesses
for soundness violations and the programs that demonstrate precision differences between abstract

operators.

2.6 Value Tracking in the eBPF Verifier

We now describe the abstract domains used by the verifier’s value-tracking analysis. These do-
mains represent different views of the same scalar register value, including signed and unsigned

numeric bounds and bit-level uncertainty.

2.6.1 Abstract Domains for Value Tracking

The eBPF verifier represents each scalar register using several abstract domains. It maintains four
interval domains, unsigned and signed 64-bit bounds, written A4 and As, and unsigned and
signed 32-bit bounds, written A3 and A,3,. These domains track lower and upper bounds under
different interpretations of the same register bits. The verifier also maintains a bit-level domain,
called the tnum domain Ay, which records which bits of a register are known and which bits
may vary [108].

We write Uy = {0,...,2%% — 1} and Sgq = {—25%,...,2% — 1} for the unsigned and signed

64-bit integer ranges. The product domain for scalar register values is

A = Ayss X Asea X Appum X Auza X Agso.
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Thus, the abstract value of a scalar register r has the form 7 = (ayg4, G564, Ctnum, Aus2, Gs32) € A.
A value-tracking abstract state maps scalar registers to elements of A.

The tnum domain tracks uncertainty at the bit level using unsigned 64-bit machine words. A
tnum can be viewed as a tristate bit-vector, where each bit is known to be 0, known to be 1, or
unknown, written p. The Linux kernel represents a tnum using two unsigned 64-bit words: a value
word and a mask word. The value word records known bits, while the mask word records unknown

bits. Formally,

Appum = {(value, mask) € Ugy x Ugy | value & mask =0} .

The well-formedness condition value & mask = 0 says that no bit can be both known and un-

known. The concretization of a tnum is

Venum ((value, mask)) = {x € Ugy | (z& ~ mask) = value}.

Here, ~ mask denotes 64-bit bitwise complement. Equivalently,  must match value on every
known bit and may differ only on bits marked unknown by mask. For example, a tnum with
value = @b10@ and mask = 0b@1 represents the set {@b10,0b11}, because the low bit is un-
known and the high bit is known to be 1. This domain is useful for bitwise operations, alignment
reasoning, and partially known values, and is structurally similar to the bitfield domain [80].

The interval domains instantiate the interval abstraction from Section 2.4. The signed 64-bit

interval domain A,g4, for example, models signed numeric bounds:

Ay 2 {a =la,a] |a,a € Ses N a<gpga}U{L}.

The verifier implementation stores these bounds in fields such as s64_min and s64_max. The
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concretization function for this domain is

{z€Sps|a<s61a2<saa} ifas#.Ll,
Vs64(@) 2
1) ifa= 1.

Conversely, the abstraction function maps a concrete set of signed 64-bit values to the smallest

signed interval containing it:

[minggy(c), maxgeq(c)] if ¢ # 0,
()é564(C) é
s if c = 0.

The other interval domains follow the same structure, adjusted for their bit-width and signedness.
For unsigned domains such as A, 44, the concretization and abstraction functions use Ug,, unsigned
comparison, and bounds in [0,2% — 1]. The 32-bit domains use the corresponding 32-bit signed

and unsigned ranges.

2.6.2 Abstract Operators for Value Tracking

For each eBPF instruction, the verifier applies an abstract operator that updates the abstract state
rather than executing the instruction on concrete values. Arithmetic and bitwise instructions update
the abstract value of a destination register. Conditional branch instructions split the current state
into two successor states, following the branch-refinement pattern introduced in Section 2.3 and
illustrated in Figure 2.2. One successor corresponds to the taken branch, and the other corresponds
to the fall-through branch. The taken-branch state is refined using the branch condition, while the
fall-through state is refined using the complementary condition. These operators are implemented
in the Linux kernel and are the main objects of verification in this dissertation.

As an interval example, consider signed 64-bit subtraction. Here the concrete operation is
fixed-width signed subtraction, while S,44 denotes the corresponding interval abstract operator.

Given two intervals a; and ay, the abstract subtraction operator computes an interval containing all
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possible signed differences:

[a1 —g64 @2, Q1 —s64 a2] if no overflow occurs,
A @ a2
a1 Osp4 A2 =

[—203) 203 — 1] otherwise.

Overflow is checked according to signed 64-bit arithmetic. If overflow may occur, the operator
returns the full signed 64-bit interval. This loses precision, but preserves soundness because all
possible concrete results remain represented.

Bitwise instructions such as AND, OR, and XOR rely especially heavily on the interaction between
intervals and tnums. Their concrete behavior is naturally bit-level, so the tnum component often
provides the strongest information about the result. At the same time, later verifier checks fre-
quently depend on numeric bounds. The implementation must therefore maintain both bit-level
and interval information for the same value.

Branch instructions have a different value-tracking effect. A conditional branch does not com-
pute a new scalar value. Instead, it refines the abstract state according to the branch condition.
For example, after a comparison against a constant, the verifier may strengthen the bounds of a
register on the branch-taken path and apply a complementary refinement on the fall-through path.
These refinements are important because later instructions are analyzed under the abstract state
associated with the corresponding path.

Although the verifier’s value tracking can be described using the abstract interpretation ter-
minology from Section 2.4, the production implementation is not organized as a clean product
of independent domain transformers. The verifier stores several views of the same register value
and updates them through kernel C code that often mixes operator-specific reasoning with cross-
domain information. An operator may use tnum information to derive numeric bounds, or use
interval information to strengthen bit-level facts. This implementation structure motivates the

implementation-level soundness specifications described next.
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2.7 Soundness Specifications for e BPF Abstract Operators

The previous sections defined soundness for abstract operators in general. We now specialize
that notion to the implementation-level specifications used for the eBPF verifier. The goal is to
check whether the verifier’s C implementation of an abstract operator soundly overapproximates

the corresponding concrete eBPF instruction.

2.7.1 Concrete and Abstract Values

We use lowercase letters for individual concrete values and uppercase letters for abstract values.
Thus, p,q,r € C denote concrete values, while P, ), R € A denote abstract values. We use a
membership predicate memy (p, P) to state that concrete value p is represented by abstract value
P, ie.,

memy (p, P) = p € ya(P).

For example, in the signed 64-bit interval domain,

mems64(p7 P) é B §564 p §s64 ﬁ

2.7.2 Arithmetic and Logic Operators

For arithmetic and logic instructions, the concrete instruction computes a new scalar value from its
operands. Let g : C x C — C be the concrete semantics of such an instruction, and let abs, denote
the input-output behavior of the corresponding abstract operator extracted from the verifier’s C

code. For a single abstract domain A, the implementation-level soundness condition is

Vp,q, € C, P,Q € A: memuy(p, P) AN memy(q, Q)
A 1 =g(p,q) Nabs,(P,Q) =R (2.1)

= memy(r, R).
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This formula says that whenever the abstract inputs represent the concrete inputs, the abstract
output computed by the verifier must represent the concrete output. Its validity can be checked
with an SMT solver by asking whether the negation is satisfiable. If the negation is unsatisfiable,

then no counterexample exists and the encoded soundness condition is valid.

2.7.3 Branch Operators

Branch instructions require a different soundness specification. Unlike arithmetic and logic in-
structions, a branch does not compute a new scalar register value. Instead, it compares existing
concrete values and updates the verifier’s abstract state differently on the true and false branch
outcomes.

For example, suppose the verifier tracks two registers in an unsigned interval domain. Before
the branch, the first register is represented by ([1,5]), and the second is represented by ([3,3]). If the
program branches on equality between these registers, then on the true branch the verifier learns
that the first register must also have value (3). Therefore, the first register’s abstract value can be
updated from ([1,5]) to ([3,3]). The concrete value stored in the register has not changed; only the
verifier’s knowledge about that value has become more precise.

Let j : C x C — B be the concrete semantics of a conditional branch, where B is the Boolean
domain. The result

b=3(p,q)

records whether the branch condition is true or false. The verifier’s abstract branch operator pro-

duces four abstract outputs:

(PT7 PF?QT: QF) = abS](P,Q)

Here, Py and Q7 are the abstract values assigned to the two input registers on the true branch,
while Pr and QF are the abstract values assigned to them on the false branch.

The soundness condition for a branch says that the abstract values on the taken branch must



38

still represent the unchanged concrete values:

Vp,qeC, beB, P,Q e A. memy(p, P) AN memy(q,Q)

A b=jp,q)
A (Pr, Pr,Qt,QF) = abs;(P, Q)
= (b= (mema(p, Pr) Amemu(q,Q7)))

A (ﬂb = (memA(p, Pr) A memy(q, QF))) )

This formula captures the main difference between branches and arithmetic or logic operators.
An arithmetic or logic operator produces one concrete result and one abstract result. A branch
instead preserves the concrete operands and produces abstract values for both possible control-
flow outcomes. Soundness only requires the abstract values on the concrete branch outcome to

represent the unchanged concrete operands.

2.7.4 Product-Domain Specifications

The eBPF verifier uses several abstract domains for the same scalar register, so the specification is
extended component-wise. To illustrate the extension, consider two abstract domains A; and A,
over the same individual concrete domain C. The first concrete input p is represented by abstract
values P, € A; and P, € A,, while the second concrete input ¢ is represented by (); € A; and

Q2 € As. If the verifier operator produces outputs

(Rh R2) = ang(Ph PZ: Qla Qz);
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then soundness requires the concrete output » = g(p, ¢) to be represented in both domains:

Vp,q,r € C, P1,Q1,R1 € Ay, Py,Q2, Ry € Ay, memy, (p, P1) A memy, (p, Ps)
A memy, (¢, Q1) A mema,(q, Q2)
A1 =9gp,q)
A (Ry, Rg) = absy(P1, P2, Q1,Q2)

= memy, (r, R1) A memy,(r, Rs).

This is the same specification as before, applied component-wise. Each abstract input compo-
nent must represent the corresponding concrete input, and each abstract output component must
represent the concrete output.

The actual verifier specification follows the same pattern for the five value-tracking components
Avesr Aseas Atnums Auz2, and Agso. Each concrete input must be represented by the corresponding
input component in each domain, and the concrete output must be represented by every output com-
ponent. Thus, the verifier may overapproximate the concrete result, but none of its value-tracking
components may exclude it. For branch instructions, the same component-wise idea applies to the

abstract values on the taken branch outcome.

2.8 Implementation-Level Verification with Agni

This dissertation builds on Agni [110], an implementation-level verification framework for the
eBPF verifier’s value-tracking logic. Agni checks whether the Linux kernel implementation of ver-
ifier abstract operators soundly overapproximates the corresponding concrete eBPF instructions. It
performs this check directly on the verifier implementation, rather than requiring a separate hand-
written model of each abstract operator.

Table 2.1 lists the eBPF instructions handled by Agni’s value-tracking verification. The table
includes the ALU/ALU64 operations that compute new scalar register values and the JMP/JMP32

operations that refine abstract register values according to branch conditions.
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Instruction Class Effect

ADD ALU/ALUG4 Tq 4 Tq 4 T

SUB ALU/ALU64 Fg 4= Tg — T

AND ALU/ALU64 rg g & T

OR ALU/ALU64 rq 4 1q| s

XOR ALU/ALU64 Tg 4 Tqg DT

LSH ALU/ALUG4 Tq = Tq K T
RSH ALU/ALUG4 Fg 4 Tq > T
ARSH ALU/ALU64 Tg 4 Tq s T
JEQ JMP/IMP32 branch if vy = 7,
JNE JMP/IMP32 branch if rgy #
JGT JMP/JMP32 branch if 74 >, 7
JGE JIMP/IMP32 branch if rg >, 7s
JLT JMP/IMP32 branch if rg <, r;
JLE IMP/IMP32 branch if ry <, 7s
JSGT JMP/JMP32 branch if rgy > rs
JSGE JMP/JMP32 branch if rg > rs
JSLT JMP/IMP32 branch if 4 <y 7y
JSLE IMP/IMP32 branch if 7y <s 7s
JSET IMP/IMP32 branch if (rq & ) # 0

Table 2.1: eBPF instructions handled by Agni. The table lists the eBPF ALU/ALU64 and JMP/JMP32
instructions covered by Agni. Here r; denotes the destination register, r, denotes the source
operand, >, denotes arithmetic right shift, and the subscripts © and s denote unsigned and signed
comparisons. The ALU and JMP32 classes operate on 32-bit values, while ALU64 and JMP operate
on 64-bit values.

2.8.1 From Verifier Code to SMT Formulas

Agni provides the infrastructure for translating verifier C code into SMT formulas. It does not
attempt to model arbitrary kernel C code. Instead, it targets the value-tracking routines of the
eBPF verifier. For each eBPF instruction, Agni extracts the verifier code that updates the abstract
register state and translates the input-output behavior of that code into a formula over bit-vectors.
Agni compiles the verifier implementation to LLVM intermediate representation, specializes
the code to one eBPF instruction at a time, inlines the relevant verifier helper routines, removes
code that does not affect value tracking, and simplifies the result. After this specialization, the rele-

vant code is loop-free. The resulting implementation formula describes how the verifier transforms
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an input abstract state into an output abstract state for the selected instruction.

The translation relies on the structure of the verifier’s value-tracking code. The relevant routines
update fields of struct bpf_reg_state, which stores the verifier’s abstract information for a
register. Instead of modeling all of C memory, Agni models these fields directly as bit-vector
variables. Reads from a field become reads of the corresponding variable, and writes to a field
produce an updated version of that variable. Conditional statements in the verifier implementation
are translated by recording the condition for each feasible control-flow path. When a field is
assigned different values on different paths, the SMT formula represents the final field value as a
conditional expression over those path conditions.

This dissertation does not study the C-to-SMT translation itself. We treat Agni as the infras-
tructure that provides implementation formulas for verifier abstract operators. The later chapters
focus on how those formulas are checked, decomposed, and connected to executable witnesses and

precision comparisons.

2.8.2 Implementation-Level Soundness Checking

Agni combines the extracted implementation formula with the soundness specifications introduced
earlier to produce verification conditions. For arithmetic and bitwise instructions, Agni checks the
soundness specification introduced in Section 2.7 and stated in Equation 2.1. The abstract operator
in this check is extracted from the verifier’s C implementation. Thus, whenever the abstract inputs
represent the concrete inputs and the concrete instruction computes a result r, the abstract output
computed by the verifier implementation must represent 7.

Agni checks this condition by asking an SMT solver whether the negation of the verification
condition is satisfiable. If the negation is unsatisfiable, the encoded soundness property holds
for the implementation. If it is satisfiable, the solver produces a model illustrating a soundness
violation.

For branch instructions, the verification condition has the form described in Section 2.7.3. A

branch does not modify the concrete register values. Instead, the verifier produces abstract val-
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ues for the taken and fall-through outcomes. The implementation formula therefore relates the
input abstract values to the abstract values computed for both outcomes, and the verification con-
dition checks that the abstract values on the concrete branch outcome still represent the unchanged
concrete operands.

Because the verifier stores several abstract views of the same scalar value, Agni checks sound-
ness component-wise across the value-tracking domains. A concrete input must be represented
by each relevant input component, and the concrete result must be represented by each output
component. This matches the product-domain specifications introduced above, but it is applied
to the actual kernel implementation, whose code often combines operator-specific updates with

cross-domain reductions.

2.8.3 Refined Soundness Specification

Agni also introduced a refined soundness specification based on the verifier’s shared reduction
logic. The generic specifications from Section 2.7 treat each abstract operator as if it could receive
any combination of abstract input components, provided that there is at least one concrete value
represented by all of those components. Agni observes that this is not how such inputs arise
during verifier execution. After each operator-specific update, the verifier applies shared reduction
logic that propagates information among the value-tracking components. Thus, the inputs to a
later operator have already passed through this reduction step. Apparent soundness violations
can therefore arise from abstract inputs that satisfy the generic specification but do not satisfy the
stronger consistency invariant maintained by the verifier’s reduction logic.

The refined specification models this structure by preconditioning operator inputs with the
shared reduction operator. Let sro denote the shared reduction operator. Instead of checking the

operator directly on abstract inputs P and (), the refined specification first computes

P" = sro(P) and Q' = sro(Q),
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and then checks soundness on the reduced inputs P’ and (Q'. For arithmetic and bitwise instruc-

tions, the refined verification condition has the following shape:

Vp,qeC, PQeA: P =sro(P)ANQ = sro(Q)

A memy(p, P') Amemy(q, Q")
2.2)

A1 =3g(p,q) Nabsy(P',Q") =R

= memy(r, R).

Compared with Equation 2.1, Equation 2.2 checks soundness only after the verifier’s shared
reduction step has been applied. Thus, the refined specification does not ask whether the operator
is sound on every abstract input allowed by the generic specification. It asks whether the operator
is sound on inputs after the reduction step that the verifier itself applies. This captures more of the
verifier’s implementation structure and removes many violations that rely on abstract inputs that
cannot occur during the verifier’s abstract execution.

In this dissertation, Agni provides the baseline infrastructure for extracting verifier C code into
SMT formulas and checking implementation-level soundness conditions. The following chapters
build on this starting point. Chapter 3 decomposes the monolithic verification task into operator-
specific updates and shared reduction, making verification scalable for newer kernels. Chapter 4
starts from failed implementation-level soundness checks and turns them into executable witnesses.
Chapter 5 adapts the same implementation-level reasoning to compare the precision of competing

abstract operators.
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CHAPTER 3
SCALABLE VERIFICATION THROUGH DIVIDE AND CONQUER

This chapter describes our approach for scaling the verification of abstract operators in the eBPF
verifier. The verifier implements a collection of value-tracking operators in kernel C code, and our
goal is to prove that these operators soundly overapproximate the corresponding concrete eBPF
instructions. A direct approach is to verify each operator monolithically by extracting its C seman-
tics and checking the resulting verification condition with an SMT solver. Although this approach
is conceptually simple, it does not scale well to the structure of the verifier. Each operator contains
instruction-specific logic, but it also invokes shared reduction logic that propagates information
among the verifier’s abstract domains. As the shared reduction logic becomes more complex, in-
lining it into every operator proof produces large verification conditions and substantially increases
solver cost.

Our key idea is to exploit the structure of the verifier implementation. We factor each veri-
fier operator into two parts, an instruction-specific operator and a shared reduction operator. The
instruction-specific operator computes the immediate abstract effect of an eBPF instruction, while
the shared reduction operator propagates information across domains after the update. Instead
of verifying the full composition monolithically for every instruction, we verify the instruction-
specific operator and the shared reduction operator separately and then compose their correctness.
This divide-and-conquer strategy avoids re-proving the same shared reduction logic for every ab-
stract operator.

This decomposition introduces a new requirement. The operator-specific operator must be
sound before shared reduction is applied, and the shared reduction operator must preserve all con-
crete values represented by its input. If an operator-specific operator produces an unsound interme-
diate result that is later repaired by reduction, then the full implementation may appear sound when

checked monolithically, but the proof cannot be decomposed. Such cases expose latent soundness
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issues in the operator-specific logic and prevent modular verification.

Based on these ideas, this chapter develops a modular verification framework for the eBPF
verifier’s value-tracking operators. We first show how each operator can be decomposed into an
instruction-specific component and a shared reduction component. We then present the soundness
obligations for each component and show why their composition implies soundness of the full
abstract operator. We also discuss how the modular proof exposes latent unsoundness in operator-
specific logic and how fixing these intermediate unsoundness issues enables the full operator to be
verified compositionally. Finally, we evaluate the approach by comparing monolithic verification

with the divide-and-conquer strategy across verifier operators and kernel versions.

3.1 Implementation of Interval Domains in the eBPF Verifier

Chapter 2 introduced the interval domains used by the eBPF verifier for value tracking. This
chapter works directly with the verifier’s implementation of those domains. In the implemen-
tation, the verifier represents the four interval components as pairs of lower and upper bounds:
u64_min/u64_max, s64_min/s64_max, u32_min/u32_max, and s32_min/s32_max. These fields are
updated both by instruction-specific abstract operators and by the shared reduction operator.

Each pair of bounds must remain well formed. For the signed interval components, this means

s64_min < s64_max and s32_min < s32_max.

For the unsigned components, the corresponding invariants are

ub4_min < u64_max and u32_min < u32_max.

These inequalities are representation invariants of the verifier’s interval implementation. When
they hold, the fields denote valid interval abstract values. When they are violated, the correspond-
ing component no longer represents a well-formed range.

The distinction between imprecision and ill-formedness is important. An abstract operator may
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safely lose precision by assigning a component to the full range of its domain. Such an update is
conservative because it still overapproximates the possible runtime values. In contrast, an update
that produces s64_min > s64_max or s32_min > s32_max is not a valid conservative approxi-
mation. It violates the representation invariant that later verifier logic assumes when performing
bounds checks, branch reasoning, pointer-arithmetic checks, and cross-domain reduction.

Agni checks the verifier implementation at this level. Its verification conditions are generated
from the verifier’s C code, so the soundness obligation is not only that the mathematical operation
overapproximates concrete execution, but also that the concrete output fields form valid abstract
values. The latent unsoundness studied in this chapter arises when some instruction-specific op-
erators temporarily violate these interval well-formedness invariants before the shared reduction

operator repairs the state.

3.2 A Divide-and-Conquer Verification Strategy

Agni verifies the eBPF verifier at the implementation level. Rather than proving the correctness of
an idealized abstract operator, it extracts the input-output behavior of the verifier’s C implemen-
tation and checks that this behavior soundly overapproximates the corresponding concrete eBPF
operation. This approach is useful because it reasons about the code that actually runs in the kernel.
However, it also means that the size and structure of the generated verification conditions depend
directly on the structure of the verifier implementation.

A key implementation pattern in the verifier is that each abstract operator can be viewed as the
composition of two sub-operators:

absy = sro o opy.

The composition is read right-to-left, so opy runs first and sro runs afterward. Here, op, is the
instruction-specific operator and sro is the shared reduction operator. The instruction-specific
operator op, implements the abstract effect of a particular eBPF instruction, such as addition, mul-

tiplication, bitwise conjunction, or right shift. The shared reduction operator sro then propagates
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information among the verifier’s abstract domains. For example, it may use information from the
tnum component to refine interval bounds, or use interval bounds to refine bit-level information.

The original Agni strategy verified the full composition sro o op, as a single verification con-
dition. This monolithic strategy was faithful to the verifier implementation, but it duplicated the
same shared reduction reasoning inside every operator proof. As the shared reduction operator
grew more complex in newer kernel versions, the generated formulas became increasingly difficult
for the SMT solver to discharge. Starting with Linux v6.4, this strategy no longer scaled in practice
because verification could take weeks or time out.

The key idea of our divide-and-conquer strategy is to exploit the compositional structure of the
implementation. Instead of generating one verification condition for srooop,, we generate separate
verification conditions for op, and sro. We then prove that the instruction-specific operator soundly
overapproximates the concrete eBPF operation, and separately prove that shared reduction operator
preserves all concrete values represented by its input abstract state. The correctness of the full
operator follows by composing these two results.

Figure 3.1 illustrates the difference between the two strategies. In the monolithic strategy, each
proof obligation includes both the instruction-specific operator and the shared reduction operator.
In the divide-and-conquer strategy, the instruction-specific operators are verified independently,
while the shared reduction operator is verified once. This decomposition separates instruction-
specific reasoning from shared cross-domain refinement reasoning, which substantially reduces
the size and redundancy of the generated SMT queries.

The decomposition also changes what is required of the verifier implementation. Under the
monolithic strategy, an instruction-specific operator could produce an unsound intermediate state,
as long as the subsequent shared reduction step repaired the state before the final output was
checked. Under the divide-and-conquer strategy, this is no longer allowed. Each op, must be
sound on its own, before the shared reduction operator is applied. This stronger modularity re-

quirement is what exposes the latent unsoundness discussed in Section 3.3.
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(a) Monolithic verification.

(b) Divide-and-conquer verification.

Figure 3.1: Comparison between Agni’s prior monolithic verification strategy and the divide-and-
conquer strategy introduced in this chapter. In the monolithic strategy, Agni verifies the full ab-
stract operator abs, = sro o op, as a single verification condition, which repeatedly includes the
shared reduction logic in every operator proof. In the divide-and-conquer strategy, Agni verifies
the instruction-specific operator op, and the shared reduction operator sro separately. The separate
sro check requires shared reduction to preserve membership and to return an abstract value at least
as precise as its input. This separates instruction-specific reasoning from shared reduction reason-
ing and allows the soundness of the full abstract operator to follow by composition. Dotted arrows
indicate membership between a concrete value and the corresponding abstract value; for example,

p is represented by P.

3.2.1 Soundness Specification for op,

The instruction-specific operator op, has the same concrete semantics as the full abstract oper-

ator abs,. The difference is that its output is the intermediate abstract state produced before

the shared reduction operator is applied. Thus, the soundness specification for op, is the same

implementation-level specification from Section 2.7, except that abs, is replaced by op,.

We use C for the domain of individual concrete eBPF machine values. The verifier tracks each

scalar register using the product abstract domain

A = Ayss X Agga X Appym X Aysa X Agao.
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Thus, p, q,r € C are concrete values, while an abstract value P € A contains one component for
each value-tracking domain. The predicate memy (p, P) means that concrete value p is represented
by all components of P. Section 2.7 shows the corresponding component-wise expansion for
multiple abstract domains.

Using this notation, the soundness specification for op, is:

Vp,q €C, P,Q € A. memy(p, P) N memu(q,Q)

/\ T:.g(paq>/\R:0pg(P7Q)

= memy(r, R).

The premise states that each concrete input is represented by the corresponding input abstract value
in the verifier’s product domain. It also relates the concrete output r to the concrete eBPF operation
g, and relates the abstract output 1 to the implementation-level behavior of op,. The conclusion
requires the concrete output to be represented by the output abstract value.

This specification requires op, to soundly overapproximate the concrete operation without help
from the shared reduction operator. The shared reduction operator may improve the precision of
the result later, but the modular proof does not allow op, to produce an intermediate abstract state

that excludes a possible concrete result.

3.2.2 Soundness Specification for sro

The shared reduction operator differs from an instruction-specific operator because it does not
correspond to an eBPF instruction that changes the concrete value. Its purpose is to refine an exist-
ing abstract state by propagating information among domains. Therefore, the concrete semantics
associated with sro is the identity function.

We write R = sro(P) for the output of the shared reduction operator on a product-domain



50

abstract value P € A. The soundness condition for sro is:

VpeC, PeA. memy(p, P)
AN r=pAR=sroP)

= memyu(r,R) NRLC, P.

The shared reduction operator does not change the concrete value; its concrete P with a reduced
abstract value R. The soundness condition requires two properties. First, every concrete value
represented before reduction must still be represented after reduction. Second, the reduced value
must be at least as precise as the input abstract value, written R T, P. Thus, shared reduction
may strengthen the verifier’s abstract information, but it must not exclude any concrete value rep-
resented by the input.

This is exactly the role of a sound reduction step. It can make the abstract state more precise
by propagating information between domains, but it cannot change the concrete semantics of the
program. For example, reducing an interval using information from tnum is sound only if every

concrete value that was possible before the reduction remains possible afterward.

3.2.3 Composing the Two Proof Obligations

The two modular specifications imply the soundness of the full abstract operator. Suppose the
concrete inputs p and g are represented by their input abstract states. The op, soundness condition
ensures that the concrete result » = g(p, ¢) is represented by the intermediate abstract state pro-
duced by op,. Then, because sro is sound with respect to the identity function, applying sro to
that intermediate state preserves the same concrete result. Therefore, the final output of sro o op,
represents the concrete output of the eBPF instruction.

This reasoning is what allows the divide-and-conquer strategy to replace one large proof obli-
gation with two smaller ones. Instead of repeatedly inlining shared reduction into each operator
proof, Agni verifies the shared reduction operator once and reuses that result compositionally.

The benefit is especially important as the verifier evolves, because changes to shared reduction no
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longer multiply the complexity of every operator-specific verification condition.

However, the compositional proof is only valid when both sub-operators satisfy their own spec-
ifications. In particular, every instruction-specific operator must be sound before shared reduction
is applied. If op, produces an unsound intermediate state that is later repaired by sro, the mono-
lithic proof may hide the issue, but the modular proof will fail. This observation led us to investi-
gate the operators that failed the op, soundness obligation and to fix the latent unsoundness in their

operator-specific logic.

3.3 Latent Unsoundness in Bitwise Operators

The divide-and-conquer proof strategy requires each instruction-specific operator to be sound be-
fore the shared reduction operator is applied. This modular requirement exposes intermediate
states that can be hidden by a monolithic proof of the full composition sro o op,. In particular,
an instruction-specific operator may produce an abstract state that is not sound on its own, but
that is later repaired by shared reduction. We refer to such implementation-level failures as latent
unsoundness. They do not necessarily imply that the current verifier accepts an unsafe eBPF pro-
gram, but they make the operator difficult to verify compositionally and make the implementation
more fragile under future changes to shared reduction.

To find these cases, we use Agni [109] to check each instruction-specific operator without the
shared reduction operator. Under this modular specification, Agni reports six unsound bitwise
operators: bpf_and, bpf_or, bpf_xor, and their 32-bit counterparts bpf_and_32, bpf_or_32, and
bpf_xor_32. The SMT models produced by Agni show that these operators can produce ill-formed
signed interval components. In particular, their outputs may violate the interval well-formedness

invariants introduced in Section 3.1, such as s64_min <= s64_max and s32_min <= s32_max.

3.3.1 Root Cause of the Unsoundness

We explain the root cause using bpf_and as a representative example. The same pattern appears

in bpf_or, bpf_xor, and the corresponding 32-bit operators.
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case bpf_and:
out.tnum = tnum_and(inl, in2);
out.s32, out.u32 = interval_and_32(in1, in2);
out.s64, out.u64 = interval_and_64(in1, in2);

1 T N T

(a) Update order for bpf_and.

def interval_and_64(in1, in2):
# ...
out.u64_min = inl.tnum.v
out.u64_max = min(in1.u64_max, in2.u64_max)

if (in1.s64_min < @ or in2.s64_min < Q):
out.s64_min = INT64_MIN

out.s64_max = INT64_MAX
else:
10 out.s64_min = out.u64_min # \

1 out.s64_max = out.u64_max # / unsafe cast
12 # ...

(b) Signed bounds are inferred from unsigned bounds.

Figure 3.2: Source of latent unsoundness in the bpf_and abstract operator. Subfigure (a) shows
the update order across abstract domains. The operator first updates the tnum component, then
the 32-bit interval components, and finally the 64-bit interval components. Subfigure (b) shows
the relevant 64-bit interval update. Here, INT64_MIN and INT64_MAX denote the endpoints of the
signed 64-bit range, —2% and 2% — 1. The signed bounds are inferred by copying the updated
unsigned bounds in the else branch. The check on line 6 only tests whether the input signed lower
bounds are negative. It does not ensure that the updated unsigned interval can be safely interpreted
as a well-formed signed interval. If the unsigned interval crosses the signed 64-bit boundary, this
assignment can produce s64_min > s64_max.

Figure 3.2a shows the structure of the bpf_and abstract operator. The verifier first updates the
tnum component, then the 32-bit interval components, and finally the 64-bit interval components.
This ordering matters because the interval updates use information from the already-updated tnum
component to infer new bounds.

Figure 3.2b shows the relevant 64-bit interval update. The verifier derives the unsigned lower
bound from the updated tnum value and derives the unsigned upper bound from the unsigned

upper bounds of the operands. It then attempts to derive signed 64-bit bounds from these updated
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unsigned bounds. If either input signed lower bound is negative, the verifier falls back to the full
signed 64-bit range, preserving well-formedness at the cost of precision. Otherwise, it copies the
updated unsigned bounds into the signed component.

The check before this assignment is too weak. It only tests whether either input signed interval
may contain negative values. It does not test the property needed for the assignment itself, namely
whether the updated unsigned interval remains well formed when its bounds are interpreted as
signed 64-bit values.

There are three cases of interest when updated unsigned 64-bit bounds are used to derive signed
64-bit bounds.

First, the entire unsigned interval may lie below the signed boundary:

ub4_min < ub4_max < 263 _ 1.

In this case, both bounds are representable as nonnegative signed 64-bit values, so copying them
into the signed component preserves the interval ordering. For example, the unsigned interval
[5, 10], when interpreted as signed 64-bit values, gives the signed interval [5, 10].

Second, the entire unsigned interval may lie above the signed boundary:

203 _ 1 < ub4_min < ub4_max.

In this case, both bounds are interpreted as negative signed values. The signed values wrap around
in the same order, so the resulting signed interval remains well formed. For example, the unsigned
interval [24 — 10,25 — 1], when interpreted as signed 64-bit values, gives the signed interval
[—10, —1].

Third, the unsigned interval may cross the signed boundary:

u64_min < 203 _ 1 < u64_max.
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This is the unsafe case. The lower unsigned bound is interpreted as a nonnegative signed value,
while the upper unsigned bound is interpreted as a negative signed value. For example, the un-
signed interval [2% — 1,2%3] is interpreted as the signed bounds [2%3 — 1, —253], which violates the
well-formedness invariant s64_min <= s64_max. The original implementation fails to distinguish

this boundary-crossing case from the two safe cases above.

3.3.2 Patching Latent Unsoundness

Our patch fixes the latent unsoundness by checking whether the updated unsigned bounds form a
well-formed interval after they are interpreted as signed 64-bit values. Instead of deciding whether
to infer signed bounds from properties of the input intervals, the patched code checks the output
bounds that will be assigned to the signed component.

Figure 3.3 shows the patched logic. The condition (s64) out.u64_min <= (s64) out.u64_max
tests whether casting the updated unsigned lower and upper bounds to signed 64-bit values pre-
serves their ordering. If the condition holds, then the unsigned bounds can be copied into the signed
component safely. This covers the two safe cases described above, where the unsigned interval lies

entirely below or entirely above the signed boundary.

if ((s64) out.ub4_min <= (s64) out.u64_max):
out.s64_min = out.u64_min;
out.s64_max out.u64_max;

else:
out.s64_min
out.s64_max

INT64_MIN;
INT64_MAX;

N o g A W N =

Figure 3.3: Patch for the six affected bitwise abstract operators. The signed bounds are updated
from the unsigned bounds only when the resulting signed interval is well formed. Otherwise, the
operator falls back to the full signed 64-bit range.

If the condition does not hold, then the unsigned interval crosses the signed boundary. In
that case, directly copying the unsigned bounds would produce an ill-formed signed interval. The

patched code therefore falls back to the full signed 64-bit range. This loses precision, but it is a
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sound conservative approximation and preserves the signed interval well-formedness invariant.
After applying the patch, Agni verifies the affected bitwise operators under the modular sound-
ness specification for op,. The fix therefore removes the latent unsoundness in the instruction-
specific operators and enables the divide-and-conquer proof to apply compositionally. The cor-
responding patch fixes all six affected bitwise operators and has been upstreamed to the Linux

kernel [5].

3.4 Evaluating Modular Verification of Value-Tracking Abstract Operators

We implemented the divide-and-conquer verification strategy in the Agni prototype [109]. Using
this implementation, we check whether the patched instruction-specific operators satisfy the modu-
lar soundness specification for op,, and we compare the verification time of the divide-and-conquer
strategy against the prior monolithic strategy. In this section, we describe the experimental setup,
the modular verification results for the patched operators, and the verification performance across

Linux kernel versions.

3.4.1 Experimental Setup

Implementing the divide-and-conquer strategy required extending Agni’s verification-condition
generator to handle newer features used by the verifier and to generate separate verification condi-
tions for op, and sro. With these changes, Agni can verify the value-tracking abstract operators in
recent Linux kernel versions using the modular divide-and-conquer strategy.

For the runtime experiments, we measure the time required to verify all value-tracking abstract
operators in each kernel version. We compare the prior monolithic strategy, which verifies the full
abstract operator including shared reduction, against the divide-and-conquer strategy, which ver-
ifies each instruction-specific operator separately and verifies the shared reduction operator once.
The experiments were conducted on the CloudLab [52] framework using two 10-core machines

with Intel Skylake CPUs running at 2.2 GHz and 192GB of RAM.
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eBPF instruction Before patch After patch

bpf_and X v
bpf_and_32 X v
bpf_or X e
bpf_or_32 X v
bpf_xor X v
bpf_xor_32 X v

Table 3.1: Verification results for the affected bitwise abstract operators in Linux v6.8. Before the
patch, the operators fail the modular soundness check. After the patch, Agni verifies them under
the modular specification.

3.4.2 Modular Verification of Patched Operators

The previous section showed that the bitwise operators bpf_and, bpf_or, and bpf_xor, together
with their 32-bit counterparts, contained latent unsoundness in their operator-specific updates.
These operators could produce ill-formed signed interval components before shared reduction
was applied. We applied our fixes to Linux v6.8 and to selected older kernel versions, and then
rechecked the affected operators using Agni’s modular soundness specification for op,.

Table 3.1 summarizes the result. Before the patch, the affected bitwise operators failed the
modular op, soundness check. After the patch, Agni verifies that these instruction-specific opera-
tors are sound without assuming any repair by the shared reduction operator. Other value-tracking
operators were already sound under the modular specification. Thus, the patch removes the latent

unsoundness that prevented compositional verification of the bitwise operators.

3.4.3 Performance

We next compare the execution time of the prior monolithic strategy with that of the divide-and-
conquer strategy. The monolithic strategy generates a single large verification condition for each
full abstract operator, including the shared reduction logic. As this logic grew more complex,
the resulting verification conditions became increasingly difficult for the SMT solver to discharge.
In particular, after changes to shared reduction in Linux v6.4, the monolithic strategy no longer

completed verification; even for earlier versions, it was already costly.
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Kernel version Old strategy New strategy

4.14 ~2.5 hrs < 5 min
5.5 ~2.5 hrs < 5 min
5.9 ~4 hrs < 5 min
5.13 ~10 hrs < 5 min
5.19 ~36 hrs < 15 min
6.3 ~36 hrs < 15 min
6.4 Timeout < 15 min
6.5 Timeout < 15 min
6.6 Timeout < 15 min
6.7 Timeout < 15 min
6.8 Timeout < 30 min

Table 3.2: Verification runtime for all value-tracking abstract operators in each kernel version. The
old strategy verifies each full operator monolithically, while the new strategy separates instruction-
specific updates from shared reduction.

The divide-and-conquer strategy verifies each instruction-specific operator separately and veri-
fies shared reduction once. This avoids repeatedly inlining the shared reduction operator into every
abstract-operator proof. Table 3.2 reports the time required to verify all value-tracking abstract op-
erators in each kernel version.

The results show that the divide-and-conquer strategy substantially reduces verification time.
With this strategy, Agni verifies all value-tracking abstract operators in a given kernel version
in under 15 minutes for the tested versions before v6.8. For Linux v6.8, where changes to the
verifier’s shared reduction operator made the reduction logic significantly larger, the monolithic
strategy timed out, while the divide-and-conquer strategy verified all operators in under 30 minutes.
These results demonstrate that separating op, from sro makes verification more robust to changes
in shared reduction logic. Future changes to shared reduction may again increase solver cost, but
the modular structure provides a path for further decomposition; if needed, the shared reduction

operator itself can be split into smaller components and verified compositionally.
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3.5 Summary

This chapter presented a divide-and-conquer strategy for scaling implementation-level verification
of the eBPF verifier’s value-tracking operators. The key observation is that verifier operators are
implemented as an instruction-specific operator followed by a shared reduction operator. Rather
than verifying the full composition monolithically for every operator, our approach verifies each
op, component separately and verifies the shared reduction operator sro once. This decomposition
avoids repeatedly inlining the shared reduction logic into every proof obligation.

Applying this strategy exposed latent unsoundness in six bitwise abstract operators. These
operators could produce ill-formed signed interval components before shared reduction was ap-
plied, which prevented modular verification. We identified the source of the problem, patched the
affected operators, and confirmed with Agni that the patched instruction-specific operators sat-
isfy the modular soundness specification for op,. The patch has been upstreamed to the Linux
kernel [5].

The evaluation shows that the divide-and-conquer strategy substantially reduces verification
time across Linux kernel versions v4.14 through v6.8. The prior monolithic strategy required
hours on older versions and timed out starting with v6.4. In contrast, the modular strategy veri-
fies all value-tracking abstract operators within minutes, even for v6.8, where the shared reduc-
tion logic had grown substantially. These results show that compositional verification can make
implementation-level checking of production verifier code practical as the kernel evolves.

More broadly, this work demonstrates that scaling formal verification for production systems
requires both proof decomposition and engineering support for real-world development workflows.
We enhanced Agni in response to feedback from Linux kernel developers, and some developers
have begun using the prototype [1, 24, 25]. Our experience suggests that modular verification
can make the cost of checking verifier operators low enough to be considered for continuous-
integration workflows, but adoption also requires careful integration with existing kernel develop-

ment practices.
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CHAPTER 4
DIFFERENTIAL SYNTHESIS FOR GENERATING UNSOUND WITNESSES

The prior chapter built on Agni’s [110] implementation-level verification framework to make
soundness checking for the eBPF verifier’s value-tracking logic scalable. It did so by decomposing
each abstract operator into an instruction-specific operator and a shared reduction operator. This
decomposition addresses the scalability of verification, but it does not address a separate question;
when a soundness check fails, does the failure correspond to an actual eBPF program?

A failed verification condition produces an SMT model that describes a mismatch between
concrete semantics and the verifier’s abstract semantics. The model is useful because it identifies
concrete values and abstract states that violate the soundness condition. However, it is not yet
an executable bug report. The verifier does not analyze arbitrary abstract states. It starts from
restricted initial states and reaches later states only by applying the verifier’s abstract operators,
branch-transfer logic, and reduction logic. Therefore, an SMT counterexample may correspond to
a reachable verifier bug, or it may describe an abstract state that is latent or unreachable in actual
verifier executions.

This reachability question is not answered by either verification strategy. The original mono-
lithic Agni strategy checks the full verifier operator, including shared reduction logic, but a failed
proof still gives only an abstract counterexample. The divide-and-conquer strategy decomposes ev-
ery abstract operator into two components and verifies them, exposing intermediate failures more
directly, but a failed modular proof still does not show that the failing intermediate state can arise
from any eBPF program. Both strategies identify violated soundness obligations. Neither one
determines whether the violation is reachable in an actual eBPF execution.

This chapter presents differential synthesis, a technique for closing this gap. Given a sound-
ness failure, differential synthesis attempts to synthesize a concrete eBPF program that drives the

verifier to abstract operands exposing the failure and then executes an instruction whose concrete
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result is not represented by the verifier’s abstract output. Such a program is a witness of unsound
behavior. It demonstrates a divergence between the concrete execution of an eBPF program and
the verifier’s abstract interpretation of that program.

The key idea is to formulate witness generation as a bounded synthesis problem. We enumerate
candidate loop-free eBPF instruction sequences and encode both their concrete execution and their
abstract execution in the verifier. The SMT solver then searches for instruction operands, abstract
states, and dataflow choices that make the final instruction expose the soundness violation. If the
formula is satisfiable, the model yields a concrete eBPF program witnessing the mismatch. If no
program is found within the bound, the result is inconclusive rather than a proof that no witness
exists.

Differential synthesis serves two purposes. First, it helps debug verifier soundness failures by
connecting an SMT counterexample to a concrete sequence of verifier states. Second, it makes ver-
ification results actionable for kernel developers by producing small eBPF programs that demon-
strate the mismatch, rather than only reporting a low-level SMT model. The rest of this chapter
describes the synthesis problem, the encoding for single- and multi-instruction witnesses, the treat-

ment of branches, and the guarantees and limitations of the approach.

4.1 Differential Synthesis

A failed soundness check produces a local counterexample. It gives concrete operands, abstract
operands, and outputs for which the verifier’s abstract result does not represent the corresponding
concrete result. Such a counterexample shows that an abstract operator is locally unsound, but it
does not show that the abstract operands used in the counterexample can arise during the analysis
of an actual eBPF program. Differential synthesis adds this missing reachability requirement.

For a bound £k, differential synthesis searches over loop-free instruction sequences of length
k. The last instruction is fixed to the operator ¢ whose soundness violation is being tested. The
preceding k£ — 1 instructions form a prefix whose purpose is to construct operands for g from

abstract values that can appear in an initial verifier state. The final instruction must then produce a
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concrete result that is not represented by the verifier’s abstract result.
The search combines enumeration with SMT solving. The enumerator chooses an opcode

skeleton

b1y 125 vy k-1 9,

where each prefix instruction 4; is drawn from the allowed eBPF arithmetic, logic, and branch
instructions, and the final instruction is the operator under test. The enumerator fixes only the
instruction opcodes. It does not choose the concrete operands, abstract operands, or dataflow
between instructions.

For each enumerated skeleton, we generate an existential SMT query. Unlike synthesis tasks
that require a program to satisfy a specification for all inputs, this query is purely existential. The
solver only needs to find one program, one set of operands, and one concrete execution that exposes
the mismatch. It chooses the concrete values, abstract values, and operand sources that instantiate
the skeleton as a witness program. A satisfying model therefore gives both the program dataflow
and the concrete/abstract states that expose the violation. If all skeletons of length & are unsatis-
fiable, then no witness is found at that bound. The search is sound but incomplete; any generated
witness demonstrates a real mismatch between concrete execution and abstract interpretation, but
failure to find a witness within a bound does not prove that the violation is unreachable.

Figure 4.1 summarizes the structure of the witness produced by this search. Prefix instructions
construct reachable abstract states while preserving membership between concrete and abstract ex-
ecution. The final instruction exposes the violation by producing a concrete result not represented

by the abstract result.

4.1.1 Notation

We present the encoding using one domain C of individual concrete machine values and one ab-

stract domain A. In this section, A denotes the verifier’s full product abstract domain:

A = Aygs X Agps X Appum X Ayza X Agso.
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Figure 4.1: Concrete and abstract semantics in a synthesized witness. The prefix instructions
construct abstract states that are reachable from the verifier’s initial abstract states and preserve
membership. The final instruction is the operator under test; it exposes the violation by producing
a concrete result that is not represented by the verifier’s abstract result.

Thus, an abstract value P € A contains one component for each of the verifier’s value-tracking
domains. This lets the synthesis encoding use a single abstract value while still referring to the
verifier’s full abstract state.

We use lowercase letters for concrete values and uppercase letters for the corresponding ab-
stract values. Thus, x € C is a concrete value, and X € A is a full verifier abstract value that
may represent it. We write 4 for the concrete semantics of instruction i, and abs; for the verifier’s
abstract semantics for the same instruction. For example, if 7 is bpf_or, then 5(:1:, y) is the concrete
bitwise-or of machine values = and y.

The predicate memy (z, X') means that concrete value x is represented by abstract value X:

memy(z, X) = x € y4(X).
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For a single interval component with X = [¢, u], this is ordinary interval membership:

memn(x, [(,u]) 2 0 <z < u.

For the tnum component, where X = (v, m), membership requires the known bits of x to match v:

meMpum (, (v, M) = 1& ~m = v.

For the verifier’s full value-tracking state, memy (x, X) abbreviates the conjunction of the mem-
bership predicates for all five components.

Let Z C A be the set of abstract scalar values that can appear in an initial verifier state. Since
A is the product of the verifier’s value-tracking domains, an element X € 7 has one component in
each domain:

X = (Xu64> X5647 thuma Xu32a Xs32)'

Membership in Z is defined component-wise by the verifier’s allowed initial abstract values. For

an interval component, the allowed initial values are singleton intervals and T:

Lint = {lc,c] | ce CYU{T}.

For the tnum component, the allowed initial values are fully known tnums and T:

Linum = {(¢,0) | ce CLU{T}.

Thus, X € Z means that every component of X is allowed as part of an initial verifier state.

4.1.2 Single-Instruction Witnesses

The simplest case is & = 1. There is no synthesized prefix, so the operator under test must be

triggered directly from abstract values that can appear in an initial verifier state. The SMT query
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still introduces concrete values, but these are not part of the verifier state. They are ghost values

used to check whether the verifier’s abstract state represents a possible concrete execution.
Suppose the operator under test is bpf_or. Let p;, g1 € C be the concrete operands, let Py, Q)1 €

A be their abstract operands, and let 71, R, be the concrete and abstract outputs. The single-

instruction query is:

Ipi,qi,m €C, P,Q1, Ry € A

\P1€I/\Q1€I

Vv
choose initial abstract operands

A mema(py, Pr) Amemy(qr, Q1)

J/

TV
choose concrete operands represented by them

AT = bpf’_or‘(pl7 ql) ANR; = abprf_or<P17 Ql)

J/

VvV
relate concrete and abstract semantics

A —memy (11, R1)

Vv
abstract result does not represent the concrete result

If this formula is satisfiable, the model gives a one-instruction witness. If it is unsatisfiable, then
the violating operands are not reachable directly from the verifier’s initial abstract values, and the

search must use a longer prefix.

4.1.3 Adding a Prefix

For k£ > 1, the synthesized prefix can construct operands for the final instruction. Each prefix
instruction must preserve membership, while the final instruction must violate it.

Consider the two-instruction skeleton:

r1 = bpf_and(p1, ¢1); ro = bpf_or(ps, ¢2).

Here, bpf_or is the operator under test, and bpf_and is a prefix instruction. The concrete operands

and results are p1,q1,71, P2, G2, 72 € C, and the corresponding abstract operands and results are
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P17 Qla R17 P27 QQ, RQ - A
The prefix instruction starts from abstract values that can appear at the beginning of verifier
analysis:

P € TANQ1€ZNmemy(pr, Pr) Amempy(q1, Q1).

The query then relates the prefix inputs and outputs using the concrete and abstract semantics, and

requires the output to remain represented:

r1 = bpf_and(p1, ¢1) A R1 = abspps_and(P1, Q1) A mema (11, Ry).

The final instruction may use either initial abstract values or the prefix output (r1, R;). To
express this dataflow choice, we use a selection predicate. For instruction position j, select;(x, X)

is defined relative to the result variables of the current instruction sequence:

j—1
select;(z, X) £ X € TAmemy(x, X)V\/ (=1 AN X =Ry).
initial ab;t;act value =1 _

Vv
output of an earlier instruction

The index ¢ ranges over instruction positions earlier than j. Thus, select;(z, X) either chooses
an initial abstract value representing x, or reuses the concrete and abstract output produced by
one earlier instruction in the same candidate sequence. When j = 1, the disjunction over earlier
instruction outputs is empty and is interpreted as false, so select; reduces to the initial-value case.

For the two-instruction skeleton above, the final operands satisfy:

selects(pe, Po) N selecta(qa, Q2).

The final instruction is constrained to expose the violation:

To = bpf_or(pg, Q2) N Ry = absbpf_or(P2a Q2) A _‘memA(T% R2)~
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Putting the pieces together, the two-instruction query is:

Ipi,qir,p2,q2,m2 €C, P, Q1 Ry, P, Q2, Ry € A

Pr € ZANQy € T Nmemy(pr, Pr) Amema(qr, Q1)

N r= m(pl, q1) N Ry = absppf_and(Pr, Q1) A memy(ry, Ry)
A selecty(pa, Py) N selects(qa, Q2)

N 9 = W(m, q2) N\ Ry = absppe_or (P2, (Q)2)

A —memy(re, Ra).

Longer straight-line programs are encoded in the same way. Each instruction chooses operands
from initial abstract values or earlier outputs. Prefix outputs must remain represented. The final

output must violate membership.

4.1.4 General Synthesis Query

The previous examples illustrate the SMT query generated for one enumerated instruction skeleton.

For a fixed bound £, the enumerator chooses an opcode sequence

115 125 5 k—15 9,

where 41, ...,%,_1 are prefix instructions and ¢ is the final operator under test. The enumerator
fixes only the opcodes in the sequence. The SMT query then asks whether there exist concrete
operands, abstract operands, and dataflow choices that instantiate this skeleton as a witness.

For instruction position j, let p;,q; € C be its concrete operands, let P;,(); € A be the
corresponding abstract operands, and let r;, I?; be its concrete and abstract results. The operands
and their sources are symbolic: the solver decides whether each operand comes from an initial

abstract value or from the output of an earlier instruction.
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The witness query has three parts:

A
(I)witness =

CI)ﬂow A (I)preﬁac A (I)violate
——— —— S——

select operands  construct reachable states ~ reach a violating state

The flow constraint chooses the operands of every instruction:

k
D frow £ /\ (selectj(p;, P;) A selectj(q;, Q;)) -

J=1

The predicate select; is the dataflow mechanism in the query. It chooses a concrete/abstract pair
either from an initial abstract value or from an earlier instruction output. As above, the empty
disjunction is interpreted as false, so for 7 = 1 both operands must come from initial abstract
values.

The prefix constraint relates the inputs and outputs of the first £ — 1 instructions and requires

every prefix result to remain represented:

k—1
Opreic 2= )\ (rj = 1j(pj, @) A Rj = absi, (P}, Q;) Amema(ry, Ry)) .

Jj=1

Thus, the prefix may construct operands for the final instruction, but each prefix step must preserve

membership. This is what enforces reachability: every intermediate abstract value used later in the

program must arise from a sound prefix computation starting from valid initial abstract values.
The final instruction is fixed to g. Its operands are selected by the same flow constraint, but its

result is required to violate membership:

Diotate = (ri = G(pr, @) A Ry, = absy(Py, Q1) A —memy (ry, Ry)) .
For this enumerated skeleton, the solver checks satisfiability of:

3]7,@,776 C, ]37 @7§ € A. q)witness'
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A satisfying model gives a witness program. It determines the initial abstract values, the concrete
values represented by them, the operand choices, the abstract values tracked by the verifier, and
the concrete values produced by execution. If the query is unsatisfiable, then this particular opcode
skeleton does not yield a witness. If every skeleton at the current bound is unsatisfiable, then no
witness was found in the explored search space.

The formulation above describes prefix instructions with one concrete result and one abstract
result, such as arithmetic and logic instructions. Branch instructions fit the same search framework,
but their outputs have a different shape because they preserve the concrete operands and produce

outcome-dependent abstract values. We handle this extension in Section 4.1.5.

4.1.5 Loop-Free Programs with Branches

Branches broaden the set of abstract values available to later instructions. As discussed in Sec-
tion 2.7.3, a branch does not modify its concrete operands. Instead, it produces abstract values
for the true and false branch outcomes. In the synthesis query, we use this behavior to make new
concrete/abstract pairs available to subsequent instructions while keeping the generated program
loop-free.

‘We encode branches so that both outcomes continue to the next instruction. Thus, a branch in
the prefix is used for its effect on the verifier’s abstract state, not to introduce loops or divergent
control flow. Conceptually, a branch takes two concrete/abstract operand pairs and produces two

concrete/abstract output pairs:

(p1, 1), (q1, Q1) ~ (p1, PP), (@1, Q7).

The concrete values p; and ¢; are unchanged, while the post-branch abstract values Py and ()} are
selected according to the concrete branch outcome.

For example, consider the two-instruction skeleton:

by = bpf_jump_gt64(p1, ¢1); r9 = bpf_or(ps, ¢2).
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The branch starts from abstract values that can appear in an initial verifier state:

P eI NQy €ZNmemy(pr, Pr) ANmemy(qr, Q1).

The query relates the branch inputs to the concrete branch outcome and to the verifier’s abstract

branch outputs:

by = jump_gt64(p1, q1),
(Pr, Pr, Qt, Qr) = absjump_gtea(Pr, Q1).

The concrete outcome determines which abstract values are available after the branch:

by = (PY = Pr ANQS = Q1 Amempu(p1, PY) Amemp(q1, Q7)) ,

—by = (PY = Pr AN Q] = Qr Amemp(p1, PY) Amemy(q1, Q7)) -

The final instruction may use initial abstract values or either of the post-branch operand states.

Therefore, each final operand is constrained by a direct disjunction. For the left operand:

(P2 € T ANmemp(pa, Ps))

Vpp=mAR=F)

Vipp=aAP=0Q7).
For the right operand:

(Q2 € Z Amemy(qe, Q2))

V(e =pi ANQ2=PY)

Vigp=aNQ2=QY).

The final instruction is constrained to expose the violation:

r9 = bpf_or(p2, ¢2) A Ry = absppr_or (P2, Q2) A ~memp(ra, Ra).



70

Putting the pieces together, the full query for this two-instruction skeleton is:

3p1,q1,p2,qz,T2€C, bleBa PlanaPIO7 (1)7P27Q27R2€A'

Pr € ZANQy € T Amemy(p1, Pr) Amemy(qr, Q1)

A by = jump_gt64(py, q1)

A (PT, PHQT,QF) = absjump_gt64(P17Q1)

A (br = (PY = Pr AQT = Q1 Amema(p1, PY) Amema(qi, QY)))

A (mby = (PY = Pr A QT = Qr Amemy(pr, PY) A mema(q1, Q7))

A (P € ZAmempy(p2, )V (p2=p1 APa=P)V (p2=aq AP =QY))
AN ((Q2 € ZAmemp(q2,Q2))V (2=p1 AQa=P)V(2=q NQ2=QY))
A 19 = bpf_or(pa, g2) A Ry = abspps_or (P2, Q2)

A —memy(re, Ra).

This query has the same overall structure as the straight-line synthesis query. The difference is
that a branch contributes multiple concrete/abstract pairs for later use; its concrete operands are

preserved, but their abstract values are refined according to the concrete branch outcome.

4.1.6 Validation of Generated Witnesses

The SMT model gives a candidate eBPF program together with concrete operands and predicted
abstract states. We validate generated witnesses by checking that the same mismatch appears in
the actual kernel verifier.

For bugs with known proof-of-concept programs, the synthesized witnesses exhibit the same
underlying verifier behavior. For previously unknown bugs, we instrument the corresponding ker-
nel version to log the verifier’s abstract state while it analyzes the generated eBPF program. We
also execute the program using the concrete operands reported by the SMT model. We then com-
pare the logged verifier state and the concrete runtime result against the model.

For the manifested bugs we checked, the observed verifier states and concrete results agreed
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with the SMT model. This validation confirms that the synthesized programs do not merely satisfy
the logical encoding, but expose the same concrete-versus-abstract mismatch in the kernel verifier

implementation.

4.2 Guarantees and Limitations

Differential synthesis is sound with respect to the modeled semantics but incomplete. Soundness
means that any model of ®,;,..ss gives a witness within the encoding: the synthesized program
starts from abstract values allowed in an initial verifier state, the prefix constructs reachable ab-
stract states while preserving membership, and the final instruction produces a concrete result not
represented by the verifier’s abstract result.

Incompleteness comes from the bounded nature of the search. Failure to find a model only rules
out witnesses in the explored search space; the violation may require a longer instruction sequence,
a different instruction skeleton, or features not included in the encoding. Thus, an unsatisfiable

synthesis query does not prove that the original soundness violation is unreachable.

4.3 Differential Synthesis in Practice

We evaluate differential synthesis as a witness-generation technique. The inputs to synthesis are
operator-domain violations reported by Agni’s verification check under the refined soundness spec-
ification introduced in Section 2.8 and formalized in Equation 2.2. Each violation corresponds to
an operator and abstract domain for which the verification condition exhibits unsound behavior.
Given these reported violations, we ask whether differential synthesis can turn them into concrete
eBPF witness programs.

The goal of this evaluation is to determine whether synthesis is useful as a practical debug-
ging tool. When synthesis succeeds, it produces an executable program that manifests the reported
violation within the explored bound. When synthesis fails within that bound, the result is incon-
clusive, but still useful: it identifies violations that may require a larger bound or further manual

reachability analysis.
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Kernel Total All witnesses Witness length P90

version violations generated? 1 2 3 time

4.14 21 X 14 4 0 ~10min
55 30 X 0 20 2 ~60min
5.7-rcl 99 55 44 0 ~ 10 min
5.7 67 39 28 0 ~ 40 min
5.8 67 39 28 0 ~ 5 min
5.9 65 39 26 0 ~ 5 min
5.10 65 19 44 2 ~ 5 min
5.10-rcl 71 39 32 0 ~ 40 min
5.11 62 16 44 2 ~ 60 min
5.12 62 16 44 2 ~ 60 min

Table 4.1: Differential synthesis results across Linux kernel versions. The table reports the number
of soundness violations considered, whether the synthesizer generated witnesses for all violations
in that version, the distribution of generated witnesses by instruction-sequence length, and P90
time; the elapsed synthesis time by which 90% of the generated witnesses for that kernel version
have been found.

4.3.1 Generating Witness Programs for Unsound Kernels

We first evaluate whether differential synthesis can generate eBPF programs that manifest reported
verifier bugs. Starting from the operator-domain pairs reported by Agni’s verification check, we
run the synthesizer to search for bounded eBPF programs whose concrete execution diverges from
the verifier’s abstract execution. A generated program is counted as a witness when it drives the
verifier to the relevant abstract state and exposes the violation on the final instruction.

Table 4.1 summarizes the results. For each kernel version, the table reports the number of
reported operator-domain violations, whether differential synthesis generated witnesses for all of
them, the distribution of generated witnesses by instruction-sequence length, and the P90 witness-
generation time. Across the analyzed kernel versions, differential synthesis generated witnesses
for ~ 97% of the reported violations.

The results show that many violations cannot be manifested by a single instruction. In several
cases, the smallest witness requires a multi-instruction program because the violating abstract input

state must first be made reachable from the verifier’s initial abstract states. For example, in kernel
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version 5.5, none of the reported violations could be manifested with a single eBPF instruction.
Differential synthesis was nevertheless able to generate multi-instruction witnesses for most of
them.

Differential synthesis generated witnesses for all reported violations in all but two kernel ver-
sions. For kernel versions 4.14 and 5.5, it generated witnesses for all but three and eight violations,
respectively. The remaining violations may require longer instruction sequences than the bounds
used in our experiments, or they may correspond to failures that are not reachable during actual
verifier execution. Thus, a failed synthesis attempt does not prove that the violation is unreachable;
it only means that no witness was found within the explored search space.

These results show that differential synthesis can turn most reported local violations into exe-
cutable eBPF programs. This is useful for debugging because a witness program demonstrates the
mismatch in the setting that matters to the verifier, analysis of an actual eBPF program. The few
cases where no witness is found are also useful because they identify violations that may require a

larger search bound or further manual reachability analysis.

4.3.2 Witness-Generation Performance

We conducted our experiments on the CloudLab [52] testbed using a machine with two 10-core
Intel Skylake CPUs running at 2.20 GHz and 192GB of memory. We measure the time required to
synthesize witness programs from the reported violations.

Table 4.1 reports P90 witness-generation time for each kernel version. P90 is the elapsed
synthesis time by which 90% of the generated witnesses for that kernel version have been found.
Across all analyzed versions, differential synthesis reached this point within approximately 5-60
minutes. This shows that most witnessable violations are discovered quickly.

The remaining runtime is dominated by the hardest cases. These typically correspond to vio-
lations that require longer instruction sequences or more complex operand and dataflow choices.
Increasing the witness bound expands the number of opcode skeletons considered by the enumer-

ator and increases the number of symbolic operands, abstract values, and dataflow choices in the
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# r1 = 0x100000002 # r1 = 0x8000000000000000 1. dst->u32_min = dst.tnum_val & oxffffffff;
# r2 = oxfIffffff # r2 = <unknown> 2. dst->u32_max = min(dst->u32_max, src->u32_max);
# r3 = <unknown> # r3 = 0xc11457710000000 3. if (dst->s32_min < @ || src->s32_min < 0) {
1. r2 = BPF_LSH(r2, 32) 1. r1 = BPF_AND(r1, r2) 4. dst->s32_min = S32_MIN;
2. r3 = BPF_AND(r3, r2) 2. r1 = BPF_AND(r3, r1) 5. dst->s32_max = S32_MAX;
3. r3 = BPF_ADD(r3, 1) 6. ) else {
4. r3 = BPF_AND(r3, r1) 7. dst->s32_min = dst->u32_min;
8. dst->s32_max = dst->u32_max;
9. }
(@1 @2) (b)

Figure 4.2: Comparison of manually crafted and synthesized witnesses. (al) A manually crafted
exploit. (a2) A POC produced by our synthesis approach. Instructions in red only set values in
registers and are not counted as part of the exploit; instructions in black are counted. (b) An excerpt
from the function scalar32_min_max_and in Linux kernel v5.13.

generated SMT queries.

4.3.3 Comparison with Existing Proofs of Concept

Some verifier bugs are known security vulnerabilities with manually written proof-of-concept pro-
grams [77,87]. We compare the witnesses generated by differential synthesis against these known
programs.

For every known CVE present in the kernel versions we analyzed, differential synthesis gen-
erated a witness program of equal or smaller size. Figure 4.2 shows one representative compari-
son. Figure 4.2(al) shows a hand-crafted POC that triggers a known vulnerability in the verifier’s
scalar32_min_max_and function [18]. Figure 4.2(a2) shows a POC produced by our synthesizer
for the same bug. The synthesized program is generated automatically and is smaller than the
hand-crafted proof of concept, requiring two instructions instead of four.

This result highlights a practical advantage of synthesis. The generated witnesses are not only
automatic, but often smaller than hand-written programs, making them easier to inspect, debug,

and use as regression tests.

4.4 Summary

This chapter presented differential synthesis, a bounded witness-generation technique for local

verifier soundness violations. The key observation is that an SMT counterexample to a soundness
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condition is not, by itself, an executable bug report: the abstract operands in the counterexample
must also be reachable from the verifier’s initial abstract states. Differential synthesis addresses
this by searching for loop-free eBPF instruction sequences that construct the required abstract
operands and then expose the mismatch on a final instruction.

The encoding combines opcode enumeration with SMT solving. The enumerator fixes the
instruction skeleton, while the solver chooses concrete values, abstract values, operand sources,
and dataflow. Prefix instructions must preserve membership, and the final instruction must violate
it. Branches fit this framework by adding outcome-dependent abstract values without changing the
underlying concrete values.

The approach is sound with respect to the modeled semantics but incomplete because the search
is bounded. A satisfying model yields an executable witness within the encoding; an unsatisfiable
query only shows that no witness was found in the explored search space.

The evaluation shows that this bounded search is useful in practice. Starting from operator-
domain violations reported by Agni’s verification check, differential synthesis generated witnesses
for =~ 97% of the reported violations, found 90% of generated witnesses within approximately
5-60 minutes for every analyzed kernel version, and produced witnesses for all known CVEs in
the analyzed versions. The generated programs are often smaller than manually written proofs of

concept, making them useful for validating, debugging, and regression testing verifier bugs.
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CHAPTER §
DIFFERENTIAL SYNTHESIS FOR COMPARING PRECISION OF ABSTRACT
OPERATORS

The previous chapters focused on soundness. They asked whether the verifier’s abstract operators
safely overapproximate concrete eBPF execution, and how to generate executable witnesses when
this soundness condition fails. Soundness is the first requirement for the verifier; if the verifier
accepts an unsafe program, then the kernel can be compromised. However, soundness alone is not
enough for a useful verifier. The verifier must also be precise enough to accept safe programs that
should be allowed to run.

This chapter shifts from soundness to precision. Instead of asking whether one abstract op-
erator safely represents concrete execution, we compare two abstract operator implementations;
an existing implementation and a proposed replacement. The central question is whether the new
operator is at least as precise as the old operator, and whether it is strictly more precise on some
inputs. This kind of comparison is important because verifier operators are handwritten and often
involve subtle interactions between interval domains, bit-level information, and shared reduction
logic.

A formal precision comparison is useful, but it is not by itself enough to show that a precision
improvement matters in practice. The eBPF verifier does not analyze arbitrary abstract states. It
starts from restricted initial states and reaches later states only by applying the verifier’s abstract
operators, branch-transfer logic, and reduction logic. Therefore, a precision gap between two
operators may exist only on abstract inputs that no real eBPF program can reach. Such a gap is
formally valid, but it does not explain any observable verifier behavior.

To address this reachability gap, this chapter adapts differential synthesis from the previous
chapter. For soundness, differential synthesis searched for a reachable abstract state in which the

verifier’s abstract result failed to represent the concrete result. For precision, both operators are
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assumed sound, and the goal is to find a reachable abstract state where one operator produces a
strictly more precise result than the other. A synthesized program therefore serves as a precision
witness. It demonstrates that the improvement is not only a lattice-theoretic fact about abstract
inputs, but an observable difference in the verifier’s analysis of an actual eBPF program.

We develop this approach through a case study on the verifier’s multiplication operator, whose
existing implementation loses precision on some signed inputs. We then define logical preci-
sion specifications for comparing abstract operators, extend witness synthesis to generate con-
crete eBPF programs that expose reachable precision gaps, and evaluate the approach on recent
precision-related kernel patches. Finally, we use the same framework to measure the precision

contribution of the verifier’s shared reduction operator, BPF_SYNC.

5.1 Why Precision Matters in the eBPF Verifier

The eBPF verifier must ensure that its static analysis is not only sound, but also precise enough
for practical use. A sound but imprecise analysis can reject safe programs that should be accepted,
simply because the verifier’s abstract state overapproximates program behavior too coarsely. This
problem is especially important for values used in memory accesses. If the verifier loses tight
bounds on an array index or pointer offset, it may be unable to prove that a later access is safe.

As discussed in the background chapter, the verifier tracks scalar values using several interval
domains and the tnum bitwise domain, and it uses cross-domain reduction to propagate information
between them. The precision of the verifier’s final abstract state therefore depends on both the
individual abstract operators and their interaction with reduction.

Consider the simple program fragment in Figure 5.1, where a register is masked before being
used as an array index. The mask guarantees that r1 is one of {0, 1, 2, 3}, so the access to arr[r1]
stays within the four-byte array. A precise abstract AND operator should preserve this fact. For
example, after the mask the verifier should be able to infer that r1 lies in the interval [0, 3].

A sound but imprecise abstraction may instead produce a wider interval, such as [0, 8]. This

interval still overapproximates the concrete values of r1, so it is sound. However, it is too coarse
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1 /* arr has 4 bytes */

3 ri ri & 0boo11; // keep only the low two bits
4 ro = arrlril]; // access index @, 1, 2, or 3
5 exit;

Figure 5.1: Safe array access after masking an index register.

to prove the array access safe because it includes possible indices larger than 3. The verifier may
therefore reject the program even though the concrete execution cannot access outside the array.

Similar safe rejections have prompted several recent kernel patches that improve the precision
of verifier abstract operators [2,4,7-9,21].

Designing efficient and precise abstract operators is difficult. Classical interval operators are
well understood [48,81], but fixed-width machine arithmetic, bit-level operations, and verifier per-
formance constraints complicate their direct use. Bitwise operations are particularly challenging
for interval domains because the result often depends on bit-level structure rather than only on
numeric endpoints.

For example, consider bitwise and over unsigned intervals where

v € [P, P|=[142,145,  y€[Q,Q]=[13,15].

A simple sound interval abstraction can return

[0, min(P, Q)] = [0, 15].

This interval is sound because, for unsigned values, = & y cannot be larger than either operand.
However, it is imprecise. The actual possible results are only {0, 1,12,13,14,15}. Thus, [0, 15]
includes values such as 2,..., 11 that cannot occur. The exact result set is sparse and cannot be
represented precisely by a single interval. This is why bitwise operations require reasoning about

bit-level structure, and why the verifier uses the tnum domain alongside its interval domains [108].
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Even with this extra domain, combining bitwise information with signed and unsigned interval
information precisely and efficiently remains difficult and has required multiple fixes in practice [4,
5,7,83,97].

Overall, manual operator design in the verifier is labor-intensive and error-prone. Kernel de-
velopers often rely on test cases to validate changes to abstract operators [6], but test cases provide
only example-based evidence. They do not establish whether a new implementation is at least as
precise as the old one for all inputs, nor whether any precision improvement can arise in real ver-
ifier executions. This motivates both a formal precision comparison between competing operators
and a witness-generation procedure for demonstrating reachable improvements.

The next section defines the verifier-specific precision comparison used in this chapter. It
also explains how this comparison interacts with the verifier’s shared reduction operator, which

propagates information between the scalar domains.

5.2 Reduction and Precision Comparison in the Verifier

The previous section motivated the need to compare verifier abstract operators by precision. This
section defines the comparison used throughout the chapter. We first recall the standard abstract-
interpretation view of precision, explain why the verifier’s scalar domain does not fit that view
directly, and then define the component-wise comparison used for verifier abstract values. We then
describe the verifier’s shared reduction operator and define the precision preorder for comparing

abstract operator implementations.

5.2.1 Precision in the Verifier’s Product Domain

The abstract interpretation literature provides a standard way to compare precision by ordering
abstract values in the abstract domain. In the usual interpretation, an abstract value is more precise
when its concretization is smaller. Thus, if a; T a9, then a; represents no more concrete values
than a,. For product domains, this comparison is often understood through a product concretization

that combines information from the components into a single concrete set, typically by intersecting
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component concretizations.
The eBPF verifier’s scalar domain does not fit this intersection-based view directly. As in the

previous chapters, the verifier tracks scalar values using
A = Ayes X Ages X Appum X Ayza X Ay

The interval components track signed and unsigned bounds at 64-bit and 32-bit widths, while
Ayum tracks bitwise information. These components describe the same machine value under dif-
ferent interpretations. Treating the product concretization as the intersection of all component con-
cretizations would not match the verifier’s intended semantics. For example, intersecting signed
and unsigned interval concretizations can eliminate valid negative values, and intersecting 32-bit
and 64-bit concretizations can incorrectly restrict a 64-bit value to a 32-bit range.

For this reason, we compare verifier abstract values component-wise. We write a verifier ab-
stract value as

X = (Xusa, Xs64s Xtnum, Xusz, Xsz2) € A.

Let D = {ub4, s64, tnum, u32, s32} be the set of component domains. For d € D, X, denotes
the component of X in domain d, and C; denotes that component’s abstract order. The verifier

product order is

XCY <« VdeD. X;LC;Y,.

Thus, X is at least as precise as Y when each component of X is at least as precise as the corre-
sponding component of Y.
We also keep concretizations component-wise. If 7, is the concretization for component d,

then

Y(X) = (va(Xa)) yep

denotes the tuple of component concretizations. We write C* for component-wise inclusion over

such tuples. With this notation, X T Y implies v*(X) C* v*(Y'). This component-wise compari-
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son is the precision paradigm used throughout the rest of the chapter.

5.2.2 The Reduction Operator in the eBPF Verifier

The verifier propagates information among the components of A using shared reduction logic,
implemented as BPF_SYNC. This operator is shared across the verifier, it is not specific to one eBPF
instruction, but is invoked after many instruction-specific abstract updates. Following the notation
from the previous chapter, we write the instruction-specific abstract update for instruction g as op,,

and the shared reduction operator as sro. The full abstract operator used by the verifier is

absy = sro o opy.

The operator op, performs the instruction-specific transfer. For example, for an arithmetic instruc-
tion it updates the interval and tnum components according to the operation being analyzed. The
reduction operator sro then refines the result by propagating information between domains. In this
way, the final abstract state for an instruction depends not only on the operator-specific logic, but
also on the shared reduction logic applied after it.

The reduction step matters because information in one verifier domain can constrain another.
For example, if the tnum component shows that the high bits of a value are known to be zero,
then the unsigned interval can be tightened to a smaller upper bound. If an unsigned interval is
known to be small and non-negative, the signed interval can often be tightened as well. In the other
direction, tight interval bounds can reveal bits that must be fixed, allowing the verifier to refine the
tnum component.

At a high level, sro performs three kinds of propagation. First, it uses tnum information to
tighten signed and unsigned intervals. Second, it propagates bounds between signed and unsigned
domains and between 64-bit and 32-bit domains. Third, it uses the refined intervals to recover
fixed bits in the tnum domain. These steps may enable one another; refining an interval can expose

new bit-level information, and refining bit-level information can in turn tighten intervals.
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The verifier does not compute an exact reduced product to a fixed point. Instead, it applies this
reduction logic only a bounded number of times. This resembles a partially reduced product [81].
In a fully reduced product, reduction would be applied until no component can be further refined
using information from the others. Such a fixed point can expose all precision available through
the chosen reductions, but it may require repeated cross-domain propagation and can be too expen-
sive for an analysis that runs inside the kernel. A partially reduced product applies only selected
reductions, or applies them for a bounded number of rounds, gaining some of the precision benefits
without paying the full computation cost.

The verifier follows this latter strategy. Its reduction logic performs a fixed sequence of verifier-
specific refinements over the five scalar components, and the sequence is repeated only a small
bounded number of times. Thus, BPF_SYNC is not a generic reduced-product construction, but
it plays the same practical role; it propagates useful information across domains while keeping
verifier analysis predictable and efficient.

The previous chapter proved the soundness of this shared reduction operator. In this chapter,
we focus on its precision role. In particular, the evaluation compares abstract operators with and

without sro to measure when BPF_SYNC strictly improves analysis precision.

5.2.3 Comparing the Precision of Abstract Operators in the Verifier

We now define the precision comparison used for verifier abstract operators. For a fixed instruction
g, let absy and absg be two sound implementations of the abstract operator for g. We say that absj

is at least as precise as absg, written absy = absg, when
b
VX € A absy(X) E abs,(X).

For instructions with multiple operands, both implementations are compared on the same tuple of
abstract operands.

Intuitively, absy = absg means that the first operator never produces a less precise abstract
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result than the second. Equivalently, for every input X, the component concretizations of absj(X)
are included in the corresponding component concretizations of absg(X ). If both directions hold,
the operators are equally precise. If neither direction holds, they are incomparable.

We say that abs? is strictly more precise than absz, written abs] < absg, when abs] =< absg and
the reverse preorder does not hold. Equivalently, there is some input X € A and some component
d € D such that

(abs?(X))q Ca (abs)(X))a.

When comparing two versions of an operator, we instantiate the generic notation as abs,*" and
abs$'d. The desired relationship for a precision-improving replacement is

new old old new
absy™ = abs;) and abs; ﬁabsg .

The first condition says that the replacement never loses precision, and the second says that it is
strictly more precise for some abstract input.

For reduction, we instantiate the same comparison by comparing the instruction-specific update
alone against the full operator with reduction:

-R

absg

_ R _
= 0py and abs, = sro o opg.

It absf = abs;R, then applying reduction never makes the result less precise. If the reverse
preorder fails, then reduction strictly improves precision for that instruction on some abstract input.

This preorder gives a formal comparison over abstract inputs. The next section uses multipli-
cation as a concrete case study, showing how such a comparison arises when designing a more

precise verifier operator.
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5.3 Improving the Precision of Abstract Operators in the eBPF Verifier

While exploring abstract operators in the eBPF verifier, we observe that some operators perform
overly conservative approximations of their concrete counterparts, which results in loss of preci-
sion. Specifically, the verifier’s multiplication operator exhibits this behavior when given negative
operands. To tackle this imprecision, we first need to formalize how the verifier performs this
operator and identify where the imprecision stems from. We then craft a new operator that is at
least as precise as the old operator for all abstract inputs, but also more precise for some inputs.
This section presents these efforts. We first describe how the abstract operator for multiplication
(bpf_mul) is performed by the eBPF verifier and where imprecision stems from. Then we propose
an improved multiplication abstract operator and discuss how its precision merits over the prior
operator can be established using the comparison relation from the previous section.

Beyond serving as a stand-alone improvement, this case study motivates the need for a more
systematic approach to design and validate abstract operators. Crafting a more precise operator is
only part of the challenge. Ensuring that this improved precision is relevant to real eBPF programs
is equally important. In particular, reasoning about all abstract inputs can overapproximate what
is actually reachable in verifier executions, since the verifier begins analysis from constrained
initial states and enforces strict invariants on how abstract states evolve. As such, many abstract
inputs used in theoretical comparisons may never arise in practice. We present our techniques for

precision comparison and witness generation in the following section (§5.4).

How the eBPF verifier performs abstract multiplication (bpf_mul). Formally, we represent the
existing multiplication operator in the eBPF verifier as absepps-mul : Amu X Apur — Apyr, Where
A = Aues X Aggq. While the verifier uses five abstract domains, we focus on these two domains
for clarity and brevity, as these domains are enough to illustrate how imprecision manifests in this

operator.
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Operands. We define the operator’s operands P, ) € A,,,; as

P = ([Bu647 Fu64]’ [23647 F864]>7 Q - ([Qu64’ @u64]7 [Q564’ @Sﬁ4])a

where unsigned and signed interval invariants are maintained:

0<() 4§Uu64§264_1

- —Zub

and

<9203 _ 1.

—2% < Q564 < 6864 =

Bit-width constants. The following constants represent the minimum and maximum numeric
values that can be represented using a fixed number of bits, as used by the verifier, when interpreted

as signed or unsigned integers:

Operator definition as represented by the eBPF verifier. The existing verifier multiplication

operator can be summarized as follows:

T, if Py <0V Q, <0,

abseppf-mul (P, Q) = § T, if Pyt > U32max V Ques > U32max,

\ ([Bum : Qu64’ ﬁu64 . @u@j, A564), otherwise.
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Here T = ([U 641min, Ub4dmax], [S64min, S 64max]) is the greatest element of A,,,,;, and

[564min7 S64max]7 if Fu64 : @u64 > S64max7
A364 =

(P64 - Quwﬁum '@um], otherwise.

The operator abseppr.mui cOmputes precise interval products under restrictive conditions. Both
operands must be non-negative and fit within 32-bit unsigned bounds, and the resulting product
must not exceed the maximum representable 64-bit signed value, S64,,.x. Every other case is con-
servatively widened to the full 64-bit range. While this ensures soundness, it significantly limits the
utility of the operator in practice, especially for signed computations, leading to overly conserva-
tive analyses and potential rejection of safe programs. As shown in Table 5.1, this behavior results
in avoidable precision losses. To address this issue, we present an improved multiplication oper-
ator that retains soundness while computing tighter interval bounds in many of these previously

imprecise cases.

Our more precise eBPF multiplication abstract operator. Our operator is grounded in interval
arithmetic [82], which has become standard in abstract interpretation literature [48, 81]. Specifi-
cally, we adapt interval multiplication to 64-bit fixed-width arithmetic, accounting for overflow as
defined by the eBPF instruction set [72]. We formally define our abstract multiplication operator
as

CLbsour—mul . Amul X Amul — Amul-

We use these two domains for brevity, but the operator is also directly extensible to the A3, and
Agso domains. Our operator preserves the existing abstract multiplication for the tnum domain

defined elsewhere [108]. Next, we define auxiliary products which we use to compute intervals:

U = £u64 ’ Qu64’ Uwu = Puga - ub4>
St =Py Q0 Stu= Loy Qs

Suﬁ = F564 ' Qs64’ Suu = Fs64 : 6364'
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Lastly, let

prOdmin = Hlil’l{Sgg, Séuv Sub Suu}

and

prOdmax = maX{SZb S@ua Suéa Suu}

Our improved multiplication operator is defined as follows:

absour—mul(P7 Q) = (AU647 A564)

where
[U641min, Ub4yax], if overflow occurs in Uy or Uy,
Ayes =
[Uee, Unal, otherwise,
and
[S64 i, S64max],  if overflow occurs in one of Sy, S, Sue, Suu,

Ages =
[produmin, prodma.x|, otherwise.
Our operator multiplies the operands’ interval bounds, returning precise unsigned and signed
64-bit product intervals when all auxiliary products do not overflow. If any product overflows, the
operator conservatively widens the affected domain to the full 64-bit range. Table 5.1 exemplifies

precision gains of our operator over the existing one.

Bridging formal precision and real-world execution. The operator above is designed to be never

less precise than the kernel’s current operator:

absou r-mul j absebpf—mul .

However, even if this preorder holds for all abstract inputs, it does not by itself show whether the
improvement is practically more precise in real eBPF executions. Abstract inputs for which our

operator is more precise may not be reachable under the verifier’s constraints. Further, most of the
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Operands P, Q absebpf—mul(Pa Q) C'/bsour—mul(F)’ Q)

(2, 2,3) ([4,5],[4,5]) ([8,15], [8,15]) ([8,15], 8, 15])
([1,1],1,1]), ([0,0}, [~1, 1)) ([0,0],[~1,—1])
( 234 254 , 2347 234])’ ([1’ 1]’ [1’ 1}) ([234’ 234]7 [234’ 234])
( ’ ) ( ’ ) ([Oa 10]?[_107 10])
(263 263, 0 262]) ([2 8],[2,8]) T

H 4+ A

Table 5.1: Precision gains from the improved multiplication operator. The table compares the
verifier’s multiplication operator abseppf-mui With our improved multiplication operator absour-mui,
for operands P, () € A,,.; = Aygs X Ageq. Each operand is written as a pair of unsigned and signed
intervals. In cases where the verifier’s operator widens to T, our operator can still produce tighter
bounds when the relevant products do not overflow.

verifier’s operators are handcrafted by kernel developers and may involve subtle bit-level invariants
or interactions with multiple abstract domains in non-obvious ways, such as bitwise operations for
signed intervals. This means that we cannot rely on intuition or isolated examples to assess their
precision.

Hence, when a new abstract operator is proposed, in our case the multiplication operator, we
argue it should achieve two goals. First, it should satisfy the precision preorder for all abstract
inputs, or for a region of inputs of interest. Second, it should demonstrate concrete eBPF programs
in which that improved precision is observable. For multiplication, this means programs for which
the old operator widens to T, while the new operator produces a tight bound.

The first task reduces to a lattice-theoretic proof obligation. The second task amounts to search-
ing the program space for witnesses where precision differences manifest. Performing this search
by hand is error-prone and does not scale to the many arithmetic, bitwise, and branch operators
maintained in the verifier. Hence, we propose an automated pipeline that encodes precision speci-
fications as logical formulas, systematically enumerates bounded eBPF instruction sequences, and
invokes an SMT solver to find a satisfying assignment that separates two operators in terms of
precision. The next section introduces this synthesis-driven framework for precision comparison

and witness generation.
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legal initial
abstract values

RV = absg(Pk, Qk) strict improvement if
(R*)a Ca (R)a

for some d

Bounded prefix
povum S S - Final competing operators ( Precisi o
Initial _. P aaiieieiisieieieatetats - SCCIDIMCONIpasel
verifier states ! QO ' R* C Rb
PQeTl r = i;(pj, ;) E RY = asz(Pk.,Qk) E component-wise over
Rj = absi](Pj,Qj) E :_» d €D

Operator b ]

selecty(qr, Qr)

[ selecty,(pi, Pr), ]

Figure 5.2: Overview of precision comparison with a bounded prefix. Starting from legal initial
verifier states, a bounded instruction prefix constructs reachable operands for the final instruction
g. Two competing abstract operators for g are then applied to the same operands, and their results
are compared component-wise across the verifier domains.

5.4 Precision Specifications and Witness Synthesis

The multiplication case study illustrates the two questions addressed by our framework: how to
prove a precision relation between two abstract operators, and how to find concrete eBPF programs
where a strict precision improvement is observable. This section gives the logical specifications
for both tasks.

Figure 5.2 gives an overview of this workflow. Starting from legal initial verifier states, the
synthesis procedure constructs a bounded instruction prefix that reaches operands for a final in-
struction g. The two competing abstract operators for g are then applied to the same reachable
operands, and their results are compared component-wise across the verifier domains. This sep-
arates the abstract precision question from the reachability question: the comparison asks which
operator is more precise on the selected operands, while the prefix establishes that those operands
can arise in a real verifier execution.

We first encode the precision preorder as an SMT query over the two operator implementations.
We then add reachability constraints and adapt differential synthesis from the previous chapter to

generate concrete eBPF programs that expose reachable precision gaps.
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5.4.1 Logical Specification for Precision Comparison

Let absy® and absgld be two sound implementations of the same abstract operator for instruction g.

For a binary instruction, we write abs™®", abs'4

oy absg® A X A — A. Unary instructions and instructions

with immediate operands are handled analogously.
To prove that the new operator is at least as precise as the old operator, we check the validity

of the following query:

Vp,qeC, P,Q €A :
memp (p, P) A memy(q, Q) A R™ = absy,™ (P, Q) A RoM = absgld(P, Q)

—> R"™V C R°M, (5.1)

Here, P and (Q are abstract inputs, while R"*% and R°¢ are the abstract results produced by
the two implementations. The predicate memy (p, P), defined in the previous chapter, states that
concrete value p is represented by abstract value P. We reuse the same membership predicate here
to keep the concrete and abstract executions connected.

The conclusion R™Y C R°M compares the two abstract results component-wise. For in-
terval domains, this amounts to interval containment. Let X = (R"™v); and Y = (R4),
be the interval components being compared, where X = [X, X] and Y = [Y,Y]. Then the
new interval is at least as precise as the old interval when ¥ < X and X < Y. For the
tnum domain, suppose (R"")yum = (av,am) and (R*Y)y,um = (av’,am’). We can ascertain
(R )tnum Cenum (B imum by checking ((av& ~ am’) = av’) A ((am | am’) = am’).

We can also check whether the new operator is strictly more precise in a specific component.

For example, to check whether the new operator improves the s64 component for some input, we
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ask whether the following formula is satisfiable:

dp,qeC, P,QQ € A:
memp (p, P) A memy(q, Q) A R™™ = absy,™ (P, Q) A R = absgld(P, Q)

A (R 64 Cooa (RO 64 (5.2)

The same query can be instantiated for any component in D = {u64, s64, tnum, u32, s32}.
This component-specific check is useful because an operator change may improve only one part of
the verifier’s scalar abstract state. Together, Equations 5.1 and 5.2 establish the abstract precision
relationship between two implementations. The first proves that the new operator never loses
precision relative to the old one. The second identifies domains where the new operator is strictly

more precise for some abstract inputs.

5.4.2 Reachability in the Verifier Abstract State Space

The precision specifications above quantify over abstract inputs. This is the right level for proving
an operator-level precision relation, but it may overapproximate the inputs that can arise in actual
verifier executions. The verifier initializes registers in restricted abstract states, such as known
constants or fully unknown values, and later states arise only through sequences of verifier abstract
operations followed by reduction. As a result, many abstract states that are valid component-wise
may never be reachable during the analysis of any eBPF program.

Table 5.2 illustrates this issue using only the 64-bit signed and unsigned interval domains.
Some combinations of signed and unsigned bounds are valid when each component is viewed in
isolation, but are ruled out by the verifier’s reduction logic. For example, a state may contain a
tight unsigned interval while retaining a much wider signed interval. Such a state is not reachable
if reduction would propagate the unsigned information into the signed domain and tighten the
signed interval.

This distinction matters for precision comparison. If the abstract input that separates the new
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Case Abstract value X € Aggq4 X Ayga Reachable?

Rl ([-5,-1], [2% — 5, 264 —1]) v
R2  ([-100,200], [0, 264 — 1]) v
Ul ([-10,-1], [0, 2% —1]) X
U2 ([5,2%], [5,10]) x

Table 5.2: Reachable and unreachable verifier abstract states over the signed and unsigned 64-bit
interval components. Abstract values are written as X = (X4, Xups) € Ages X Aygs. Cases R1
and R2 are reachable after verifier reduction. In R1, the signed and unsigned intervals are aligned
and describe the same negative values under their respective interpretations. In R2, the signed
interval crosses zero, so it cannot be soundly converted into a tighter unsigned interval. Cases Ul
and U2 are ruled out by the verifier’s reduction logic: Ul would be reduced to ([—10, —1], [264 —
10, 264 — 1]), and U2 would be reduced to ([5, 10], [5, 10]).

and old operators is unreachable, then the precision gain is a formal fact about the abstract domain
but not an observable improvement in the verifier. Since our goal is to demonstrate precision gains
that can manifest in real verifier executions, we now synthesize eBPF programs whose analysis

reaches inputs where the new and old operators differ.

5.4.3 Synthesizing Precision Witnesses

A precision witness is a concrete eBPF program whose verifier analysis reaches an abstract state
where the new operator produces a strictly more precise result than the old operator. We use the
same bounded synthesis setup as in Section 4.1. For a bound k, the enumerator searches over

loop-free instruction sequences of the form

i1 12yt k=13 G,

where ¢y, ..., 71 form a prefix and g is the final operator under comparison. The prefix constructs
reachable abstract operands for g, and the final instruction checks whether abs;‘ew is strictly more
precise than abs'.

The notation follows Section 4.1.1. Concrete values are written with lowercase letters, their

corresponding abstract values with uppercase letters, and mem, (x, X) states that concrete value
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x is represented by abstract value X. The set Z C A contains the abstract scalar values that can
appear in an initial verifier state.

The main difference from the previous chapter is the final constraint. In the soundness setting,
the final instruction exposes a violation by requiring —memy (r, R). Here, the compared operators
are assumed sound. The final instruction instead exposes a precision gap by requiring the new

operator’s result to be strictly more precise than the old operator’s result in some component d € D.

Single-instruction witnesses. The simplest case is k = 1. There is no prefix, so the comparison is
performed only on abstract operands drawn from the verifier’s initial-state set Z. Suppose we want
to expose a precision improvement in the s64 component. Let p;, ¢; € C be the concrete operands

and let P;, ()1 € A be their abstract operands. The single-instruction query is:

dp1,q1 €C, P1,Q1 € Al

PeIn,el

~
choose initial abstract operands

A Z)’LemA(pla Pr) Amemy(qu, Ql)J

NV
choose concrete operands represented by them

N (P Q) AR = abs(P, Q)

~-
relate inputs to both abstract operators

A (Rnew)s64 I:564 (ROld)s()’%'

N

TV
new result is strictly more precise

If this formula is satisfiable, the model gives a one-instruction precision witness. If it is unsatis-
fiable, then no precision gap for this component is reachable directly from initial abstract values,

and the search must use a longer prefix.

Adding a prefix. For k > 1, the prefix instructions construct operands for the final instruction.

The operand-selection mechanism is the same as in Section 4.1.3. For instruction position j,
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select;(x, X) is defined relative to the result variables of the current instruction sequence:

j—1
selectj(z, X) £ X € T Amemy(z,X)V \/ (x=r ANX =Ry).
initial ab;t;act value =1 _

Vv
output of an earlier instruction

The index ¢ ranges over instruction positions earlier than j. Thus, select;(z, X) either chooses
an initial abstract value representing x, or reuses the concrete and abstract output produced by
one earlier instruction in the same candidate sequence. When j = 1, the disjunction over earlier
instruction outputs is empty and is interpreted as false, so select; reduces to the initial-value case.

Consider the two-instruction skeleton

r1 = bpf_and(p1, ¢1); T2 = g(p2, q2)-

Here, bpf_and is a prefix instruction and ¢ is the operator under comparison. The concrete
operands and results are pi,qi, 71, p2, g2, 72 € C, and the corresponding abstract operands and
prefix result are Py, Q1, Ry, P>, Q2 € A.

The prefix instruction starts from abstract values that can appear in an initial verifier state:

P € TNQ1 €I Nmemy(p1, Pr) Amempy(q1, Q1).

The query then relates the prefix inputs and outputs using the concrete and abstract semantics:

r1 = bpf_and(p1, ¢1) A R1 = abspps_ana(P1, Q1)-

Because the prefix result may be used as an operand for the final instruction, we also require the

concrete prefix result to be represented by the abstract prefix result:

memy (11, Ry).
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The final operands are selected using the prefix output or fresh initial values:

selecty(pa, Po) N selects(qa, Q2).

The final instruction then compares the two abstract implementations:
R = abs;ew(P% Q2) A R = Clbszld(PQ, Q2) A (R™)s64 Csea (Rdd)sm-

Putting the pieces together, the two-instruction precision-witness query is:

Ipqir,p2,2 €C, P,Qu, Ry, P, Qe € A

PelNn Ql ISAVA memA(Pla Pl) A mem&(qlv Ql)

A 11 = bpf_and(p1, ¢1) A R1 = absppr_and(Pr, Q1) A memp(r1, Ry)
A selects(pa, Py) A selects(qa, Qo)

A RUeV — Cle;eW(Pg,Qg) A Rold — absgld(Pg, Q2)

A (R™)s64 Cs6a (ROld)s64-

If this formula is satisfiable, the model gives a two-instruction eBPF program whose verifier anal-

ysis reaches operands for g on which the new operator is strictly more precise than the old one.

General synthesis query. The general query follows Section 4.1.4. For a fixed bound £, the

enumerator chooses an opcode sequence

115 125~y k—15 9,

where 71, ..., %, are prefix instructions and g is the final operator under comparison. The SMT
query asks whether there exist concrete operands, abstract operands, and dataflow choices that
instantiate this skeleton as a precision witness.

For instruction position j, let p;, g; € C be its concrete operands, let P;, (; € A be the corre-
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sponding abstract operands, and let r;, I; be its concrete and abstract results. The flow constraint

is reused unchanged:

k
D@ o £ /\ (select;(pj, P;) N select;(q;,Q;)) -

j=1

As above, the empty disjunction in select; is interpreted as false, so the first instruction’s operands
must come from initial abstract values.

The prefix constraint relates the inputs and outputs of the first £ — 1 instructions:

k—1

Opreic 2=\ (rj = 15(pj, @) A Rj = absi, (P}, Q;) Amema(ry, Ry)) .

Jj=1

The membership constraint ensures that every prefix output used later by ® 4,,, remains paired with
a concrete value it represents.
The final precision-gap constraint compares the two implementations of g on the operands

selected for the final instruction:
CDgap iy (Rnew — CLbS;eW(Pk, Qk) A Rold — absgld(Pk, ka) A (Rnew)d T4 (Rold)d) ’

where d € D is the component in which we want to expose a strict precision improvement.

For this enumerated skeleton, the solver checks satisfiability of
3]7, cf, r e C, P, Q, R e A. (I)ﬂow A (I)preﬁz VAN (I)gap'

A satisfying model gives a precision witness. It determines the initial abstract values, the concrete
values represented by them, the operand choices, and the abstract values tracked by the verifier. If
the query is unsatisfiable, then this particular opcode skeleton does not yield a witness. If every
skeleton at the current bound is unsatisfiable, then no witness was found in the explored search

space. As in the previous chapter, this is inconclusive: a witness may require a larger bound, or the
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precision-improving input may be unreachable.

5.5 Evaluating Precision Comparison of Abstract Operators in the Verifier

We evaluate the precision-comparison framework along two dimensions. First, we ask whether
the framework can formally compare two implementations of an abstract operator and determine
whether a new implementation is at least as precise as the old one. Second, when a strict precision
improvement exists, we ask whether differential synthesis can generate concrete eBPF programs
that make the improvement observable in the verifier.

We evaluate these questions on recent Linux kernel patches that improve the precision of veri-
fier abstract operators. We also use the framework to measure the precision impact of the verifier’s
shared reduction operator, BPF_SYNC, which is applied after abstract operators execute. Overall, the

evaluation addresses three questions:

1. RQ1. Precision comparison. Can the framework determine whether a proposed abstract

operator is at least as precise as the implementation it replaces?

2. RQ2. Witness generation. When the framework identifies a precision gap, can differential

synthesis generate a concrete eBPF program that exposes the gap during verifier analysis?

3. RQ3. Impact of reduction. Does the verifier’s shared reduction operator improve precision,

and can the framework synthesize witnesses that demonstrate these improvements?

5.5.1 Experimental Setup

We conducted the experiments on a machine running Ubuntu 20.04 with an AMD Ryzen 5 3600
6-core CPU and 32GB of memory. The prototype is implemented in Python 3.12 and uses Agni’s
C-to-logic translation infrastructure [110] to translate verifier abstract operators from C into logical
formulas. We use the Z3 SMT solver [51] for both precision checking and witness synthesis. Each
SMT query has a timeout of 10 minutes. For witness generation, we synthesize eBPF programs up

to length 4.
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eBPF insn Reference absge“’ =< absgld absgld < abs;‘ew Improved domains  Witness?

BPF_AND [9] v X Ages, Agzo v
BPF_SYNC  [83] v X All v
BPF_SYNC  [7] v X Atnum v
BPF_XOR 2] v X All v
BPF_MUL (8] v X Aues, Auz2, Asea, Ag3o v

Table 5.3: Precision comparison results for verifier operator changes. For each precision-related
change to an eBPF verifier abstract operator, the table reports the two-way precision preorder
between the new and old implementations, the domains where the new operator is strictly more

precise, and whether synthesis generated a concrete eBPF witness program. Here, abs;™ =< absgld

means that the new implementation is at least as precise as the old implementation. The entry All
refers to all verifier abstract domains in D.

5.5.2 Evaluating Precision-Related Kernel Patches

We first evaluate recent kernel patches that were designed to improve the precision of verifier
abstract operators. These patches span Linux versions v5.7 to v6.8 and modify arithmetic, logical,
or reduction-related value-tracking logic. For each patch, we compare the patched operator against
the previous implementation.

Table 5.3 summarizes the results. For each patch, the table reports whether the new operator
is at least as precise as the old one, whether the old operator is at least as precise as the new one,
which verifier domains improve, and whether the synthesizer generated a witness program. Across
all evaluated patches, the framework confirms that the patched operator is at least as precise as the
old implementation. In each case, the reverse precision relation does not hold, meaning that the
patch is strictly more precise for some inputs.

The improved domains vary by patch. Some patches improve a single domain, such as A4,
while others improve several domains at once. To determine whether these improvements are
observable in verifier executions, we invoke the synthesizer for each precision gap. The synthesizer
generated concrete eBPF witness programs for all evaluated patches. These witnesses complement
the hand-written examples that often accompany kernel patches, but provide a more systematic

demonstration that the improvement can be reached from verifier initial states.
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5.5.3 Generated Precision Witnesses

Here, we present two witness programs generated by our synthesizer for our improved multipli-
cation abstract operator (§5.3) and for the bitwise and abstract operator bpf_and [9]. These wit-
nesses are real eBPF programs that exhibit the precision merits of these operators. We illustrate
our multiplication operator’s precision on signed values in Figure 5.3 using two domains, Ay
and A3». The program exemplifies how the operator handles multiplying two signed intervals
[—10, 5] x [—5, —5]. We observe that the old multiplication operator yields the widest range pos-
sible for these domains, while our operator yields the exact result expected for this multiplication,
[—25, 50]. This improvement in precision could practically mean the verifier would accept a pro-
gram in which the r1 register might later be used to access memory. Importantly, in our patch to
the Linux kernel, we included such an automatically generated witness embedded in its commit

message. This patch has been upstreamed to kernel version v6.14 and beyond [8].

1 set ri ; r1 is initially unknown

2 rl =r1 & 15 ; r1(Le, 151, [0, 151)

3 rl=r1 -10 ; r1([-1e, 5], [-10, 5])

«+ r1 =r1 % -5 ; new bpf_mul: r1([-25, 501, [-25, 501)
5 old bpf_mul: r1([S64_min, S64_max],

6 [S32_min, S32_max])

7 exit

Figure 5.3: Witness program demonstrating improved precision in bpf_mul for the signed interval
components A 4 and Agzo.

Our second witness example, shown in Figure 5.4, illustrates precision improvement in the
A 64 domain for the bpf_and operator. The patch itself aimed at improving the handling of negative
values when performing the bitwise and operation, since the old operator could result in verifier
rejections, as detailed in [9]. Our synthesizer generates a program which performs bitwise and on
two signed intervals where the old operator results in T, and the proposed version returns a more

precise interval [—20, 240 — 1].
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1 set ri ; r1 is initially unknown

» set r2 ; r2 is initially unknown

3 r1 =r1 s>> 23 ; r1([-1099511627776, 1099511627775]1)

4 r2 =r2 s> 32 ; r2([-2147483648, 2147483647])

s rl =rl1 &r2 ; new bpf_and: r1([-1099511627776, 1099511627775])
6 ; old bpf_and: r1([S64_min, S64_max])

7 exit

Figure 5.4: Witness program demonstrating a precision gap in bpf_and for the signed interval
component A gy.

5.5.4 Precision Impact of the Reduction Operator

We also evaluate the precision contribution of the verifier’s shared reduction operator, BPF_SYNC.
The reduction operator propagates information between the verifier’s domains after abstract op-
erators execute. Although its soundness has been established in prior work [97], this experiment
measures its effect on precision.

We compare each abstract operator with and without the reduction step using Linux kernel
version v6.10. Table 5.4 summarizes the results. The results show that operators with reduction
are always at least as precise as the corresponding operators without reduction. For many operators,
reduction is also strictly more precise for some inputs. The improvements appear across a wide
range of domains, often including all five verifier domains. This confirms that reduction is not only
a soundness-preserving cleanup step, but also an important source of precision in the verifier.

The synthesizer generated witnesses for most domains where reduction produced a precision
gain. In several cases, the witnesses required multiple instructions, showing again that precision
improvements may depend on reaching nontrivial abstract states. For bitwise and shift operations,
the synthesizer did not find witnesses for improvements in the tnum domain within the length
and time bounds used in the experiment. This result is inconclusive. The missing witnesses may
require longer programs, or the corresponding abstract inputs may be unreachable.

Overall, the evaluation shows that the framework can prove precision relations between com-

peting abstract operators, synthesize concrete programs that demonstrate reachable precision im-
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eBPF absf = abs;‘R abs;R = absg Improved  Synthesized Witness

insn domains witness for length
Au64> Au32,

BPF_RSH v X All A564, Asgg <4
Au64> Au32,

BPF_ARSH v X All A564, Asgg <4
Au64> Au32,

BPF_LSH v X All A564, Asgg <4

BPF_ADD v X All All <

BPF_SUB v X All All <

BPF_AND v X All Au647 As64 < 4

Aypa, Ayga,
BPF_OR v X Agea, As32 Ay, Asps <4
BPF_XOR v v None — —

Table 5.4: Comparison of eBPF abstract operators with and without the shared reduction operator
BPF_SYNC on Linux v6.10. Here abS;R = op, denotes the instruction-specific update without
reduction, and absf = 5100 op, denotes the full verifier operator with reduction. The table reports
whether reduction is at least as precise as the unreduced operator, whether the reverse comparison
also holds, the domains where reduction improves precision, and the domains for which synthesis
generated eBPF witness programs. The entry All refers to all verifier abstract domains in D.

provements, and quantify the precision benefit of the verifier’s shared reduction operator.

5.6 Summary

In this chapter, we propose a verifier-specific framework for comparing the precision of abstract
operators. The verifier’s scalar domains describe the same machine value under different inter-
pretations, so standard product-domain comparisons do not directly match the verifier’s represen-
tation. Our key idea is to compare abstract results component-wise across the verifier’s scalar
domains and to use this comparison as a preorder between competing operator implementations.
We use this preorder to compare operators directly, and also to study the precision contribution of
the verifier’s shared reduction operator, BPF_SYNC.

We also present an improved abstract operator for multiplication. The existing verifier operator

widens to T in several cases involving negative values or large unsigned operands. Our operator
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uses interval multiplication to compute tighter signed and unsigned bounds when overflow does
not occur. This case study motivates the need to go beyond abstract precision comparisons and ask
whether the inputs that expose a precision gap can arise in real verifier executions.

To address this reachability question, we adapt differential synthesis from the soundness set-
ting to the precision setting. Instead of searching for a concrete result that is missing from an
abstract result, our synthesis procedure searches for a concrete eBPF program whose verifier anal-
ysis reaches operands on which one sound operator is strictly more precise than another. Such a
program serves as a precision witness, demonstrating that the precision improvement is observable
in an actual verifier execution.

Our evaluation applies this framework to verifier operator changes and to BPF_SYNC. The results
show that the framework can prove precision relationships, identify the domains where precision

improves, and synthesize concrete eBPF witnesses for reachable precision gaps.
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CHAPTER 6
RELATED WORK

This dissertation builds on three foundations. The first is verification of systems software and
program analyzers, the second is abstract interpretation, and the third is program synthesis. Ver-
ification provides the broader goal of proving safety properties for the Linux eBPF verifier, a
security-critical program analyzer in the kernel. Abstract interpretation provides the semantic ba-
sis for the verifier’s value-tracking analysis and its scalar abstract domains. Program synthesis
provides a way to generate executable eBPF witnesses for logical counterexamples and reachable

precision gaps.

6.1 eBPF Safety and Verification

Software verification provides the broader context for reasoning about the Linux eBPF verifier.
Seminal work introduced deductive methods for proving program correctness [56, 62], temporal
logic methods for specifying and reasoning about program behavior [78,90], and model checking
as an automated approach to exploring program state spaces [41-43]. Later techniques, including
counterexample-guided abstraction refinement [40] and IC3/PDR [35], improved the scalability of
automated safety proving.

The eBPF verifier is a security-critical program analyzer in the Linux kernel. It checks un-
trusted eBPF programs before they execute in kernel context, and its analysis determines whether
those programs are safe to load. Bugs in this analysis can therefore become kernel safety or security
bugs. Prior work has addressed this risk in two complementary ways. Formal-methods approaches
aim to prove correctness properties of eBPF programs, verifier analyses, or related compiler infras-
tructure, while testing and fuzzing approaches generate eBPF programs that exercise the verifier

and expose incorrect behavior.
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6.1.1 Formal Methods for eBPF Safety

Prior work has studied eBPF safety at several layers of the system. PREVAIL verifies eBPF pro-
grams outside the Linux kernel using abstract interpretation over the zone domain [57]. Its re-
lational abstraction improves precision and supports programs with loops, but PREVAIL is an
independent verifier rather than the production in-kernel verifier. Our work instead studies the
abstract operators used by the eBPF verifier that runs in Linux itself.

Other verification work targets eBPF compilation and execution. Jitk provides a trustworthy
in-kernel interpreter infrastructure for system call policies [112]. Serval supports automated verifi-
cation of systems code using symbolic interpreters [84], and Jitterbug verifies eBPF JIT compilers
using stepwise specifications for per-instruction translations [85]. These approaches reason about
compiling or executing eBPF programs after they have been accepted. In contrast, we focus on the
earlier static-analysis step performed by the verifier.

VeRA verifies the range analysis used in JavaScript JIT compilers [36]. Although VeRA targets
a different runtime and language, its soundness condition is closely related. A range operator is
sound when the concrete result remains contained in the abstract range computed by the analysis.
Our work uses a similar containment-based view for abstract operators, but adapts it to the multi-
domain abstract state used by the eBPF verifier and to the concrete semantics of eBPF instructions.

A closer line of work verifies parts of the verifier’s value-tracking analysis itself. Vishwanathan
et al. [108] study the verifier’s tnum domain, which tracks bit-level uncertainty in register values.
Their work formalizes the tnum abstraction, proves soundness and optimality properties for several
tnum arithmetic operators, and develops a sound and more efficient multiplication operator that
was merged into the Linux kernel. This work is directly relevant to the bit-level component of
the verifier’s value tracking, but it reasons about manually specified tnum operators rather than the
kernel C implementation, and it focuses on a single abstract domain.

Bhat and Shacham formally verify parts of the Linux verifier’s range analysis [29]. Their work
targets verifier C code and checks generated logical formulas against soundness specifications for

value tracking. It studies the same abstract domains targeted by our work, including signed and
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unsigned bounds, 32-bit and 64-bit views, and tnum. However, it focuses on a limited set of
ALU operators, does not address branch operators, and does not provide executable witnesses of
unsoundness.

Agni [110] builds on these efforts by providing a unified implementation-level verification
framework for the eBPF verifier’s value-tracking analysis. Rather than manually proving isolated
abstract-domain operators, Agni extracts verification conditions from the Linux kernel’s C imple-
mentation and checks them against soundness specifications. This allows it to reason across tnum,
signed and unsigned interval domains, branch operators, arithmetic operators, and shared reduc-
tion logic. It also formalizes the non-modular nature of abstract operators in the verifier. Agni
shows that implementation-level verification of the production eBPF verifier is feasible, but it also
exposes limitations that motivate our work. First, verification conditions that combine operator-
specific logic with shared reduction logic can become difficult for automated solvers as the verifier
evolves. Second, a failed soundness check may produce only a logical counterexample, not an
executable eBPF program that demonstrates the behavior in the verifier. Third, soundness does
not capture precision. A sound abstract operator may still lose information and cause the veri-
fier to reject safe programs. We address these limitations by making verification more modular,
synthesizing executable witnesses for logical counterexamples, and comparing the precision of

competing verifier operators across interacting scalar domains.

6.1.2 Testing and Fuzzing the eBPF Verifier

Recent work has tested the production Linux verifier by generating eBPF programs that stress its
implementation and expose incorrect or inconsistent verifier behavior [66, 73, 88]. One approach
generates structured programs that are likely to be accepted by the verifier, then uses sanitization
or runtime instrumentation to check whether accepted programs can still trigger unsafe behav-
ior [105]. Another approach compares verifier abstract states against concrete states observed
during execution. It runs an eBPF program to collect concrete states, then constructs a modified

program with embedded checks that require the verifier to prove those states are included in its ab-
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stract approximations. A failure to prove the embedded checks exposes a verifier logic bug [104].

Fuzzing has also been applied to the broader eBPF subsystem. Syzkaller is a general-purpose
kernel fuzzer [59], while BRF targets the eBPF runtime by generating programs that satisfy verifier
constraints and exercise runtime components more effectively [66]. These systems focus on bug
finding through testing. In contrast, our work focuses on formal verification of the eBPF verifier’s

abstract domains and abstract operators.

6.1.3 eBPF Safety Beyond the Verifier

Some systems improve eBPF safety by changing the programming model or adding run-time en-
forcement. SafeBPF isolates eBPF programs from the rest of the kernel at run time [75]. Rex
addresses the gap between high-level language safety and verifier constraints using safe Rust in-
terfaces and lightweight runtime support [67]. BeePL proposes a correct-by-compilation approach
for safe kernel extensions [91]. These systems provide safety by construction, isolation, or defense
in depth. Our work instead keeps the eBPF verifier as the object of study and reasons about the

soundness and precision of its existing abstract operators.

6.2 Abstract Interpretation and Domain Refinement

Abstract interpretation provides the main semantic foundation for our work [46,48,49]. It proves
safety by computing abstract states that overapproximate concrete executions. The eBPF verifier
follows this methodology by tracking abstract register states and rejecting programs when those
states are insufficient to prove safety.

A central challenge in abstract interpretation is choosing abstract domains that are precise
enough to prove useful properties while remaining efficient. Intervals are a classical numerical
abstraction [48], and richer domains such as polyhedra and octagons improve precision at higher
cost [79, 100]. The Linux eBPF verifier instead uses lightweight non-relational components, in-
cluding signed and unsigned intervals at 64-bit and 32-bit widths, together with tnum for bit-level

information [108]. This design reflects the verifier’s kernel setting, where analysis must be pre-
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dictable and efficient.

The verifier’s register state is related to product domains, reduced products, and partially re-
duced products [44,49, 81]. Product domains combine several abstractions, and reduced products
improve precision by propagating information between them. Partially reduced products apply
only selected reductions, trading off precision against the cost of maintaining all possible cross-
domain relationships. The verifier’s shared reduction logic follows this pragmatic pattern by prop-
agating information between signed and unsigned views, 32-bit and 64-bit views, and interval and
tnhum components.

The analogy to reduced products is useful, but it is not exact. The verifier does not com-
pute a general fixed point of all cross-domain refinements. Its reduction logic is handwritten,
bounded, and verifier-specific. We therefore use these product-domain constructions as concep-
tual foundations while reasoning about the actual reduction behavior implemented in the veri-
fier. Improving cross-domain interaction remains an active area of interest in abstract interpreta-
tion, including work on disjunctive completion, domain cooperation, and reduced-product reason-
ing [28,38,45,107].

Our work also uses the lattice-theoretic ordering of abstract domains to reason about precision.
In many product domains, precision can be described through a single concretization of the product
state. The verifier’s components do not fit this view cleanly because they describe the same fixed-
width machine value under different interpretations. A signed interval, an unsigned interval, a 32-
bit bound, and a tnum value are not independent facts about separate values. We therefore compare
precision component-wise, using the partial order of each abstract domain. This comparison is
close in spirit to standard abstract-domain precision orderings, but is specialized to the verifier’s

non-standard combination of interval and bitwise abstractions.

6.3 Program Synthesis and Witness Generation

Program synthesis constructs programs from specifications. Seminal work on counterexample-

guided inductive synthesis and sketching reduces the search for programs to solver-aided search
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over a restricted program space [27,101]. Brahma similarly synthesizes loop-free programs by
composing components from a library and searching for a valid dataflow between them [61]. In
these settings, the goal is usually to synthesize an implementation that satisfies a specification for
all inputs.

Synthesis has also been used to construct abstract operators. Manually crafting sound and
precise abstract operators is non-trivial and error-prone, and prior work has developed automated
techniques for deriving such operators [54,92,93, 106]. Amurth synthesizes abstract operators for
non-relational domains using a user-provided DSL [68]. It explores the search space using a dual
CEGIS [102] loop with positive counterexamples for soundness and negative counterexamples for
precision. This aims to synthesize operators that are sound and as precise as possible within the
chosen language. This line of work has been extended to reduced-product domains [69] and to
abstract operators in the context of the eBPF verifier [111].

We use synthesis for a different but complementary purpose. We do not synthesize a verifier
implementation or production eBPF code. Instead, we use synthesis to generate witnesses. A wit-
ness is a small eBPF program that demonstrates that a logical soundness issue or precision gap can
arise in an actual verifier execution. Our precision-comparison framework can also complement
operator-synthesis techniques by checking whether a synthesized operator is no less precise than
an existing verifier operator, and by generating reachable eBPF witnesses when the synthesized
operator is strictly more precise.

This use of synthesis is motivated by reachability. A logical model over abstract values may
describe a state that the verifier can never reach from a real eBPF program. Such a model is useful
for debugging a proof obligation, but it is less useful as evidence of real verifier behavior. Differ-
ential synthesis bridges this gap by searching for bounded instruction sequences whose concrete
and abstract executions realize the logical condition.

This view is related to counterexample generation in model checking [30,35,39] and to solver-
aided test generation [37,58]. The difference is that the witness here must satisfy both the concrete

eBPF semantics and the verifier’s abstract semantics. The generated program is therefore not
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merely a test input, but evidence that a soundness failure or precision improvement is reachable

under the verifier’s own analysis.
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CHAPTER 7
CONCLUSION

The goal of this dissertation is to make formal methods practical for the real-world development
of the Linux eBPF verifier. As part of the kernel’s trusted computing base, the verifier depends on
static analysis that is both sound to reject unsafe programs and precise enough to accept safe ones.
We focus on its value-tracking abstract operators, which are handwritten, optimized for production
use, and closely coupled with shared logic that refines information across domains.

We develop techniques that reason directly about the verifier implementation as it evolves. For
soundness, we introduce scalable implementation-level verification and executable witness gener-
ation. For precision, we compare abstract operators and synthesize programs that make precision
differences observable in real verifier executions. Together, these techniques show how formal
methods can support practical development of production static analyzers. The patches and tech-
niques developed in this dissertation have attracted interest from Linux kernel developers, and

several of the ideas proposed here are already being used to improve and validate verifier changes.

7.1 Dissertation Summary

We begin by addressing the scalability of implementation-level verification. Chapter 3 focuses
on the eBPF verifier’s value-tracking abstract operators, which track scalar values across signed
and unsigned interval domains, 32-bit and 64-bit bounds, and the tnum bitwise domain, while
also interacting with shared cross-domain reduction logic. Prior work showed how to verify these
operators directly from the kernel C implementation, but its monolithic strategy checked each full
operator together with shared reduction and repeatedly verified the same reduction reasoning. As
the verifier evolved, this approach became increasingly expensive and began to time out on newer
kernel versions. We observe that each full operator can be decomposed into an instruction-specific

operator op, and a shared reduction operator sro, with abs, = sro o op,. We therefore verify each
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op, independently, verify sro once, and compose the results to prove soundness of the full operator.
This decomposition significantly reduces solver cost and also exposes latent unsoundness hidden
by monolithic verification. In particular, it reveals that several bitwise operators could produce
ill-formed signed interval components before shared reduction repaired the state. We identify the
root cause, patch the affected operators, and show that the patched versions satisfy the modular
soundness specification.

Once verification failures are reported, the next challenge is to make them actionable. Chap-
ter 4 introduces differential synthesis for this purpose. A failed verification condition produces an
SMT model describing a mismatch between concrete execution and abstract execution, but the ab-
stract operands in that model may not be reachable during the analysis of any real eBPF program.
We bridge this gap by searching for a bounded loop-free eBPF program that drives the verifier to
abstract operands exposing the failure and then executes a final instruction whose concrete result
is not represented by the verifier’s abstract output. The synthesis query combines opcode enumer-
ation with SMT solving. The enumerator chooses an instruction skeleton, while the solver chooses
concrete values, abstract values, operand sources, and dataflow. Prefix instructions must preserve
membership between concrete and abstract execution, ensuring that the final operands are reach-
able from valid verifier initial states. When synthesis succeeds, the result is an executable eBPF
witness that developers can run, inspect, and use for debugging or regression testing.

We then broaden the framework from soundness to precision. Chapter 5 starts from the obser-
vation that soundness is necessary for verifier safety, but not sufficient for verifier usability. Even
when an abstract operator safely overapproximates concrete execution, it may lose enough infor-
mation to cause the verifier to reject safe programs. This issue is especially important because
verifier operators are handwritten and evolve over time as kernel developers improve the verifier’s
reasoning about arithmetic, bitwise operations, and cross-domain refinement. When an operator
is updated, developers need a way to check not only that the new implementation remains sound,
but also that it does not lose precision relative to the implementation it replaces. To reason about

precision in the verifier, we define a verifier-specific component-wise preorder for comparing ab-
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stract results across the verifier’s scalar domains. Using this preorder, we compare competing
implementations of verifier operators and adapt differential synthesis to generate precision wit-
nesses. These witnesses are concrete eBPF programs whose verifier analysis reaches operands on
which one sound operator is strictly more precise than another. This connects formal precision
comparisons over abstract states to observable differences in real verifier executions. We use this
framework to evaluate precision-improving kernel patches and to measure the precision improve-
ments provided by the shared reduction operator. This framework also led us to develop a more

precise multiplication operator, which has been upstreamed to the Linux kernel.

7.2 Future Directions

This dissertation shows that formal methods can be practical for reasoning about the soundness
and precision of a production static analyzer such as the eBPF verifier. The approaches developed
here can be refined further and adapted to other safety-critical systems that rely on static analysis.

This section discusses several avenues for future work.

Reachability-aware modular verification. Differential synthesis suggests a broader direction that
treats soundness checking, reachability analysis, and modular verification as parts of a single
framework. The current approach begins with abstract states known to be valid initially and
searches for bounded instruction sequences that construct operands exposing a soundness vio-
lation. For a fixed bound k, the synthesis formula characterizes the states reachable within &
instructions, but it also records the intermediate states, instructions, and dataflow choices along
each path. Its size therefore grows with the bound and does not provide a concise description of
the reachable state space.

Future work could seek a more general characterization through inductive predicates that sum-
marize properties shared by all reachable verifier states. Candidate predicates could characterize
the shape of these states through relationships between intervals and tnum, 32-bit and 64-bit com-
ponents, and signed and unsigned bounds. Even a sound overapproximation could exclude many

arbitrary abstract inputs considered by verification while remaining considerably smaller than the
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full formula for £ instructions. Such a characterization would go beyond the constraints imposed
by Agni’s refined soundness specification by capturing relationships specific to reachable states.

These relationships could be inferred using IC3/PDR or related unbounded model-checking
techniques. Prior work on applying property-directed reachability to abstract interpretation pro-
vides a foundation for this direction [96]. The main challenge would be to lift the joint concrete
and abstract semantics used by differential synthesis into a transition-system model. SMT-based
PDR may be a promising fit because Agni already represents verifier operators as fixed-width
bit-vector formulas, although scalability to the complete verifier state remains an open question.
Domain-specific predicates could guide invariant generalization, allowing the model to find deeper
witnesses or prove violations unreachable.

This approach could also clarify why differential synthesis did not generate witnesses for every
reported violation. In our evaluation, three violations in Linux v4.14 and eight in v5.5 remained
without witnesses within the explored bounds. Their absence may have several explanations; the
shortest witness may exceed the bound, the witness may require instructions or verifier features
omitted from the encoding, the solver may be unable to complete the search, or the violating
abstract state may be genuinely unreachable. Future experiments should distinguish unsatisfi-
able queries from timeouts, increase the bound systematically, and analyze whether the required
operand states can be reached independently of the final failing instruction.

The verifier itself could also be structured to support more modular proofs. The present de-
composition

absy = sro o op,

separates an instruction-specific update from shared reduction, but each component could be de-
composed further. Within op,, separate modules could handle width normalization, operator-
specific reasoning, individual abstract-domain updates, 32-bit-to-64-bit propagation, and conserva-
tive fallback behavior. Their interactions could explicitly record dependencies, such as an interval
update that uses an already-updated tnum. Shared reduction could likewise be represented as a

sequence of smaller reductions, each responsible for propagating information between particular
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domains. Each module could then be verified against explicit input invariants and concrete-value

preservation guarantees.

From verification failures to automated kernel patches. A natural next step is to connect verifica-
tion, witness generation, and program repair into a single automated workflow. In this dissertation,
a failed soundness check can expose a bug in an abstract operator, and differential synthesis can
often turn the failure into an executable eBPF witness. The final step still requires a developer to
inspect the failure, understand the root cause, and patch the kernel implementation. Future work
could automate this last step by using the failed verification condition and the synthesized witness
as constraints for implementation repair.

Such a system would start from a soundness violation, generate an executable witness when the
violation is reachable, and then search for a patch to the kernel C code that eliminates the violation
while preserving the intended operator behavior. The repaired implementation could be checked
again against the same soundness specification, and the witness could be reused as a regression
test. This would turn the current verification and diagnosis pipeline into a repair loop, moving
closer to a fully automated workflow for finding, explaining, and fixing verifier bugs in production

kernel code.

Differential synthesis as a test-case generator. Differential synthesis can also be used as a test-
case generator for verifier development. One challenge in kernel development is constructing
test cases that demonstrate the effect of a patch. This is especially difficult for patches to abstract
operators, where an improvement may affect only a narrow region of the input space. For example,
a patch may improve reasoning about the lower 32 bits of a scalar value, but manually constructing
an eBPF program that exposes that improvement can be nontrivial.

Chapter 5 briefly discusses this use case in the context of patching the multiplication operator.
Future work could extend this idea into a general workflow for generating verifier test cases from
operator differences. Given two versions of an abstract operator, differential synthesis could search

for an eBPF program whose verifier states expose a soundness or precision gap between them. The
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resulting program would serve as a regression test for a bug fix or as evidence that a precision patch
accepts programs that the previous implementation rejected.

Using differential synthesis in this way would reduce the manual effort needed to justify verifier
patches. Rather than asking developers to hand-design programs that reach a specific corner of
the abstract state space, the synthesis query would encode the desired difference and construct a
program that realizes it. In practice, this would require adapting the specification to describe the
values or state regions affected by a patch. The synthesis procedure would then target those values
of interest, rather than searching for any difference between two operators. This would make
differential synthesis useful not only for debugging verifier bugs, but also for producing focused

test cases that document and validate incremental improvements to verifier precision.
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