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Abstract

Human perceptual processes organize visual input to make the
structure of the world explicit. Successful techniques for auto-
matic depiction, meanwhile, create images whose structure clearly
matches the visual information to be conveyed. We discuss how
analyzing these structures and realizing them in formal representa-
tions can allow computer graphics to engage with perceptual sci-
ence, to mutual benefit. We call these representations visual expla-
nations: their job is to account for patterns in two dimensions as
evidence of a visual world.
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1 Introduction

Computer graphics increasingly aims to support people as they in-
teract with shapes, scenes, animations, and images. That means
creating renderings and depictions that make visual ideas clear. It
means supporting people in accessing, comparing and adapting vi-
sual content from existing sources—and allowing them to create
new content easily and naturally, for example by sketching.

In approaching these open-ended challenges, we face fundamen-
tal problems in advancing the art and science of depiction [Durand
2002]. Human perceptual skills mirror the richness with which peo-
ple understand and engage with the world, yet we somehow want
our systems to take full advantage of those skills. We take our in-
spiration from the results and practices of artists, but what makes
those artists inspiring is often precisely the deep and unpredictable
ways they exploit their visual intelligence. We need to find ways to
come to grips with this complexity step-by-step. We need frame-
works that help us link computer graphics and perceptual science,
and methodologies that help us delimit new research ideas, evaluate
systems and assess research progress.

This paper advocates a focus on the representation of meaningful
structure in imagery—that is, on models that assign a structural or-
ganization to images that corresponds to the real-world relation-
ships in a depicted scene. As justified further in Section 2, we call
these representations visual explanations, because their job is to ac-
count for patterns in two dimensions as evidence of a visual world.

Working with visual explanations delimits the scope of research
in depiction in two important ways. First, in the spirit of Marr
[1982], it keeps the specification of visual information separate
from computational questions about how visual information might
be rendered or perceived. This relates graphics and perception, and
opens up a range of algorithmic techniques to tie them together, in-
cluding machine learning, probabilistic inference and optimization.
Second, it sharpens the links between new research questions and

clearly-defined classes of visual information. We naturally expect
new subproblems to involve certain perceptual judgments and not
others, to describe certain kinds of imagery and not others, and to
enable certain kinds of depiction and not others. As we emphasize
in Section 3, these methodological constraints provide a scaffold to
guide research in depiction.

Representation is already a key focus in perceptual science and in
computer graphics. Nevertheless, we think its power remains un-
derestimated. We envision increasingly powerful representations
that gradually track more real-world information through more so-
phisticated structures and inferences. These simultaneously enable
a richer range of successful applications in computer graphics and
a deeper understanding of human perceptual abilities.

2 Explanations

When you look at a scene you understand it. The unconscious infer-
ences1 you make don’t just describe the geometry and appearance
of the scene. They answer a range of further questions: What are
the objects? How are they arranged? What are they made out of?
How can they move? How were they formed? And why? What
causal processes are currently underway? What has just happened?
What is going to happen next? The list goes on. For you to know
the answers to these questions, your visual system must build up a
representation of sufficient richness and complexity. The answers
emerge as a side-effect of this perceptual inference.

This representation is special because it connects appearance and
reality. Ultimately, it describes the imagery on the retina. But it
builds up that imagery through structures that embody your under-
standing of the visual world.2 We are also familiar with such struc-
tural organization in computer representations of imagery. For ex-
ample, we can represent an image directly as a collection of pixels
or represent it as the output of a PostScript program that generates
vector graphics. Both might specify the same pattern of pixels, but
the PostScript program generates it through higher-level primitives
that compose the image in a rule-governed way.

The perceptual system, however, organizes imagery using a par-
ticular set of primitives that are tuned to human experience. Per-
ceptual scientists use examples like Figure 1 to draw powerful and
surprising inferences about what these representations specify, and
what they omit. We see square A in Figure 1 is as a patch of dark
paint that’s brightly illuminated. We see square B is as a patch of
light paint that’s in shadow. Thus, our representations must have
primitives both for paint—local variation in reflectance—and for
shadow—local variation in illumination [Barrow and Tenenbaum
1978; Tappen et al. 2005]. And they can infer both paint and
shadow anywhere in imagery. Our perceptual judgments draw on
our representation of the imagery, not the imagery itself. That’s

1Helmholtz [1962] used the term unconscious inference to describe the
operation of perceptual systems. Although his specific proposals face the-
oretical and empirical difficulties, Helmholtz’s insights nevertheless estab-
lished an influential groundwork for computational accounts of perception.

2As Searle [1983] distills it, the content of a perceptual experience re-
lates the character of your experience to the properties of the world that
your experience clues you into—looking at a ball, your percept is that it
looks round because it is round, for example.
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Figure 1: The checker shadow illusion by Edward H. Adelson. Sur-
prisingly, pixels in squares A and B are equal in intensity.

why we have no visual access to the surprising fact that the two
squares are rendered in the same shade of gray [Adelson 2000].

In this paper, we use the term visual explanation to describe any
representation that organizes imagery in a way that mirrors the
structure of what’s depicted and explicitly shows something im-
portant about the relationship between imagery and the world. In
this sense, a visual explanation can be thought of as a “seman-
tic representation” for graphics. But it puts the emphasis on the
representation—not on the semantics.3

We are not in a position to give a complete or definitive account
of visual explanations. The scope of human perceptual represen-
tation is too expansive. Some perceptual scientists, for example,
have even suggested that human perceptual representations relate
imagery to the causal processes involved in the creation and func-
tion of an observed object [Leyton 1992]. In addition, our percep-
tual explanations abstract away from the physics of illumination in
intriguing ways that are not well understood. Figure 2(b) shows a
cube. In other words, even though the visual world has no lines in
it, your visual system still entertains the hypothesis that the lines on
the paper reflect the edges of a three dimensional object.

Instead, we suggest that perceptual science and computer graphics
can come together to delimit specific classes of visual explanation
that make sense of restricted classes of objects and imagery. For
example, for imagery like that in Figure 1, our intuitive percept in-
vokes paint and shadow. This suggests a specific vocabulary for
connecting such images with the scenes they depict. For imagery
like that in Figure 2(b), by contrast, our intuitive percept analyzes
edges as convex creases and occlusions marking object boundaries
in a polyhedral scene [Waltz 1975]. This requires a different vo-
cabulary for relating images and scenes. For imagery like that in
Figure 3(a), by contrast, our intuitive percept appeals to the changes

3Technically, a semantics is just a general scheme for associating repre-
sentations with information. For example, representations of geometry al-
ready have a perfectly good semantics, in terms of things like the positions
of points on surfaces. The geometry does have a deeper meaning, in the
sense that it offers indispensable clues to the structure, history and causality
of the scene. But this kind of meaning is really just evidence. You piece it
together through detective work. And to state your hypotheses and your con-
clusions, you need more expressive representations—representations whose
semantics does directly characterize these broader aspects of the world and
their relationship to geometry.

(a) (b) (c) (d)

Figure 2: Orthographic line drawings of cubes from two view-
points. Depictions are from a generic viewpoint (a,b), or corner-
aligned viewpoint (c,d); with hidden edges (a,c) or without (b,d).

(a) (b)

Figure 3: Two different depictions of a transparent grey rectangle
over a black and white checkerboard. The gray rectangle in (a)
appears as a closer, transparent object. The imagery in (b) appears
flat (after Singh and Anderson [2002]).

in appearance associated with partial occlusion by a transparent ob-
ject, yet another possibility for representation [Singh and Anderson
2002; Anderson and Winawer 2008]. Thus, we assume that visual
explanations can usefully range from the simple to the complex. In
a specific application, visual explanations need only be as elaborate
as is required to describe the imagery used and the key information
about the visual world it encodes.

Perceptual scientists think of the visual system as carrying out in-
ference to the best explanation. There are lots of ways of concep-
tualizing this inference: looking for the simplest [Kanizsa 1979]
or most compact explanation [Hochberg and McAlister 1953], the
most generic one [Binford 1981; Lowe 1985; Biederman 1987;
Freeman 1994], or the most likely one [Helmholtz 1962; Weiss
et al. 2002; Kersten et al. 2004]. Surprisingly, these notions are
more closely related than you might expect [van der Helm 2007;
Li and Vitányi 2008; Feldman 2009]. For example, they all pre-
dict that explanations that appeal to coincidences are dispreferred.
Thus, we are less likely to see a cube in Figure 2(c) or (d) when the
imagery has salient two-dimensional symmetry. We are less likely
to see transparency in Figure 3(b) when color changes align with
the pattern of paint we must already find on the surface.

Asking whether an explanation is right is therefore a very different
question from asking if the image is right. When we consider pos-
sible explanations, we must connect the image with what we want
to depict in the world and what the viewer understands. Artists and
art critics have long pointed out the need for artists to learn how
to see in a way that lets them make effective depictions [Ruskin
1857]. This guidance can also include explicit connections to what
is known about perception [Hodges 2003; Andrews 2006], so that
artists learn to be sensitive to the effects of different visual cues in
encouraging particular percepts.

We face the same challenge in designing systems. Our perceptual
system can deliver classes of explanation that we don’t anticipate—
and some systems run into problems for this reason. A “shower
door effect” [Meier 1996] happens when painterly brushstrokes fail
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(a) (b) (c) (d) (e)

Figure 4: Abstraction of a map of Australia [Mi et al. 2009] showing (a) the original shape; (b) an automatic abstraction and (c) the parts used
to construct it; (d) an abstraction produced by extracting only foreground parts; (e) an abstraction produced by using only part salience.

to follow a moving object but are instead attached to the viewing
plane. It’s as if the depicted scene is seen through a bumpy, cloudy
surface. Here our visual system finds a real-world explanation for
the visual effects of painterly rendering, even when they are in-
tended as a purely artistic, evocative embellishment.

Our visual system can find a real-world explanation for other ren-
dering approximations. If we omit an object’s shadow, it may ap-
pear to float. The visual system demands an explanation of the
lighting in the scene. Without a nearby cast shadow onto the floor,
a better explanation puts the object in midair with a shadow falling
at a distance, perhaps outside the scene altogether.

In all of these cases, however, the connection with perception hap-
pens at the level of representation, where we specify models of
scenes and assess people’s intuitions about imagery. We do not need
precise knowledge of the mechanisms of visual processing. We just
need to model the set of hypotheses the visual system entertains,
and the coherence of each of these hypotheses as an analysis of the
available imagery. This is why we advocate a focus on represen-
tation. It suggests that computer graphics researchers can connect
with perception simply by being explicit about their assumptions in
how imagery is organized to match the depicted world. If empirical
results are needed to assess whether perception organizes imagery
the same way, we can flesh out our representations by relying on
human intuitions and machine learning. Nevertheless, our results
can not only enrich the kinds of depictions we create but feed back
into the evolving literature on human perceptual explanations.

3 Implementation: Case Study

Experiments in depiction often involve building a computational
model of imagery and using the model to create a picture in a
particular style. In this context, working with visual explanations
requires asking what visual information the model could possibly
capture, and how well the model succeeds at encoding this visual
information. This section summarizes some of our own work on
the abstraction of 2D shape [Mi et al. 2009], which we approached
through this methodology. We built our application using visual ex-
planations that describe 2D shapes in terms of parts. A part-based
visual explanation of a shape shows how the shape can be assem-
bled out of simple components, each of which has one principal
symmetry axis and one connection to the rest of the shape. Parts
are well-enough defined from the perceptual and computational lit-
erature [Singh and Hoffman 2001] that we could make sense of our
successes and failures in capturing parts of shapes. This helped us
in extending, refining and improving our representations over the
course of the project.

Our specific problem is abstraction of shape. We give an example in
Figure 4(a)-(c). We approach abstraction through transformations
that clarify the visual explanation of the important features of the

(a)

(b)

(c)

Figure 5: Shark: (a) original shape; (b) explanation in terms of its
parts; (c) abstraction.

Figure 6: Removal of background and foreground parts.

shape. Our transformations yield new shapes with fewer and clearer
parts. The approach aims not for abstractions that look similar to
their originals—in fact, they will be plainly different—but rather
shapes that the viewer understands in similar ways.

Figure 5 motivates our use of a part-based representation for ab-
straction. In (a), we see this shark as a streamlined body, with
fins attached—the visual explanation in (b) makes this structure ex-
plicit. The abstraction in Figure 5(c) eliminates much visual detail.
The form of the shark’s body and fins has been simplified, and a
number of fins have been removed. However, we understand the
abstract image in the same way as the detailed one: a streamlined
body with fins attached. In this sense, the original and the abstrac-
tion share a common visual explanation for their important features.

Our part-based representation of shape is a tree. Nodes in the tree
are parts. Each includes the specification of the geometry of a sim-
ple component of the shape. Edges in the tree correspond to at-
tachments between parts. Attachments describe the local geometry
where parts come together.
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By considering core cases of part-based explanations, we realized
that the explanations we wanted to capture involved both fore-
ground and background parts. Consider, for example, the top tail
fin of the shark of Figure 5, enlarged in Figure 6. The most natural
explanation organizes the top fin into a single coherent foreground
piece. In this piece is an indentation—part of the background. This
indentation is clearly visible on the left, and is removed in the ab-
straction in the center.

Geometrically, however, we can analyze the shark tail entirely with
foreground parts, as on the right of Figure 6. The indentation now
marks the transition between the tip of the fin (one foreground part)
and the base of the fin (a second foreground part). Visual explana-
tions with only foreground parts lead to distortions in part shape as
long parts get incorrectly truncated. These effects remain visible in
abstractions of more complex shapes, as in Figure 4(d).

Having identified the parts we were aiming for, our goal was sim-
ply to compute those parts, not to model the processes of human
perception. In fact, it was straightforward to analyze when our
algorithm was failing and how to improve it. A key problem for
part-based explanations is disambiguation. As in Figure 6, parts
described by symmetry and cuts suggest a range of organizations
of the shape, not one in particular. Our first implementation dis-
ambiguated part structure using a metric of perceptual salience to
find the most salient visual structure. However, because we had
a clear understanding of the visual explanations we aimed to pro-
duce, we were able to discover that this heuristic was inadequate. It
made frequent mistakes that should have been avoidable given the
domain limits and representational affordances of our algorithm.
Figure 4(e) shows how building part structures in salience order
prevents the system from deriving abstract shapes with clear and
recognizable parts. From simple examples, and complex ones such
as these, we were able to conclude that picking parts to increase
symmetry led to the desired explanations much more often than
salience. It took a lot of effort to adjust the thresholds by hand,
however. In retrospect, developing an express set of training repre-
sentations would have streamlined this engineering considerably.

Since publishing our work [Mi et al. 2009], we have gone on to
run a human subjects study of our system’s results. The design of
the study reflects our interest in the system’s visual explanations.
By processing the results of the system to create shapes with parts
preserved and without, we were able to show how preserving part
structure contributes to abstraction.

Our critical engagement with our system’s representations also
highlights questions that we could not substantively evaluate—even
when our system’s performance was quite good. For example, no
explicit representation controls the individual appearance of parts,
and whether they remain recognizable. And there is nothing that ex-
amines the result that verifies if the part is still recognizable as such.
Our system’s results are still fairly effective, but we don’t have the
representational insights to argue that its effectiveness does not de-
pend on a certain amount of luck.

Parts are important, but they do not exhaust our explanation of 2D
shape. In Figure 7(a), we see the head of a snake. We naturally
recognize the partial opening of its hinged mouth, and understand

(a) (b)

Figure 7: Explanation of (a) a snake head and (b) a piece of toast.

that the mouth could also be closed, as shown at right. A different
kind of perceptual explanation is involved in the toast depicted in
Figure 7(b). It looks like it has been cut with a knife, to remove
a corner, as diagrammed at right. When we decided to limit our
representation to parts, we knew that we could not expect cases like
these to be successfully abstracted using our system.

This is a key point—starting from representations lets us see where
future work is, even when that’s not immediately obvious in output.
Keeping individual parts recognizable is one direction to go. So is
handling other kinds of shapes like those in Figure 7.

4 Discussion

We think there are many examples of innovative research in depic-
tion whose contributions are most insightfully described as extend-
ing the range of visual explanations available for computer graph-
ics. Even without an implementation of the underlying representa-
tion, visual explanations can help in describing a system’s design
and situating its contribution. For example, route maps are nat-
urally understood as communicating directions—a kind of visual
explanation [Agrawala and Stolte 2001]. Route maps distort an ac-
curate map into a schematic diagram. The choices involved can be
optimized with the goal of allowing the perceptual system to get
the right explanation (i.e. turns in roads remain recognizable) and
to do so easily (i.e. so that key details are large enough). Analo-
gously, a successful cutaway-illustration [Li et al. 2007] has a visual
explanation that spells out the relative location and placement of
parts, and their contexts. The explanation is particularly valuable
because it can exhibit forms and signal relationships that would
otherwise be invisible due to occlusion. Animation, meanwhile,
offers up even further possibilities to convey explanations effec-
tively. For instance, careful placement of lighting or selections of
viewpoints and character poses leads to scenes that are more engag-
ing and easier to follow. When automated, such as the illustrative
rendering style used in the video game Team Fortress 2 [Mitchell
et al. 2007] forms can be rendered to make individual characters
and team membership more recognizable.

Visual explanations are not limited to NPR. Work in 3D shape anal-
ysis can involve explicit construction of shape explanations, for ex-
ample, in symmetry detection [Mitra et al. 2006; Pauly et al. 2008;
Podolak et al. 2006]. Likewise, symmetrization [Mitra et al. 2007]
can be seen as a manipulation that preserves and enhances aspects
of an explanation grounded in symmetry. Some recent work in per-
ceptually based rendering stresses visual equivalence, which mod-
els when viewers can discern differences in scenes [Ramanarayanan
et al. 2007] rather than simply differences in images [Daly 1993].
Models of visual equivalence might ultimately be used to predict
when the viewer recovers an equivalent explanation of the scene.

The examples we have offered in this paper motivate an approach
to depiction that focuses on explanatory representations that sum-
marize the visual information to be conveyed. We arrive in many
ways at a refinement and a relaxation of the view of depiction as
inverse vision advocated by Durand [2002]. In inverse vision, sys-
tems create renderings that make key information available to the
perceptual system, so that impressions from the renderings match
the impressions viewers would have if they saw the actual scene.

Our point is not that you simulate perception, or that you aim for
open-ended correspondence between imagery and visual experi-
ence of the world. Instead, by focusing on representation, you nar-
row the questions of what you want to communicate and what peo-
ple see, and model how specific information is reflected in specific
imagery. As you investigate the constraints that allow this informa-
tion to be signaled and inferred in principle, you are likely to find
structure that the perceptual system also exploits. But you may find
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ways not only of recreating visual experience but of extending it.
Depictions can convey information in ways that would be difficult
or impossible to achieve with a realistic or detailed rendering. From
this perspective, a good depiction is easy to see because the best ex-
planation is a clear winner over qualitatively different alternatives,
and it’s easy to find. Willats [1997] points out a special case of this
when only a single explanation exists, and calls such an picture an
effective representation of the shape.

Most importantly, by focusing on the representations that connect
imagery to perception and the world, you derive a way to delimit the
open-ended generalizations that human perception potentially uses.
At each step of investigation, identifying a target set of visual expla-
nations can serve to restrict the scope of system building and empir-
ical investigation, to connect system models with data from human
perception, to assess the performance of system and model intelligi-
bly and illuminatingly, and pose questions for future investigation.
In short, studying visual explanations promises steady progress to-
wards deeper, more natural, and more human computer graphics.
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