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Abstract
Tensegrity-based robots can achieve locomotion through shape deformation and compliance. They are highly
adaptable to their surroundings, have light weight, low cost and are physically robust. Their high dimensionality and
strongly dynamic nature, however, complicate motion planning. Efforts to-date have primarily considered quasi-static
reconfiguration and short-term dynamic motion of tensegrity robots, which do not fully exploit the underlying system
dynamics in the long term. Longer-horizon planning has previously required costly search over the full space of
valid control inputs. This work synthesizes new and existing approaches to produce dynamic long-term motion while
balancing the computational demand. A numerical process based upon quasi-static assumptions is first applied to
deform the system into an unstable configuration, causing forward motion. The dynamical characteristics of the result
are then altered via a few simple parameters to produce a small but diverse set of useful behaviors. The proposed
approach takes advantage of identified symmetries on the prototypical spherical tensegrity robot, which reduce the
number of needed gaits but allow motion along different directions. These gaits are first combined with a standard
search method to achieve long term planning in environments where the developed gaits are effective. For more
complex environments, the various motion primitives are paired with the fall-back option of random valid actions and
are used by an informed sampling-based kinodynamic motion planner with anytime properties. Evaluations using a
physics-based model for the prototypical robot demonstrate that modest but efficiently-applied search effort can unlock
the utility of dynamic tensegrity motion to produce high-quality solutions.
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Introduction

A versatile class of mobility platforms has emerged from
the structural principle of tensegrity (Skelton and de Oliveira
2009), which distribute stresses across a compliant network
of linear elements, termed as bars and cables, as shown
in Figure 1. The concept was first explored in architecture
(Heartney 2009) and biology, as it relates to spine
structures (Levin 2002) and cytoskeletons of single-celled
moving organisms (Ingber 1998). Tensegrity structures
are able to physically change their structural expression
based on external forces, while minimizing bending and
shearing (Skelton and de Oliveira 2009).

1.1

Tensegrity Robotics

Tensegrity robots actively control cable lengths and can
adapt to contact dynamics. Given their compliant nature,
they are ideally suited for unstructured terrains (Iscen et al.
2014; Mirletz et al. 2015a), where contact forces impact
the motion of the system and traditional mechanisms are
not as adaptive (Zimmermann et al. 2009). These benefits
have motivated ongoing work on the design, simulation,
and hardware prototyping of tensegrity robots (Skelton and
de Oliveira 2009; Caluwaerts et al. 2014). Multiple behaviors
have already been demonstrated: crawling (Paul et al. 2006;
Mirletz et al. 2015a), swimming (Bliss et al. 2013), rolling
locomotion (Iscen et al. 2014; Kim et al. 2015), ascending
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Figure 1. Tensegrity robots: a) NASA SUPERball: a robotic
icosahedron with 6 bars and 24 cables (Sabelhaus et al. 2015).
b) A duct climbing robot: 2 tetrahedral frames with 8 actuated
cables (Friesen et al. 2014).
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inclines (Chen et al. 2017), and deployment as compliant
many-DoF joints, as in Fig. 1(b). Example uses include
search and rescue in disaster areas, the exploration of natural
environments, exploration and cleaning of pipes and ducts
(Friesen et al. 2014), and space-related applications (Furuya
1992). Early prototypes were focused on form finding or
basic motion primitives and lacked sensor feedback (Paul
et al. 2006; Rovira and Mirats Tur 2009; Mirats Tur and
Camps 2011; Shibata et al. 2009; Bohm and Zimmermann
2013). Later, the un-tethered tensegrity prototype ReCTeR
allowed for closed-loop locomotion (Caluwaerts et al. 2014).

et al. 2012) but undesirable for mobile robots, which may
need to visit unstable states and can furthermore benefit
from energetic motion. Methods have been developed for
utilizing dynamics locally, either along static equilibrium
manifolds (Skelton and Sultan 1997) or through linear
feedback (Aldrich et al. 2003) and Lyapunov-based
controllers for 3D systems (Wroldsen et al. 2006). These
approaches generally have not accounted for self-collisions
or external contacts, limiting real-world applicability.
Previous work by the authors has provided a proof
of concept application of sampling-based kinodynamic
planning to a tensegrity-based robot (Littlefield et al. 2016).
The initial attempt was fairly computationally expensive as
it exclusively depended on random feasible actions, many
of which do not result in meaningful locomotion. This prior
work did not consider geometrically motivated solutions and
did not provide a comparative evaluation.

1.3

Figure 2. SUPERball tensegrity robot prototype: a) during a
test at NASA Ames. b) active crouching by contracting cables
(background and cables removed) c) deformation during
drop-test d) rolling from face to face.

A similar and more recent tensegrity robot is SUPERball,
a prototype planetary exploration rover for NASA to study
dynamic locomotion and path planning (Bruce et al. 2014;
Sabelhaus et al. 2015). Figure 2 illustrates the capabilities
of SUPERball. This is the focus platform for the current
paper, given a model of the robot in a physics engine
(SunSpiral 2012), which has been verified against the
physical prototype (Mirletz et al. 2015b). Motion planning
for such systems is needed to perform tasks with long
horizons, such as goal-directed navigation, obstacle-avoiding
locomotion or purposeful deformation of a tensegrity robot.
Solving such problems, however, is challenging because
both the state and control spaces of tensegrity robots are
high-dimensional and they are highly-dynamic systems.
These traits arise from the several elements that comprise
the robot and their complex interactions and contacts with
the environment. Furthermore, providing a predictive model
for a tensegrity robot requires a physics-based simulator
(SunSpiral 2012), which is a computationally expensive
primitive. This implies that a motion planner needs to
minimize calls to the physics engine to achieve efficiency.

1.2

Prior Planning Methods for Tensegrities

Some early planners provided deployment and shape
changes through optimization to generate statically stable
configurations (Pinaud et al. 2003; van de Wijdeven
and de Jager 2005). Further work accounted for selfcollisions (Xu et al. 2013; Hernández Juan et al. 2009).
Recent approaches plan paths for tensegrities but assume a
control process slow enough to eliminate dynamics (Xu et al.
2013; Porta and Hernández-Juan 2016). This quasi-static
approach is popular in civil engineering (Rhode-Barbarigos
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Contributions

This paper describes a scheme for generating motion plans
for a tensegrity rover with much higher path quality and
lower computational cost relative to naive sampling of the
full control space (Littlefield et al. 2016). The contributed
approach is centered upon the use of a curated library of
effective motion primitives within the kinodynamic planning
process. A preliminary version of this work has appeared as
a conference publication (Littlefield et al. 2017).
New contributions beyond that of the preliminary effort
(Littlefield et al. 2017) target the expansion of the motion
primitive library to include explainable and parameterizable
variations of behavior, which can be selected during the
online operation of the planner. This effort, which is inspired
by the increased capabilities of the latest physical prototype
of SUPERball, involves changes and enhancements within
all stages of the study. The remainder of this section will
provide further details about the contributed approach while
noting differences relative to the preliminary study.
Tunable optimization method for generating actions:
Motion primitive design is formulated as a constrained
optimization problem evaluated on a strictly geometric
model, with objectives set based on assumptions about
the dynamics. This approach has commonalities with
some previous methods for generating spherical tensegrity
motion (Kim et al. 2015). The method presented here extends
that of the preliminary study and related work (Littlefield
et al. 2017) by adding a small number of tunable geometric
parameters that alter the characteristics of the resulting
dynamical motion in a meaningful and easy to interpret
manner. Symmetry properties of the physical system are
also leveraged to minimize the overall scope of the design
problem.
Designing a library of diverse primitives: The
preliminary study utilized a primitive set that offered
variation in the direction of motion, but was highly
constrained in terms of the manner in which that motion
was achieved. The newly available tuning parameters
described in this archival version of the work are used
to produce a small variety of primitives with diverse
behavioral characteristics. These are intended to provide the
motion planner with some flexibility for handling different
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environmental features and thus to improve both feasibility
and path cost.
Primitive-based kinodynamic planning for tensegrity:
Motion plans are efficiently generated by applying the
primitive library within an informed sampling-based
kinodynamic planner. In the case that progress cannot be
achieved with any primitive, the planner reverts to sampling
random valid controls under a scheme that is tailored
appropriately to the unusual traits of SUPERball.
Compared to the preliminary study (Littlefield et al. 2017),
updates to the formulation of the kinodynamic planner have
reduced the number of parameters governing the sampling
process. More importantly, the library no longer consists of
actions, which were determined offline for a neutral initial
state. Rather, it contains the tuned geometric parameters for
determining actions online that account for the deformed
shape of SUPERball, thus acting as low-frequency feedback
control. This implies that the platform does not need to return
to a neutral state after the execution of every primitive, which
significant improves path quality.
Evaluation and comparison of the planning paradigm:
The performance of the algorithm is demonstrated in
many test-case environments that pose different challenges,
including additional complications beyond what was
evaluated in the preliminary study (Littlefield et al. 2017).
Comparisons are drawn to the use of the gaits with A∗ as
well as to the use of random actions with RRT, a standard
tool in kinodynamic planning (LaValle and Kuffner Jr 2001).
Furthermore, hardware experiments were performed on the
real SUPERball, which are highlighted on a multimedia file
accompanying this archival work as well as Figure 13.

1.4

Overview

The core concept of this work, primitive-based kinodynamic
motion planning, is given broad context in Sec. 2. Following
a description of SUPERball in Sec. 3, design of its
motion primitives is posed as a parameterized geometric
optimization problem in Sec. 4. Next, Sec. 5 evaluates
solutions to that problem within a physics engine in order
to obtain a set of varied kinodynamic primitives. Sec. 6
describes the planning algorithm that efficiently employs
these primitives, which is then evaluated in Sec. 7 before
closing remarks are made in Sec. 8.

2

Related Work

Locomotion on rough terrain can be approached as a
quasi-static motion planning problem focused upon footstep
locations (Eldershaw and Yim 2001). Dynamically stable
execution at higher speed can then be achieved by solving
a subsequent control problem with these footsteps as
inputs (Winkler et al. 2015), demonstrating a bridge from
kinematic to dynamic solutions.
When designing long paths for systems with many
degrees of freedom, reducing the required planning effort
becomes crucial. One way of achieving this is to precompute
generically useful motion primitives offline, and use them
online as a starting point when searching for useful
actions (Hauser et al. 2008). Dynamical results have been
attained similarly in the lower-dimensional domain of the
planar 5-link biped (Apostolopoulos et al. 2016).
Prepared using sagej.cls
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Complementing their adaptiveness to terrain features,
primitives can also offer variety of behavior. Gregg et al.
(2012) plan 3D compass-gait walking with passively stable
motion primitives, where each primitive provides a different
curvature of motion. A similar variety of motions were
also computed for axis-constrained rolling of the previous
prototype of SUPERball (Rennie and Bekris 2018). In many
cases, the action resulting from propagation of a primitive
may be context-dependent, such as when it represents a
feedback policy (Conner et al. 2006). LQR-trees tiles a
workspace with linear quadratic regulators, which in a
model-free variant (Reist et al. 2016) involve assumptions
about each region of validity. Executing an LQR feedback
law as a motion primitive for an initial state in its vicinity
may succeed, or may result in unexpected motion and thus
reveal the need to apply a different primitive.
In the context of spherical tensegrities, the most distinct
primitive of motion is to transition from one stable contact
state to another (Caluwaerts et al. 2014). Kim et al.
(2015) use a Monte Carlo approach to design such motion
by sampling possible actuator commands, solving for the
resulting elastically deformed shape, and finally assessing its
static stability margins. This design process did not account,
however, for variations in the initial shape of the robot, which
were found to have a significant influence upon the outcome
of the motion primitive. It furthermore did not actively
address energetic effects of actuation or of the induced
instability. In related domains such as legged locomotion,
parametric analysis can be useful for studying the dynamic
realization of a kinematically designed motion (Silva and
Machado 2008).
Other efforts for spherical tensegrities have used datadriven processes to develop feedback controllers for
sustained dynamic behavior (Iscen et al. 2014; Zhang et al.
2017; Surovik et al. 2018). Such methods could be leveraged
to generate libraries of dynamic primitives, as has been
done to provide several options of turning rate (Rennie and
Bekris 2018). The prospect of using such methods to design
qualitatively diverse behaviors, however, is of more extensive
scope than is desired for the present investigation into the
integration of such a library with a motion planner.
Since SUPERball is a dynamic platform, a kinodynamic
motion planner is necessary for generating dynamic longterm motion. Some of the first planners, Expansive Space
Trees (Hsu et al. 2002) and RRT (LaValle and Kuffner Jr
2001), can generate solutions in these more challenging
domains, as long as an appropriate random control sampling
process is employed. The drawback of these methods is that
they only focus on providing a solution, but do not optimize
for path quality, nor do they incorporate workspace guidance.
One example of using workspace guidance for planning
with a physics engine is (Plaku 2015), but path quality is not
proven to be improved in this planner. Variants of the popular
RRT∗ method have been applied to kinodynamic problems as
well (Jeon et al. 2011; Webb and van Den Berg 2013). These
methods however require that an optimal steering function
is available, which for a physically-simulated system is not
generally available. The authors’ previous work on SST (Li
et al. 2016) only requires random sampling of controls and
can improve solutions even when using a physics engine to
simulate the robotic platform.
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Figure 3. SUPERball topology flattened onto the plane after making a cut, shown as gray boundaries. Nodes are represented by
circles, cables by black lines, and virtual edges by dotted lines. ∆i faces are shaded, including the top and bottom faces that
appear rectangular in 2D. The thick colored lines, which are curved in 2D, correspond to rigid bars in the interior of SUPERball that
do not define exterior faces. When in the neutral configuration, matching bars are parallel in physical space.

3
3.1

Problem Domain
Platform’s Structure

SUPERball is an approximately spherical tensegrity platform. All compressive elements (bars) cross its interior
and all tensile elements (cables) lie on its exterior. Bars
and cables are connected at their ends to one of 12 vertices of the convex hull (nodes). While regular icosahedra
are constructed by tiling 20 identical equilateral triangles,
SUPERball is a pseudo-icosahedron. Its convex hull thus
consists of two different types of triangular faces with the
following designations:
• ∆i , i ∈ [0, 7]: These eight faces have cables along all
three edges and never share an edge with another ∆i . Their
neutral shape is equilateral.
• Λi , i ∈ [8, 19] , These 12 faces have cables on only
two edges. They occur in pairs with a shared cable-free
“virtual” edge. Their neutral shape is isosceles.
In its neutral configuration, SUPERball exhibits pyritohedral symmetry: there are 24 unique combinations of rotations
and reflections that result in an equivalent configuration.
This regularity is also expressed topologically: all nodes are
connected to four cables, all ∆i faces are bordered by three
Λi faces with the same relative handedness, etc. Figure 3
presents a 2D illustration of the system topology in relation
to its 3D expression.
Upon actuation, the platform becomes physically asymmetric, but the structural connectivity of its various elements remains constant. While the 24 rotation and reflection
operations no longer preserve configuration, there remain
24 unique permutations of element ID labels that preserve
topology, referred to as topological mappings. This resource
becomes valuable due to the fact that the system dynamics
are independent of the specific labeling scheme selected, as
described by Surovik and Bekris (2018).

3.2

State and Control

The state x of SUPERball can be expressed as a collection
of six rigid body states, expressing the translational and
rotational position and velocity of each bar, combined with
the rest lengths of the cables. These lengths may differ
from the actual cable lengths, which are derivable from bar
states, due to elastic deformation. Motion can be induced by
Prepared using sagej.cls

commanding the rest lengths u of the cables to deviate from
the neutral value u∗ = 0.5b, with b denoting the length of a
bar. If all the cable lengths have the neutral value, then this
gives rise to the neutral cable point u∗ , seen in Figure 3(left).
Commands are artificially limited to the range u− = 0.2b to
u+ = 0.75b to avoid extreme deformations.
An intermediate PID controller governs the behavior of
the cable spool motors to attempt to fulfill these commands.
Given the use of this controller, the available controls for
planning purposes correspond to desired cable lengths. The
physical model of the platform used during planning assumes
the cables to always have tension and no slack between the
two connected bars. While this is an approximation of reality,
the real platform aims to keep the cables close to tension. The
motion model for these cables applies torques on a spooling
motor.

3.3 Modeling
The simulation testbed utilized is the NASA Tensegrity
Robotics Toolkit (NTRT) SunSpiral (2012), which makes use
of a physics engine to accurately represent contact behavior
and cable actuation. The preliminary analysis Littlefield et al.
(2017) utilized physical parameters based on the original
prototype of SUPERball, but allowed actuation of all cables
in anticipation of the next prototype. Recently, the second
prototype has been completed, featuring greatly increased
cable elasticity and actuation range (Vespignani et al. 2018).
This effectively causes system behavior to be smoother
and less stiff, with increased dynamical influence of stored
elastic energy. The resulting trade-off is the possibility of
qualitatively better motion, but at an increased difficulty of
discovering it.

3.4 Motion Primitives
The basic locomotive operation for SUPERball is to
transition from one face on the ground to an adjacent face
on the ground instead. This is illustrated by the arrows
in Figure 4. Since the surface geometry of SUPERball
contains 24 edges occupied by cables and six additional
virtual edges, 60 such transitions are possible when
accounting for directionality. Nevertheless, reduction under
topological equivalence reduces this set of possibilities to
just three options: i) Λ → ∆, ii) ∆ → Λ, and iii) Λ → Λ.
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Figure 4. Two equivalent instances of the ũ∆Λ motion primitive
are depicted on a subset of SUPERball’s topology with element
ID labels.

Consequently, designing motion primitives for the following
three transitions is sufficient to allow the robot to switch
between any pair of faces:
Ue = {ũΛ∆ , ũ∆Λ , ũΛΛ }

of unachievable commands remain due to complex coupling
phenomena, the actual length values are broadly able to track
the reference values, suggesting that most of the sampling
volume produces unique results.
Given this ability to reduce the occurrence of unachievable
inputs, the remaining concern is to establish a probability
distribution that is likely to produce significant motion.
Successive control samples close to the neutral point u∗
are less likely to meet this desire, due to a relatively small
amount of shape change. In the preliminary study (Littlefield
et al. 2017), the much smaller range of motion u+ − u−
caused a large majority of the volume of valid controls to
be ineffective. Instead of uniform sampling, valid extremal
values were selected on the basis of paired cables, as
expressed in the set




(ui , uj ) ∈ u+ , u+ −b/s , u+ −b/s, u+ , u+ , u+
(2)
The more aggressive shifts in commanded values are
illustrated in Fig. 6. Use of the loop constraint effectively
raises the minimum cable length above its nominal value.

(1)

3.6
Consider Figure 4 where, for instance, motion primitive
ũ∆Λ was designed to transition from face ∆2 over edge 22 to
Λ14 . If the robot is resting upon face ∆3 , the same primitive
can be reused to transition to Λ13 as long as two steps
are applied to adapt ũ∆Λ . First, the topological mapping
needs to be identified that maps face ∆2 onto ∆3 and Λ14
onto Λ13 . Then, this same mapping is used to permute the
dimensions of ũ∆Λ in accordance with the re-labeling of
cable elements. The combination of the three basic primitives
with the topological mappings thus nominally allows the
platform to transition across any of the three edges of any
base face.

3.5

Random Actions

The primitive set Ue is intended to provide a variety of
effective options, but not so many that the decision process
is unnecessarily slowed. It may be the case, however, that
some environmental features cannot be handled by any of the
available primitives. In such circumstances, the convention is
to revert to randomly sampling control inputs from the space
of valid options, which is continuous and high-dimensional.
The naive approach for SUPERball is to independently
select each i’th cable rest length within the permissible range
ui ∈ (u− , u+ ). This method, however, frequently results in
length combinations that are not feasible under the complex
coupling of the full structure, despite significant elasticity.
In practice, issuing such commands to the intermediate PID
controllers produces erratic behavior at the boundaries of
feasibility. The most common cause of this relates to the
triangle inequality for three-element loops consisting of one
bar and two cables: when the sum of the cable rest lengths is
much less than the bar length, stretching cannot make up the
difference.
A straightforward fix is to scale up the lengths of each
such cable pair ui , uj (e.g., cables 2 and 17 in Fig. 4) until
their sum, scaled by a stretching factor s = 1.2, is greater
than the bar length b. Fig. 5, illustrates typical command
tracking performance under this scheme. While some cases
Prepared using sagej.cls

Problem Summary

The task for the motion planner is to move the center-ofmass of SUPERball through an environment with obstacles
to reach a target location. This is to be done by using a
sequence of actions ũ that may be sampled from the designed
set Ue and appropriately adapted with symmetry maps, or
otherwise randomly sampled from a valid space. The path
cost is the distance traveled by the center of mass.

4

Kinematic Computations for Primitives

The motion of SUPERball is inherently dynamic, due
to nontrivial influences from gravity, friction, momentum,
etc. Physically accurate simulation of the motion requires
significant computational effort for propagation of a detailed
dynamical model. For this reason, most of the past work
has used simpler models to reason about the static stability
of the vehicle and determine shape changes that result in
gravity-induced locomotion (Caluwaerts et al. 2014; Chen
et al. 2017; Kim et al. 2015).
This section presents a related approach for quickly
computing effective motion primitives ũ through a strictly
geometric optimization problem, in which momentum
and cable elasticity are ignored. Departing from previous
applications, this setup is ultimately used to describe a small
4-dim. but meaningfully varied input space — relative to the
full 24-dim. control space — to efficiently narrow down any
search over possible actions. The aim is not to maximize
the fidelity or precision of geometric solutions, but rather to
provide a mapping from a convenient and interpretable space
onto a manifold of the much higher-dimensional control
space that is useful for dynamic execution.

4.1

Geometric Parameters

The properties of SUPERball will be expressed in terms
of its node positions qi , i.e., the endpoints at which bars
and cables are connected to each other. Collected within
the vector Q ∈ R36 , these positions give the full geometric
state. Disregarding the elastic states of the cables, their

6
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Figure 5. Variation of the lengths of several cables in response to control inputs. Every two seconds, a new value of u is sampled
(black). Actual cable values (red) attempt to track the commands, but often differ significantly due to the complex coupling of the
structure.

Figure 6. Cable length variation under a sampling scheme that is biased toward extreme values.

geometric lengths uG are fully determined by Q as uG (Q).
Since any individual element’s center-of-mass is halfway
between its endpoints, and all 12 nodes have the same type
of connectivity (one bar and four cables), the vehicle centerof-mass location is simply q̄ = Σqi /12.
The kinematic reasoning process begins with the
assumption of an initial stable configuration, with all three
nodes of the base face resting on flat ground and with
the ground-plane projection of q̄ interior to this face. The
primary criterion for inducing locomotion is to shift the
q̄ projection past one edge of the base face, producing
an unstable configuration. It is then assumed that dynamic
effects will cause the vehicle to pivot over the crossed edge
until the next face contacts the ground, as the new base.
Fig. 7 illustrates the relevant values in a simplified 2D
frame. The vertical axis ŷ corresponds to the vertical
direction in physical space, while the horizontal x̂ is the
“forward” direction, such that x̂ × ŷ is parallel with the edge
that is being pivoted over. Using an origin O located in the
center of the pivot edge, static instability is achieved when
the x-component of q̄, xC , becomes positive.

xC
M
Co

yC
current base

xt

se
ba

xF

next
foot

φ yF

O
Figure 7. Main geometric parameters governing kinematic
motion primitives, shown from a simplified side-on view.
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4.2

Kinematic Optimization Problem

Generic hard constraints g and soft constraints f are defined
as Euclidean norms of error vectors g (Q) or f (Q). The
center-of-mass constraint gC and the foot-position constraint
fF follow from:


gC (Q) = xC , yC , 0 − q̄
(3)

 

fF (Q) = xF , yF − qF,x , qF,y
(4)
Here, lateral deviations are penalized for the center-of-mass
but not for the foot.
Constraints associated with the connective elements
themselves must also be met. All of these are expressed in
terms of distances dk = kqi − qj k where the k’th structural
element connects nodes i and j. The lengths of bars, k ∈ B,
are constrained to a fixed value, while the lengths of cables,
k ∈ U, are subject to upper and lower bounds:
gB (Q) = [dk − b]k∈B
(5)


+
−
gU (Q) = max(dk − u , 0) − min(u − dk , 0) k∈U (6)

ift
sh

ne

Further effects of these values upon the resulting motion
can also be inferred. Larger xC produces stronger instability,
while larger yC implies more momentum added per degree
pivoted. The position (xF , yF ) of the node that will next
contact the ground, termed the “foot”, governs the total pivot
angle φ and the size of the next support base.

An additional soft constraint on deviations from the neutral
cable length dk = u∗ may also be considered to discourage
extreme deformations:
fN (Q) = [dk − u∗ ]k∈U

(7)

Altogether, the geometric configuration Q of SUPERball
involves 36 degrees of freedom (DoF). Imposing the frame
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of Fig. 7 accounts for six of these DoF: each of the two
nodes of the pivot edge lie upon the origin in the x̂ and ŷ
coordinates, while their sum lies upon the origin in the lateral
dimension. The last node of the base face can slide along the
ground plane but is constrained vertically. Of the remaining
30 DoF, 6 are fixed by bar lengths, leaving a bounded 24dimensional manifold of valid configurations, which is the
same as the dimensionality of the cable-length control space.
The optimization problem is then to find the node positions
Q that minimize the cost on this manifold, i.e.,
min fF (Q) + wfN (Q)

(8)

subject to gC (Q) + gB (Q) + gU (Q) = 0
with the weight w modulating the degree of deformation.

4.3

Solution Technique

The optimization problem is solved with standard gradientdescent of the cost and constraint functions that compose
Eq. 8, generically denoted la with gradient vector la . Each
function’s Jacobian Ja = ∂la /∂Q is simple to compute, and
implies a corresponding node position shift of δQ = JaT la .
The magnitude of this shift is limited to within a specified
step size. An ad-hoc coordinate descent scheme is used to
solve the problem efficiently in four stages that are repeated
until convergence:
1. Apply a large step to reduce center-of-mass cost gC
2. Apply a smaller step to improve foot positioning fF
and cable neutrality fN
3. Ensure that cable constraints gU are approximately
satisfied using one step
4. Ensure that bar constraints gB are exactly satisfied
using multiple steps
This scheme’s prioritization of large center-of-mass
changes benefited its numerical performance in practice.
Using the simple relationship uG (Q) provides geometric
cable lengths corresponding to the intended shape, all while
avoiding the matrix inversions that would be necessary for
optimizing uG directly. As a simple approximation for the
influence of elastic effects, commanded rest lengths u =
cs uG + cb incorporate scale and bias terms. These values
were fit to a random sampling of stable states and are not
varied in the gait design process. A more detailed static
model was not desired as its complexity still would not
capture dynamic effects.
The result is lastly interpreted as a motion primitive for
use in dynamic simulation through the specification of two
time intervals. First, commanded cable lengths are linearly
varied from their original value u0 to the solution u over
a duration t1 , thus moderating the dynamical influences
of actuation. Secondly, the value u is maintained for an
additional duration t2 , allowing the presumed unstable
motion to be completed. Altogether, the parameterized
kinematic controller can be denoted as
ũ = ũ (Q0 ; θ, cs , cb )
θ = [xC , yC , xF , yF , w, t1 , t2 ]
Prepared using sagej.cls

(9)

5

Design of Dynamic Controllers

As seen above, the specification of a kinematic controller
involves a 7-dimensional parameter vector θ. Parameter
tuning permits a significant degree of adaptation to the
elastic and dynamic effects that are not precisely or
explicitly modeled by the optimization process. For example,
increasing the parameter yF will generally increase the
actual vehicle’s forward foot height even if elasticity causes
a bias error. The altered forward momentum resulting from
foot height variation will then affect the role of the instability
margin xC in the next executed primitive. Ultimately,
different behavioral characteristics can be produced despite
the approximations involved in Sec. 4.
Compared to the full space of valid cable commands,
which is 24-dimensional without yet accounting for timing,
the space of possible values of θ is greatly reduced. Yet,
much more reduction is desired in order to maximize the
likelihood that a sampled input will be uniquely useful at
some point in the motion planning process. This section
will introduce a small number of metrics to assess the
performance of a choice of θ within the NTRT testbed.
Assessments will then inform the selection of just a few
values of θ that provide complementary types of forward
locomotion for consideration by the motion planner.

5.1

Evaluation Method

For each assessed value of θ, data is aggregated across
1000 seconds of the controller’s usage within the simulation
testbed, corresponding to execution of several hundred
actions ũ sequentially computed from Eq. 9. These are
selected to provide motion in a target direction (via Eq. 3),
which is given a random deviation of up to ±90◦ relative
to that of the previous action. Results thus reflect controller
performance on relevant perturbed initial states that resulted
from previous actions, rather than the neutral configuration.
The outcome of each ũ command is classified in one of
four categories for directed motion:
1. None: Remained on the original base face
2. Correct: Ended on target base face
3. Multi: Continued beyond target base
4. Wrong: Transitioned, but never reached target base
Incidences of Correct suggest predictable forward progress,
while Multi implies potentially faster but less consistent
progress. The remaining None and Wrong outcomes are
undesired. Dynamic effects are most strongly associated with
Multi, which is often induced by momentum, and Wrong.
This latter case can arise due to subtle interactions between
the vehicle’s weight distribution and the effects of friction
upon the actively deforming base face.
If the direction of motion (i.e. a target base) is not
specified, outcomes can be assessed as simply None,
Single or Multi. A related direction-agnostic measure is the
displacement, i.e., the magnitude of movement of the centerof-mass incurred over a command cycle.
Also of potential interest is the spatial step size of each
transition, of which there may be multiple per command. By
segmenting the trajectory in terms of the base face ID, and
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Figure 8. Distributions of key metric values for the four assessed random-action sampling schemes. Best viewed in color.

averaging the base’s center position, a series of “footstep”
locations are computed. The stride can then be measured
as the distance between footsteps. Finally, the ground-plane
component of the center-of-mass velocity is normed and
aggregated across all time steps to provide a general indicator
of speed.

the uniform distribution (infinite bandwidth). Clear trends
are apparent in all metrics: increasing bandwidth results in
more transitions, higher speeds, and more variable stride
length. Displacement likelihoods exhibit two or three modes,
corresponding to the three categories of command outcome.
The extremal scheme of Eq. 2 is not considered, as under
relaxed bounds it frequently causes the vehicle to fully
collapse to the ground.

5.3

Figure 9. Occurrence rates of different command outcomes for
the four assessed random-action sampling schemes.

Due to the geometric distinctions between the three transition
types identified in Eq. 1, it is natural to use a different
parameter vector θ for each one. A standard set of
values Θ = {θ ∆Λ , θ Λ∆ , θ ΛΛ } is quickly established here in
advance of exploring alternate characteristics of motion.
The procedure for setting these standard values begins
by measuring the xF and yF associated with the neutral
configuration. Then xC and yC are set so that the relationship
between the shifted center-of-mass and the next base is
similar to that between the original center-of-mass and the
current base, while still maintaining sufficient positive xC
for instability. Finally, the remaining parameters t0 , t1 , w are
set via coarse manual search, directly inspecting behavior
that results from a sequence of several ũ beginning from the
neutral configuration and favoring Correct performance.

5.4
5.2

Random Control Schemes

As discussed in Sec. 3.5, it may in some cases be
useful to complement the motion primitive set with the
use of random actions. Also noted, the feasible range of
motion (u− , u+ ) and the sample probability distribution
can be highly influential. With the more restrictive bounds
of Littlefield et al. (2017), a uniform sample distribution
produced undesired None outcomes 95% of the time, while
the extremal-biased scheme decreased this value to 70%.
The broader range of motion in the current investigation
justifies a revisiting of this design question. The evaluation
metrics described above are thus used to inform a new
choice of random sampling distribution. Figs. 8 and 9 plot
occurrence rates for various metric values using Gaussian
input distributions of three different bandwidths, along with
Prepared using sagej.cls

Standard Controller

Grid Search

The standard parameter set Θ provides a basis from which
to formulate a more systematic search of the parameter
space, which is desired for revealing qualitative trade-offs.
To maintain reasonable dimensionality, the search space is
defined as δθ, such that the parameters of Fig. 7 are altered
identically for the two simpler transition types:
Θ0 = {θ ∆Λ + δθ, θ Λ∆ + δθ, θ ΛΛ }

(10)

δθ = [δxC , δyC , δxF , δyF , 0, 0, 0]
The more difficult ũΛΛ transition is not altered due to its
relative fragility.
The four-dimensional space of δθ was explored using
a grid search and evaluated using the methods described
earlier. Fig. 10 provides heat maps of the four performance
metrics, with the values of the nested coordinate axes first
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given in a separate illustration. Significant and structured
variation of all metrics is apparent in a sampling of just
875 grid points, compared to 324 ' 3 × 1011 points for an
extremely coarse grid of the full control space.
The rate of Correct command outcomes is highest when
foot placement is far out and low to the ground, and when
the center-of-mass is shifted only modestly forward. As the
forward shift increases in magnitude and foot placement
is drawn inward and upward, the average movement speed
increases. Upon raising both the foot and the center-of-mass
even further, the rate of Multi outcomes reaches its highest
values. There thus appears to be a smooth 1D path along
which behavior changes from steady, to fast, to aggressive.
In the corner of the δxF , δyF axes that is most distant from
this path, the stride metric is seen to reach its maximum.
This value is the simplest to interpret: larger values of each
foot placement coordinate increase the size of each base and
therefore the distance between base centers, while the centerof-mass shift has little influence. Notably, regions of shortest
stride correspond to frequent Multi outcomes.

5.5

Controller Set

The results of the grid search are used to select δθ i that
approximately maximize each of the four metrics of Fig. 10,
with some consideration given to the average value in the
local neighborhood. Via Eqs. 10 and 9, these selections
correspond to four controllers Θi . Each controller can
execute any of the three transition types listed in Eq. 1, but
with unique characteristics that may be beneficial in specific
circumstances. Distributions of metric values in Figs. 12
and 11 offer some additional insight into their traits.
The Steady controller ΘS is intended for providing
reliable, if not maximal, forward progress, and indeed does
so on more than 90% of command cycles. The Fast controller
ΘF and the Aggressive controller ΘA both provide higher
rates of multiple-transition outcomes, but at a high risk of
causing movement in the wrong direction. Of these, ΘA
spends more time at low speed in order to recover from
its more extreme deformations, which may be useful for
ascending slopes or passing small obstacles with a brief surge
of momentum. Finally, the Big-step controller ΘB takes steps
that are 15-25% larger than the other controllers on average,
which may provide more options for aligning with narrow
passages in the environment.

5.6

Figure 10. Each of four different controller evaluation metrics
are plotted as a heat map on the four-dimensional space δθ ,
shown as nested 2D axes. Red boxes mark the selected
controllers, Steady (S), Fast (F), Aggressive (A), and Big (B).
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Preliminary Hardware Experiments

The complexities of tensegrity systems typically result in
substantial challenges when transferring controllers from
simulation to hardware. Because this “reality gap” has not
yet received a dedicated treatment for the new version of
SUPERball, full-scale hardware experiments are beyond the
scope of this work. Nevertheless, a small-scale test of the
above motion primitives has been conducted to demonstrate
their different characteristics on hardware. Figure 13 shows
several snapshots of the resulting motion. Footage of the
trial in both simulation and hardware is provided in the
accompanying video.
Between the first two panels, the Steady controller takes
the robot from its initial ∆ face to a resting state on
an adjacent Λ. One Λ to Λ transition is executed next;
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Figure 11. Distributions of key metric values for the four selected controllers and the random control scheme. Best viewed in color.

A∗ uses w = 1 and for w > 1, an increasingly greedier
algorithm is achieved, which sacrifices solution quality for
getting a solution more quickly.
When the top state x in the queue is considered for
expansion, all candidate motion primitives are propagated
via a physics-engine. In the previous work (Littlefield et al.
2017), the number of stored gaits was limited to a highly
curated set of primitives. These primitives are most closely
aligned with the ΘS controller parameters to Eq. 10. This
results in three primitives per state x. To provide similar
results to the previous paper, these gaits are generated
offline for a neutral initial state and then used in the online
planning process by bringing the robotic platform back to the
neutral configuration after executing a gait for one step, thus
achieving consistent movement.
Figure 12. Occurrence rates of different command outcomes
for the four selected controllers and the random control scheme.

as noted in Eq. 10, parameters were not varied for this
transition type. From the fourth to the sixth panel, the Fast
controller effects multiple transitions in a single smooth
rolling motion. The Big controller then provides similar
progress while remaining lower to the ground, before the
Aggressive controller concludes the trial by flopping forward
with a more extreme deformation.

6

Motion Planning Algorithms

This section provides an overview of motion planners for
spherical tensegrity locomotion, which vary in terms of their
action sets, algorithmic properties, and performance.

6.1

Informed Search with Dynamically Tuned
Primitives

A standard informed search method, such as weighted A∗ ,
can be used in conjunction with the motion primitives U of
Eq. 1. A queue maintains the states that can be reached and
those that have not been expanded yet, which is prioritized
based on an evaluation function f = g + w · h, where g is
the path cost from the initial state, h is an optimistic heuristic
estimate of the cost-to-go and w is a weight. The standard
Prepared using sagej.cls

In contrast to the previous work, however, there are also
other parameterizations to Eq. 10 that make more dynamic
motions, i.e., ΘF ,ΘA , and ΘB . In addition, this optimization
process can be executed online to adapt to different initial
states, no longer requiring a reset to the neutral configuration
of the robot.
The search tree given a weighted A∗ and the designed
motion primitives is shown in Fig. 14. The center-of-mass
path roughly corresponds to an unraveling of the edges of the
dual icosahedron, whose nodes are the robot’s face centers.
For open, flat environments, this solution solves problems
reliably and fast. There are concerns, however, relating to
completeness, computational efficiency and path quality.
A∗ ’s ability to find a solution depends on the traits and the
number of motion primitives. If the terrain becomes uneven,
other primitives may be needed to achieve locomotion.
Other types of motion may be needed if there are obstacles
that require significant deformation not considered during
the design of the primitives. The kinematic solver may
be able to take such constraints into account to generate
more primitives. Nevertheless, as the number of primitives
increases, a computational concern arises. Each propagation
corresponds to a call to a physics engine, and having to
evaluate multiple primitives at every state x results in a slow
down.
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Figure 13. The hardware prototype of SUPERball version 2 locomotes to the right by executing several commands. Labels indicate
the associated control parameters and base contact geometry. A specific bar is consistently highlighted for visual reference.

Figure 14. A∗ trees using offline gaits (left) and online gaits
(right). Both algorithms use the same heuristic guidance, but
the offline gaits are less adaptive to the environment. This leads
to a more dense search being performed.

6.2

Sampling-based Kinodynamic Planning

An alternative approach is to use sampling-based kinodynamic planners, such as Expansive Space Trees (Hsu et al.
2002) or RRT (LaValle and Kuffner Jr 2001). These methods
select states x in so as to promote the quick exploration
of the underlying space. In the context of RRT and for the
accompanying implementation, this is achieved by sampling
a random q̄rand and finding the state xnear in the search tree
that has the closest q̄(xnear ) to q̄rand . Then, a single random
control is propagated beginning at xnear . Strictly random
controls have been shown to be effective for kinodynamic
planning (Kunz and Stilman 2014), instead of controls that
aim to extend toward the random samples, which is desirable
in kinematic challenges. Sampling fully random controls, as
described in Sec. 3.5 and Sec. 5.2, allows more comprehensive exploration of the kinodynamic behaviors of SUPERball
but exhibits slow convergence in terms of path quality.

6.3

Anytime Kinodynamic Planning with
Dynamically Tuned Primitives

The original sampling-based kinodynamic planners aimed
to quickly find a feasible solution and did not provide
Prepared using sagej.cls

“anytime” properties, i.e., the capability of improving
solution quality over time. Furthermore, the basic versions
of these methods did not utilize heuristics in order to
guide the search process. The authors’ previous work has
focused on anytime sampling-based kinodynamic planners
that provide path quality guarantees, like SST (Li et al.
2016) and its informed variant iSST (Littlefield and Bekris
2018b). The current work adopts iSST and adapts it so as
to utilize: a) the effective sampling scheme for spherical
tensegrity locomotion provided in the previous section and
b) the dynamically tuned kinematic motion primitives, which
can provide effective guidance for finding a quick, lowquality solution through the easy parts of an environment,
which can be improved with additional computation. An
improved version of this planner was proposed with minimal
parameters and maintains the improved performance that
heuristic guidance provides Littlefield and Bekris (2018a).
The algorithm is outlined here for completeness.
Algorithm 1 provides an outline of the proposed process.
The method receives as input the initial system state x◦ ,
the goal condition G, the motion primitives U, the heuristic
function h, and the total number of iterations N . The method
maintains a search tree T , which upon initialization includes
only the initial state x◦ . It aims to construct a solution path
π, which is initiated to be empty.
At every iteration, the algorithm selects a state xselected
from the tree for propagation (lines 4-7). If the latest state
added in the tree xnew has a better heuristic cost than
its parent, then this state is immediately selected. This
is a greedy step of the algorithm that aims to exploit
heuristic information as much as possible. If no new state
was generated in the last iteration or no improvement in
the heuristic cost was achieved, the selection process is
more similar to a sampling-based method. In particular, it
prioritizes states according to an evaluation function f =
g + h, similar to that of an A∗ , and selects the best among
them. This is closely related to the BestNear approach of
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Figure 15. Adding nodes in the informed sampling-based planner. When a new node is added, other nodes nearby may have their
selection probabilities reduced, depending on their f -values. In this example, xj has its region reduced since the new node xnew
has a better f -value.

Algorithm 1: Informed Kinodynamic Planning( x◦ , G,
U, h(·), N )
1
2
3
4

5
6
7
8
9

10
11
12

13
14
15

16
17
18
19

T ← {x◦ }, π ← ∅;
xnew ← x◦ ;
for N iterations do
if xnew ! = ∅ and h(xnew ) < h(parent(xnew ))
then
xselected ← xnew ;
else
xselected ← Informed Selection(T, h(·));
if xselected propagated for first time then
xnew ← Propagate Best Primitive( xselected ,U,
h(·)) ;
else
xnew ← Random Propagation( xselected ) ;
if xnew ! = ∅ and !Branch and Bound( xnew , π)
then
Extend Tree( T , (xselected → xnew ) );
Update Selection Probabilities(T );
if xnew ∈ G and (π == ∅ or |π(xnew )| < |π|)
then
π = π(xnew );
else
xnew ← ∅;
return π;

the original SST method, but is now informed by a heuristic.
Figure 15 (left) is an illustration of the probabilities of some
nodes in the tree of being selected. When throwing a uniform
random sample in the space, if that sample intersects with
one of these regions, one of those nodes will be selected, not
necessarily the closest node. Only if the random sample does
not intersect with one of these regions does the closest node
get expanded. In traditional informed search, however, once
a state is selected, it is removed from the planner’s priority
queue and is never re-examined as all available (discrete and
finite) controls will be propagated from it once expanded.
Given the continuous nature of the underlying problem, the
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algorithm outlined here allows for re-expansion to allow for
many random controls to potentially be tried from that state.
Given xselected , the algorithm propagates a control
sequence out of it (lines 8-11). There are two modes of
operation regarding control propagation. If it is the first
time that xselected is propagated, the method considers the
motion primitives U. To minimize computing effort, the
algorithm evaluates which primitive is the best given the
heuristic function from an expected end state for the robot.
This selection is made in a partially informed approach that
picks the most beneficial available direction of motion. The
style of gait that is most appropriate, e.g., whether a Big
step is needed to align the vehicle with an upcoming narrow
passage, cannot be straightforwardly determined in advance.
Without this knowledge, gait styles are considered in a
random order rather than an arbitrary fixed order. The intent
is to avoid applying a naive bias that could cause lowerpriority gaits to be repeatedly neglected in an environment
in which they are needed.
Alternatively, if motion primitives have already been
considered at state xselected , then the method propagates
random controls. This is a less informed process, but it
is employed only after the motion primitives have been
considered to get an initial solution with the objective
of improving path quality. This addition also maintains
probabilistic completeness properties as well, since the gaits
alone may be unable to find a solution in novel environments.
The last step of the algorithm introduces additional checks
to evaluate the usefulness of the new state xnew and handles
its addition to the tree T (lines 12-18). A branch-and-bound
operation is performed, where if the value f (xnew ) is larger
the length of the current solution path π then xnew is not
added. If the state xnew is deemed useful for addition, then
the corresponding edge xselected → xnew is added and the
method updates the probability of selecting each node in
the tree given the new node. This probability is computed
by determining the volume of the state space in which
no other node has a better f -value. Figure 15 provides
and illustration of this process. By keeping track of the
closest node that has a better f -value, this can become an
estimate of the node’s importance to finding a high quality
solution trajectory. Nodes that encompass a small volume
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Figure 16. Environments used for evaluation: a) an “easy”, flat environment, b) an environment with “scattered” obstacles, c) an
environment with different heights “steps”, d) an environment with “narrow passages”, including a low ceiling. The goal is always
located in the back left corner.

have a smaller probability of being selected, since a uniform
random sample has a small probability of intersecting with
this region. If the region gets completely overtaken by
another dominance region, that node is pruned from the tree.
Overall, the proposed approach aims to manage the
exploitation versus exploration trade-off by first guiding
the search process along solutions composed of motion
primitives and then focusing towards improving solution
quality. The following experimental section demonstrates the
benefits of the proposed scheme.

7

Experimental Evaluation

To evaluate the effectiveness of the different gaits, motion
planning is performed in four different environments:
• Easy: An open, flat environment in which, the number
of obstacles is minimal and a simple path to the goal is
achievable.
• Scattered: An environment with a number of small
obstacles distributed throughout it. Collisions are not
allowed between the robot and these obstacles, making
high momentum maneuvers likely to be invalid.
• Steps: The robot can take a short path to the goal by
first ascending a set of stairs and “limboing” underneath a
bar. Alternately, it may follow a longer path on flat ground
through a tight corridor.
• Narrow: The robot must pass through narrow obstacles
and below a low ceiling. Collision with the ceiling is not
permitted, making this environment very challenging.
In all cases, a physically simulated SUPERball in the
NTRT software (SunSpiral 2012) has been used to model
interactions with the environment. Contrary to the previous
work (Littlefield et al. 2017), colliding with obstacles is not
permitted in these experiments, which makes the planning
problems much more difficult to solve. In the “stairs”
experiment, only collisions with the steps themselves are
allowed.
Three different algorithms were evaluated in these
environments. The first approach corresponds to the
informed search process based on weighted A∗ , which
employs the motion primitives as available controls. This
method is used as an evaluation of the primitives themselves,
since no randomly sampled controls are considered. Two
different sets of motion primitives are evaluated:
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• Offline-generated primitives using the Steady control
parameterization, ΘS .
{ũΛ∆ , ũ∆Λ , ũΛΛ }S
This experiment closely resembles the gait experiments
from the previous work (Littlefield et al. 2017).
• Online-generated primitives using all parameterizations,
with a reset primitive added to the set.
{ũΛ∆ , ũ∆Λ , ũΛΛ }S,F,A,B ∪ {ũ∗ }
By considering each of these primitive sets, a gradual
progression from low- momentum motion to more dynamic
gaits is evaluated. Since this is a continuous space search,
a small pruning radius is used (0.2m in these experiments).
This mimics a “rewire” operation that can occur where a
better path reaches the same node. This would never happen
in continuous space, so this pruning mimics this behavior.
The second motion planning approach is an RRT, which
utilizes the control sampling scheme described in Section
6.2. This comparison point illustrates the use of none of the
motion primitives, and is considered a naive baseline that is
not informed in any way.
The third approach is the informed kinodynamic planner
outlined in Section 6.3. Each of the motion primitive sets
used for the weighted A∗ experiments is also used here. All
algorithms are evaluated in terms of two criteria:
• Time elapsed until the first discovery of a valid solution
• Trajectory quality as a function of total search time
Trajectory quality is computed as the total duration of its
physical execution within the simulation testbed.
These three representative planners were chosen to
highlight the effectiveness of the primitive sets, while also
emphasizing that the primitives cannot deal with every setup.
The RRT method and the weighted A∗ are meant to be two
extremes on a spectrum of “random sampling of controls” vs
“using a discrete, fixed set motion primitives”, respectively.
The informed kinodynamic planner highlights a strategy that
balances this tradeoff. It prioritizes the designed motion
primitives and as a fallback when those primitives are not
suitable to the environment, it uses random controls.

7.1

Results

Figure 17 reports the methods’ success ratio as a function of
computation time on a modern desktop workstation without
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Figure 17. Number of solutions found over computation time for each algorithm in the “easy”, “scattered”, “steps”, and “narrow
passage” environments (from left to right). The sampling-based algorithms were executed 30 times each. A∗ planners do not find
solutions in the last two environments.

Figure 18. Average solution quality over computation time (with standard deviation) for the three methods in the “easy”, “scattered”,
“steps”, and “narrow passage” environments (from left to right). The sampling-based algorithms were executed 30 times each.
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Figure 19. Different solutions paths produced by A∗ in the easy
and scattered environments. Offline usage is on the left, online
usage is on the right. Online gait utilization results in solutions
that are three times better than using offline gaits.

parallelization. Figure 18 provides the average solution cost
over time for the different environments. In the easy and
scattered environments, A∗ is able to find solutions using
only the gait controls. The types of gaits that composed the
solution trajectories for these two environments are totaled
in Table 1. Fast gaits are highly favorable, but each of the
other gaits has a role in moving around obstacles. The use of
fast gaits in the online version of A∗ also explains the vastly
improved path quality over using the offline gaits. Example
search trees for A∗ in the scattered environment can be found
in Figure 14. When comparing the solutions between the
offline and online use of the gaits, qualitatively, they are
very different. Figure 19 shows the different A∗ paths for the
different test cases. Using the online gait generation results
in smoother paths, which is the result of using much faster
gaits.

Easy
Scattered

ΘS
2
1

ΘF
19
10

ΘA
1
1

ΘB
2
3

Table 1. A∗ Solution Gait Composition. The introduction of fast
gaits allows for a significant improvement in path quality.

The more difficult environment experiments did not
produce an A∗ result within the ten minute time limit.
This can occur due to inability of the gaits to traverse
the environments due to collisions, or due to hitting the
time limit of ten minutes. Adding more diverse gaits to
the gait library could potentially remedy this issue, but
each additional gait parameterization imposes additional
computational cost, leading to much longer planning times.
RRT is able to do well in finding candidate solution
trajectories in all of the test environments. The quality of
those solutions, however, tends to be poor. This is to be
expected given that RRT does not consider path quality at
all during its search.
When using the informed sampling-based planner, the
tradeoff of using a larger gait library is discovered. In all
the environments, the use of many online gaits reduces the
rate at which the planner can find solution trajectories. This
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is compared to the offline gaits, where in all but the narrow
passage environment the informed planner is competitive
to the exploring RRT. The use of offline gaits allowed the
planner to find initial solutions quickly, and then improve
them over time. Example search trees can be found in Figure
20. As stated previously, the environments are configured
so that most collisions are considered invalid, making
the motion planning problem difficult in these scenarios.
Random sampling is useful to overcome these challenges
when gaits are unable to handle the environment.
When a solution is discovered using the online-evaluated
gait library, however, the quality of those solutions is
significantly better than all other algorithms except for A∗
equipped with the same gaits. The informed planner using
online gaits can also overcome A∗ ’s drawback and find
solutions in the steps and narrow passage environments,
though with an overhead of having to exhaust all of the
gait options before trying out random controls. To examine
the gait composition of solutions when using the informed
planner, see Figure 21. In the given time budget, solutions
are still mostly comprised of gaits and not random controls.
The random controls that do show up are usually necessary to
overcome some environmental difficulty, like in the narrow
passage environment and its low ceiling.
This is the main drawback of using gaits in the
sampling-based planner. When the gaits work, they allow
for quick initial solutions that can be improved given
more computation. If the gaits are poorly suited to the
environment, they place a burden on the planner. A
crucial future step is to quickly determine from the local
environment what gait type will be useful.

8 Discussion
Using gaits provides faster solutions and better path quality
than merely sampling random valid controls, even after
ensuring that the random sampling scheme is appropriate
for the platform. This has enabled the demonstration of
efficient kinodynamic motion planning for a tensegrity rover
to traverse irregular environments.
The tunable geometric optimization problem for designing
dynamic primitives produced significant quantifiable variations of behavior. Identification of symmetry properties
furthermore reduced the extent of the design problem. In the
current implementation, the choice of whether to make use
of multiple types of behaviors or to simply use one standard
gait appears to be a trade-off.
Gait diversity can be strongly beneficial to path quality, as
some members of the library are better tailored to particular
terrain features than the standard gait. The discovery of
an initial solution may take longer, however, due to the
overall larger space of possibilities and the chance of initially
mismatching gaits to the environment. At present, the gait
library thus represents a middle-ground in the continuum
between comprehensiveness of the space of considered
actions on one hand, and high marginal utility provided by
each option on the other hand.
The clearest strategy for maximizing both path quality and
planning efficiency is to mitigate the expense of a broader
action space by sampling actions intelligently. Future work
will improve the informed sampling scheme via heuristic
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Figure 20. Example search trees for the informed planner in the “easy”, “scattered”, “steps”, and “narrow passage” environments
(from left to right).

Figure 21. Gait composition for successful trajectories computed by the informed sampling-based planner.R represents random
controls, S represents steady gaits, F represents fast gaits, A represents aggressive gaits, and B represents big gaits.

assessment of the usefulness of each gait type on different
categories of terrain features. It may then be possible
to prioritize the sampling of Fast gaits on open terrain,
Aggressive gaits for ascending steps or slopes, Big gaits for
aligning with narrow passages, etc. Effective usage would
provide the best of both worlds: context-appropriate actions
without having to spend extensive effort on either sampling
or online design.
This degree of informed sampling would become
even more important in scenarios that require additional
specialized behaviors. A sophisticated library of primitives
could contain actions that are optimized for transient
movements alongside others that are designed for sustained
execution. Although the planning paradigm works with
arbitrary primitives, their interactions may be important
to consider for effective sequencing. For example, when
moving at full speed it might be pointless to consider a sharp
turn without first slowing down. Fully informed primitive
selection would then account for both the local environment
characteristics and the dynamic initial state of the vehicle.
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The gaits used in this work are applied in roughly
open-loop fashion, i.e., they account for the shape of the
vehicle at the beginning of execution but do not react to
the influence of the local environment as motion evolves.
Incorporation of feedback properties into the designed
gaits would improve their adaptiveness and reliability. This
would increase planner’s effectiveness while potentially also
ensuring that the primitive library only needs to contain
qualitatively diverse gaits, rather than needing more gait
options to handle perturbations in the environment.
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