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Abstract Tensegrity-based robots can achieve locomotion through shape deformation and compliance. They are highly adaptable to surroundings, have light weight,
low cost and high endurance. Their high dimensionality and highly dynamic nature,
however, complicate motion planning. So far, only rudimentary quasi-static solutions have been achieved, which do not utilize tensegrity dynamics. This work explores a spectrum of planning methods that increasingly allow dynamic motion for
such platforms. Symmetries are first identified for a prototypical spherical tensegrity robot, which reduce the number of needed gaits. Then, a numerical process
is proposed for generating quasi-static gaits that move forward the system’s center
of mass in different directions. These gaits are combined with a search method to
achieve a quasi-static solution. In complex environments, however, this approach is
not able to fully explore the space and utilize dynamics. This motivates the application of sampling-based, kinodynamic planners. This paper proposes such a method
for tensegrity locomotion that is informed and has anytime properties. The proposed
solution allows the generation of dynamic motion and provides good quality solutions. Evaluation using a physics-based model for the prototypical robot highlight
the benefits of the proposed scheme and the limits of quasi-static solutions.

1 Introduction
A versatile class of mobility platforms
has emerged from the structural principle of tensegrity [31], which distribute
stresses across a compliant network of
linear elements, such as rods and cables, as shown in Figure 1. The concept
was first explored in architecture [9]
Fig. 1 Tensegrity robots: a) NASA SUPERball:
and biology, as it relates to spine struc- a robotic icosahedron with 6 rods and 24 catures [17] and cytoskeletons of single- bles [29]. b) A duct climbing robot: 2 tetrahedral
celled moving organisms [12]. Tenseg- frames with 8 actuated cables [7].
rity structures are able to physically change their structural expression based on
external forces, while minimizing bending and shearing [31].
Zakary Littlefield, David Surovik and Kostas Bekris are with the Computer Science Department of
Rutgers University, NJ, USA. e-mail: zwl2/david.surovik/kostas.bekris@cs.rutgers.edu
Weifu Wang is with the Computer Engineering Dept. of the University of Albany, SUNY, USA.
e-mail: wwang8@albany.edu

1

2

Zakary Littlefield, David Surovik, Weifu Wang and Kostas E. Bekris

Tensegrity Robotics: Tensegrity robots actively control cable lengths and can
adapt to contact dynamics. Given their compliant nature, they are ideally suited
for unstructured terrains [13, 22], where contact forces impact the motion of the
system and traditional mechanisms are not as adaptive [36]. These benefits have
motivated ongoing work on the design, simulation, and hardware prototyping of
tensegrity robots [31, 6]. Multiple behaviors have already been demonstrated: crawling [24, 22], swimming [3], rolling locomotion [13, 14], and deployment as compliant many-DoF joints, as in Fig. 1(b). Example uses include search and rescue
in disaster areas, the exploration of natural environments, exploration and cleaning
of pipes and ducts [7], and space-related applications [8]. Early prototypes were
focused on form finding or basic motion primitives and were limited to no sensor
feedback [24, 28, 21, 30, 4]. More recently, ReCTeR is an un-tethered tensegrity
prototype that allows for closed-loop locomotion [6].
A similar geometry tensegrity robot
is SUPERball, which is a prototype
planetary exploration rover for NASA
to study dynamic locomotion and path
planning [5, 29]. Figure 2 illustrates
the capabilities of SUPERball. This is
the focus platform for the current paper, given a model of the robot in a
physics engine [1], which has been ver- Fig. 2 SUPERball tensegrity robot prototype:
ified against the physical prototype [23]. a) during a test at NASA Ames. b) active
Motion planning for such systems is crouching by contracting cables (background
needed to perform tasks with long hori- and cables removed) c) deformation during
droptest d) rolling from face to face.
zons, such as goal-directed navigation,
obstacle-avoiding locomotion or purposeful deformation of a tensegrity robot.
Solving such problems, however, is challenging because both the state and control spaces of tensegrity robots are high-dimensional and they are highly-dynamic
systems. These traits arise from the several elements that comprise the robot and
their complex interactions and contacts with the environment. Furthermore, providing a predictive model for a tensegrity robot requires a physics-based simulator [1],
which is a computationally expensive primitive. This implies that a motion planner
needs to minimize calls to the physics engine to achieve efficient computation.
Prior Planning Approaches for Tensegrity Robots: Some early planners provided deployment and shape changes through optimization to generate statically
stable configurations [25, 33]. Further work accounted for self-collisions [35, 10].
More recent approaches plan paths for tensegrity mobility but assume a control process slow enough to eliminate dynamic effects [35, 26]. This quasi-static approach is
popular in civil engineering [27] but is not desirable in robotics. Methods have been
developed for utilizing the dynamics of tensegrity structures at a local level, either
along static equilibrium manifolds [32] or through feedback linearization control
laws [2] and Lyapunov-based controllers for 3D systems [34]. These approaches
generally have not accounted for self-collisions or environmental contacts, limiting
real-world applicability.
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Preliminary work by the authors has provided a proof of concept application of
sampling-based kinodynamic planning to a tensegrity-based robot [20]. The initial
attempt was fairly computationally expensive as it exclusively depended on random
controls, which did not result in meaningful tensegrity locomotion. This prior work
did not consider quasi-static solutions and did not provide a comparative evaluation.
Contribution: This paper investigates motion planners for spherical tensegrity
locomotion, which span the spectrum of quasi-static to fully dynamic. First, it proposes a kinematic reasoning for generating highly controllable but slow gaits for
the purposeful movement of SUPERball. The number of gaits needed is minimized
by identifying the platform’s topological symmetries. An informed search process,
such as A∗ , that uses these kinematic gaits can then solve some problems effectively in a quasi-static manner. More challenging problems, however, may require
significant deformations or the excitement of the platform’s dynamics.
The current work shows that sampling-based kinodynamic planners, such Expansive Space Trees [11] and RRT [16], can generate solutions in these more challenging setups, as long as an appropriate control sampling process is employed. The
proposed sampling scheme simultaneously accounts for constraints that arise due
to couplings between different control inputs, and biases toward values that have a
high probability of effecting useful motion. The overall control selection process,
which includes quasi-static gaits, provides a full range of capabilities from slow,
purposeful motions to fast, dynamic motions.
The early sampling-based kinodynamic planners, however, do not improve solution quality over time. The current paper builds on top of recent contributions by the
authors [18, 19] to develop an anytime kinodynamic planner for spherical tensegrity
locomotion that is informed by the proposed quasi-static reasoning. In particular,
the proposed method is initially biased along a quasi-static solution by using the
generated kinematic gaits. When these gaits do not make progress or once an initial
solution has been found, the method utilizes the control sampling process to explore
high-quality dynamic solutions. Experiments using the physically simulated model
of SUPERball show the benefits of the planner. It achieves improved solution quality and good computational performance relative to alternatives, while working in a
variety of environments and adapting its performance to the scene’s characteristics.

2 Setup: Target Platform and Identification of Symmetries
Platform’s Structure: SUPERball is an approximately spherical tensegrity platform. Its convex hull is pseudo-icosahedral as true icosahedrons have equal triangles. All compressive elements (bars) cross its interior and all tensile elements (cables) lie on its exterior. The bars end up on nodes where the cables link to. The
following discussion reasons about the faces of the structure as follows:
• ∆i , i ∈ [0, 7]: These are eight triangular exterior faces, which have cables along
all three edges and never share an edge with another ∆i .
• Λi , i ∈ [8, 19] , triangular faces: The remaining 12 faces have cables on only two
edges. They occur in pairs with a shared cable-free “virtual” edge.
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The state x of SUPERball can be expressed as a collection of six rigid body
states, expressing the translational and rotational position and velocity of each bar,
combined with the rest lengths of the cables. These lengths may differ from the actual cable lengths, which are derivable from bar states, due to elastic deformation.
Motion can be induced by commanding cable rest lengths u within a feasible range
of u− = 0.35b to u+ = 0.65b with a standard value u∗ = 0.57b, where b is the length
of a bar. If all the cable lengths have the standard value, then this gives rise to the
standard cable point u∗ , seen in Figure 3(left), where the ∆i faces are equilateral and
the Λi are isosceles. An intermediate PID controller governs the behavior of the cable spool motors to attempt to fulfill these commands within limitations on actuation
speed of about ω = 0.17b/sec. Given the use of a PID controller, the available controls for planning purposes correspond to desired cable lengths. The physical model
of the platform used during planning assumes the cables to always have tension and
no slack between the two connected rods. While this is an approximation of reality,
the real platform aims to keep the cables close to tension. The motion model for
these cables is modeled as torques on a spooling motor.

∆

Λ
Λ

Fig. 3 SUPERball topology flattened onto the plane after making a cut, shown as gray boundaries.
Nodes are represented by circles, actuators by black lines, virtual edges by dotted lines, and ∆i
equilateral faces are shaded. The thick, colored curves correspond to rigid bars that connect the
corresponding nodes. The bars are in the interior of SUPERball and do not define exterior faces.
Matching bars are parallel in physical space.

Topological Mapping: In its standard configuration, SUPERball exhibits pyritohedral symmetry: there are 24 unique combinations of rotations and reflections
that result in an equivalent configuration. This regularity is also expressed topologically: all nodes are connected to four cables, all ∆i faces are bordered by three Λi
faces with the same relative handedness, etc. Figure 3 presents a 2D illustration of
the system topology in relation to its 3D expression. Upon actuation, the platform
becomes physically asymmetric, but the structural connectivity of its various elements remains constant. While the 24 rotation and reflection operations no longer
preserve configuration, there remain 24 unique permutations of element ID labels
that preserve topology, referred to as topological mappings.
Motion Primitives: The basic locomotive operation for SUPERball is to transition from one face on the ground to an adjacent face on the ground instead. This is
illustrated by the green arrows in Figure 4. Since the surface geometry of SUPERball contains 24 edges occupied by cables and six additional virtual edges, 60 such
transitions are possible when accounting for directionality. Nevertheless, reduction
under topological equivalence reduces this set of possibilities to three options: i)
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Λ → ∆ , ii) ∆ → Λ , and iii) Λ → Λ . An additional, longer transition ∆ → Λ → ∆ is
also considered as it can easily be achieved in a single fluid motion. Consequently,
designing motion primitives for the following four transitions is sufficient to allow
the robot to switch between any pair of faces:
U = {ũΛ ∆ , ũ∆Λ , ũΛΛ , ũ∆Λ ∆ }
(1)
5
Consider Figure 4 where, for instance, motion
primitive ũ∆Λ was designed to transition from face
22
∆2 over edge 22 to Λ14 . If the robot is resting upon
ũ∆Λ
Λ14
8
11
∆2
face ∆3 , the same primitive can be reused to transition to Λ13 as long as two steps are applied to
2
3
adapt ũ∆Λ . First, the topological mappings need
∆3
7
Λ12
to be applied that map face ∆2 onto ∆3 and Λ14
ũ∆Λ
onto Λ13 . Then, this same mapping is used to per17
Λ13
mute the dimensions of ũ∆Λ in accordance with
1
9
the re-labeling of cable elements. Note that when
Fig.
4
Two
equivalent
instances
of
beginning on a ∆ face, both u∆Λ and u∆Λ ∆ primithe ũ∆Λ motion primitive are detives can be executed, totaling six options. From a
picted on a subset of SUPERball’s
Λ face, uΛ ∆ can be executed over either long edge topology with element ID labels.
or uΛΛ over the short edge, for three total options.
Time-Parameterized Control: The simplest option for defining ũ is a single
point u in the control space U, i.e., a set of target cable lengths, and a duration T .
The underlying PID controller will then attempt to satisfy u. Achieving u, however,
may not be feasible under geometric constraints or may require significant actuation
time. Values of T can be defined in proportion κ to the actuation rate ω and the total
actuation necessary based on the previous cable point, i.e., T = ku − u0 k∞ (κ/ω),
where u is the commanded cable lengths and u0 is the previous set of cable lengths.
Another parameterization is a sequence ũ = {u1 , u2 , . . . , uM } of cable lengths
used as targets one after the other. More generally, ũ is a continuous path through
the 24-dim. domain of cable points U ⊂ R24 . Time is discretized at 10 Hz, in line
with processing limitations on the real robot. Simple locomotive actions typically
last in a range of around 10 to 30 time steps or 1 to 3 seconds. The cost of exploring
these possibilities motivates the offline determination of good motion primitives.
A compromise between constant inputs and 30-step sequences is to define only
a few (M  30) cable points and interpolate linear transitions between them, which
makes the response of the physical platform more stable. Beginning from the standard cable point u∗ , the series ũ can then be parameterized as {ui , δti }1:M with
lin (ui , u j , δt) denoting a linear transition from ui to u j over δt time steps:
ũ = concatenate( lin (u0 , u1 , δt1 ) , lin (u1 , u2 , δt2 ) , · · · , lin (uM−1 , uM , δtM ) ) (2)

Using uM = u0 (= u∗ ) makes these primitives easier to apply in sequence, but
requires time spent reconfiguring without achieving forward movement. In the following discussion, both control parameterizations will be used: a) constant inputs
will be used when randomly sampling control online and b) the set of longer sequences listed in Eq. 1 will be pre-established offline as useful motion primitives.
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Problem Summary: The target task is to move the center-of-mass of SUPERball
through an environment with obstacles to reach a target location. The path cost
is the distance traveled by the center of mass. Because of the platform’s rugged
nature, collisions with the environment are permissible and may even be beneficial
for providing traction or helping the robot compress itself at a narrow gap.

3 Kinematic Primitives
The motion of SUPERball is inherently dynamic, due to nontrivial influences from
gravity, friction, momentum, etc. Physically accurate simulation of the motion requires significant computation. Strictly kinematic approaches for generating motion,
though less realistic, are very light-weight. They can provide commands ũ based on
simple reasoning about static stability for the center of mass q̄, which is the mean of
all nodes: q̄ = Σ qi /12, i.e., the endpoints of rigid bars, where the cables are attached.
Kinematic Objective: The process assumes that the platform starts at the standard cable point u∗ , where a single triangular face is in contact with the ground. In
such configurations, the downward projection of the center of mass q̄ lies within that
“base face”. The objective is to generate a motion primitive that causes a neighboring face to become the base relative to the current one, i.e., to cause SUPERball to
roll. The roll occurs when the downward projection of q̄ is moved across any edge
of the current base face. Once the roll occurs, SUPERball should attain again the
standard cable point u∗ , from where these primitives can be applied sequentially.
One way to compute the necessary deformation would be to compute the geometric effect of u upon q̄. This is computationally prohibitive even under coarse
discretizations given the high-dimensionality of U. Alternatively, a method is followed that numerically evaluates the sensitivity of u to a change of q̄ so as to find
the control that produces a desired shift.
Constraints: Ignoring elastic effects, SUPERball’s 6 rigid body states provide
36 degrees of freedom (DoFs), corresponding to 12 node positions qi . Relative
distance constraints account for 30 DoFs, with 24 corresponding to cable lengths
uk and six more to bar lengths b, which are constant and equal. The remaining
free 6 DoFs correspond to the absolute position and orientation of the platform.
The relationship q̄ (u) requires solving a system of distance constraint equations
dk = kqi − q j k where each k’th structural element connects nodes i and j, with
dk = uk for k ∈ (0, 23) and dk = b for k ∈ (24, 29). No analytical approach exists for
solving such a large set of constraints. Furthermore, many cable points u may not
be valid for the system, such as when a series of two cables linking opposite ends of
one bar do not satisfy the triangle inequality.
Solution Technique: A constraint Jacobian J can be computed to numerically
approximate the sensitivity of q̄ to u through linearization about a reference value

T
of u. Denoting the set of node coordinates as Q = qT1 , qT2 , . . . , qT12 , then:
δ ui
, δ u = Jδ Q
(3)
Ji, j =
δqj
where individual terms Ji, j reflect small shifts along the manifold that satisfy the distance constraints imposed by other elements. If any node qi drifts below the ground
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plane during this variation, an operation is applied to the entire set such that the
lowest three nodes are precisely at ground level.
The local sensitivity of the center of mass can similarly be posed as δ q̄ = Jδ Q.
Then, the cable length change that fulfills a desired movement of q̄ is:
δu = J ·J

−1

· δ q̄,

where J

−1

is a pseudo-inverse.

(4)

Using this linearized information to produce large changes, however, can result
in constraint violations. To satisfy the constraints a 2-step process is followed. The
cable lengths are first satisfied, which is an easier problem, regardless of the bar
constraints. The second step is to ensure that all bars have length b by appropriately
moving the nodes, while minimizing the changes to the discovered cable lengths.
These two steps can be applied iteratively until the nodes move less than a predefined threshold. A Python implementation of the process requires about 0.2 seconds
of runtime in a single threaded implementation on a commodity laptop computer.
Designing Primitives: The above process is used offline to define the motion
primitives of Eq. 1. Each primitive is initiated at u∗ , the reference cable lengths, and
δ u is computed to move the planar projection of q̄ to the edge between the current
base face and the targeted one. This shift is divided into a series of 3 targeted cable
points to help accommodate constraints at intermediate stages. Once q̄ is moved beyond the edge of the current face, the system begins to “flop” over due to gravity.
Then, a single linear transition back to u∗ is commanded to occur and u∗ is held constant until the system stabilizes. Thus, the overall motion primitive corresponds to
the sequence of cable lengths (u∗ , u1 , u2 , u3 , u∗ , u∗ ), where the transitions between
cable lengths are found using the described, numerical kinematic solver. The double
face transition ũ∆Λ ∆ uses the same center-of-mass shifts as ũ∆Λ and achieves its
second transition due to strong dynamic effects.
For example, consider again Figure 4. If the robot begins at u∗ and is resting
upon face ∆2 , its center of mass lies directly above the center of that face. In order to
design a command u that causes a transition onto face Λ14 , three incremental centerof-mass shifts δ q̄ are specified that would relocate q̄ so that its planar projection
lies on the opposite side of cable 22. Eq. 3 is then evaluated incrementally using this
input and the new control value u∗ + δ u is post-processed to ensure that all nodes
connected by bars, e.g., 8 and 9, are exactly distance b apart.
The motion primitives also require the timing parameterizations
{δt1 , . . . , δt5 } of Eq. 2 to be computed.
For this purpose, an exhaustive search
is performed offline over a range of
possible δti values using the physics
engine. The goal of the search is to
minimize the total duration of the motion primitive while maintaining robustness to noise in the initial state. In
particular, the process defines a success ratio for each 4-tuple of time steps Fig. 5 Analysis for ũ∆Λ and ũΛΛ primitives.
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{δt1 , δt2 , δt3 , δt4 } by simulating it from 50 perturbed initial states in a flat environment. The success ratio counts the number of outcomes that resulted in stably
resting upon the targeted face. The final step δt5 is set equal to the time needed for
the center of mass to reach the middle of the targeted base face within a threshold,
although additional time would be needed to fully dissipate kinetic energy.
The timing search process revealed that the platform’s natural stability characteristics allowed transition onto ∆ faces to be achieved very easily, meaning that the
intermediate control points u1 and u2 were not needed. The more stable transitions
ũΛ ∆ and ũ∆Λ ∆ were robustly achieved with values δt1 = δt2 = δt4 = 0, where only
δt3 = 1. For the motion primitives ũ∆Λ and ũΛΛ it was necessary to make use of
intermediate center of mass points, i.e., δt1 = δt2 = δt4 6= 0. Fig. 5 shows the relationship between actuation duration and the highest success ratio for the less stable
transitions ũ∆Λ and ũΛΛ . The least trivial transition, uΛΛ , required 18 time steps to
reach 90% consistency. Snapshots of all transitions are shown in Fig. 6.

Fig. 6 Snapshots of executions of the three single face transitions and the natural double-transition.

4 Algorithms
This section provides an overview of motion planners for spherical tensegrity locomotion, which span the spectrum of quasi-static to fully dynamic solutions.

4.1 Quasi-static Solution via Informed Search
A standard informed search method, such as weighted A∗ , can be used in conjunction with the kinematic motion primitives U of Eq. 1. A queue maintains the states
that can be reached and which have not been expansion yet, which is prioritized
based on an evaluation function f = g + w · h, where g is the path cost from the
initial state, h is an optimistic heuristic estimate of the cost-to-go and w is a weight.
The standard A∗ uses w = 1 and for w > 1, an increasingly greedier algorithm is
achieved, which sacrifices solution quality for getting a solution faster.
When the top state x in the queue is considered for expansion, all available motion primitives ũ ∈ U for x are physically propagated. This set depends on the base
face at x and whether it is of type ∆ or Λ . Furthermore, the applicable topological
mappings are selected to determine the edge of the current base face that will be
traversed for each motion primitive. The available motion primitives are as follows:
• If the base face is Λ : conduct a single-face transition over any of the 3 edges.
• If the base face is ∆ : conduct a single-face or a two-face transition over any
of the 3 edges, for a total of six options.
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The heuristic value h at each state x is computed as the shortest path for a simplified spherical rigid body to reach the goal, while avoiding obstacles. This spherical
rigid body has a radius value such that it fits at the interior of the tensegrity platform
without touching the bars. At each state x, the sphere is centered at the center of
mass at that state. Then, the shortest path to the center of mass at the goal state is
computed. The computation of the heuristic is sped up online given a probabilistic
roadmap constructed offline for the spherical approximation.
The search tree given a weighted A∗ and the
designed motion primitives is shown in Fig. 7.
The center-of-mass path roughly corresponds to
an unraveling of the edges of the dual icosahedron, whose nodes are the robot’s face centers.
For open, flat environments, this quasi-static solution solves problems reliably and fast. There Fig. 7 Weighted A∗ search tree in a
are concerns, however, relating to completeness, flat open environment for w = 2. In
computational efficiency and path quality.
blue: the solution path.
The method’s ability to find a solution depends on the traits and the number of
motion primitives. If the terrain becomes uneven, other primitives may be needed
to achieve rolling. Other types of motion may be needed if there are obstacles that
require significant deformation not considered during the design of the primitives.
The kinematic solver can take such constraints into account to generate more primitives. Nevertheless, as the number of primitives increases, a computational concern
arises. Each propagation corresponds to a call to a physics engine, and having to
evaluate multiple primitives at every state x results in a slow down. Furthermore,
this approach is strictly limited to quasi-static paths, where after every flop the platform has to settle back to a stable configuration. These are low quality solutions that
make simplistic assumptions and do not leverage the platform’s dynamics.

4.2 Sampling-based Kinodynamic Planning
An alternative approach is to use sampling-based kinodynamic planners, such as
Expansive Space Trees [11] or RRT [16]. These methods select states x in so as to
promote the quick exploration of the underlying space. In the context of RRT and
for the accompanying implementation, this is achieved by sampling a random q̄rand
and finding the state xnear in the search tree that has the closest q̄(xnear ) to q̄rand .
Then, a single random control is propagated beginning at xnear . Strictly random
controls have been shown to be effective for kinodynamic planning [15], instead
of controls that aim to extend toward the random samples, which is desirable in
kinematic challenges.
Sampling Generic Controls: Sampling random controls, instead of considering only the predesigned primitives, allows more comprehensive exploration of the
kinodynamic behaviors of SUPERball. Nevertheless, the control sampling process
must be carefully considered. A naive sampling scheme is to independently select
each i’th cable length within the permissible range ui ∈ (u− , u+ ) using a uniform
probability distribution. This method, however, frequently results in impermissible
cable values during execution. The most common cause of this is violation of the
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triangle inequality for three-element loops consisting of one bar and two cables, i.e.,
when the sum of the cable lengths is less than the bar length. In practice, issuing
such commands actually causes violation of the upper bound on length for other
cables in the platform.
A straightforward fix is to scale up the lengths of each such cable pair (e.g., cables
2 and 17 in Fig. 4) until their sum is greater than the bar length b. While this greatly
reduces the incidence of invalid lengths, performance in terms of effecting motion
remains poor. As is suggested by the cable length time series of Fig. 8, uniform
sampling returns many middle-ground values for cable lengths. Only rarely are the
cumulative effects sufficient to cause useful motion. Experimental trials indicated
that less than 5% of these commands resulted in face transitions.

Fig. 8 Variation of the lengths of several cables in response to control inputs. Every two seconds,
a new value of u is sampled (black). Actual cable values (red) attempt to track the commands, but
often differ significantly due to the complex coupling of the structure.

Thus, a different scheme is needed for producing effective inputs more frequently. This is achieved by pairing cables that link opposite ends of a bar and
jointly sampling their values from the following set:




ui , u j ∈ u+ , u+ − b , u+ − b, u+ , u+ , u+
(5)
The triangle inequality is thus satisfied for every bar-cable-cable loop, while otherwise maximizing the deviation of each ui from u∗ in one direction or another.
Fig. 9 shows the much more sharply varying behavior that arises with this method.
It was found that about 30% of control inputs sampled in this way produce a transition to another face. Notably, as seen in the first plot of Fig. 9, invalid cable lengths
remain an occurrence. While this cannot be completely avoided, the validity rate of
85% was found to be sufficient for effective planning.

Fig. 9 Cable length variation under a sampling scheme that is biased toward extreme values.

Table 1 summarizes the benefits of the proposed sampling. More than 90% of
propagations drawn violate the safe bounds of the platform under naı̈ve uniform
sampling. Respecting fundamental constraints ensured that nearly all samples produced safe motion, but few of these resulted in flops. An increase in the rate of
useful motion generation is achieved by biasing the cable values to their extremes.
Experiments show that a method like RRT equipped with the above sampling process can discover solutions for more complex challenges relative to A∗ applied over
the motion primitives. This requires significant computational effort, however, and
the resulting path quality can remain low even when allowed additional runtime.
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Uniform, unconstrained
Uniform, constrained
Extreme, constrained

valid flop
0.6%
0.3%
30.2%

valid no-flop
6.0%
95.0%
55.4%

11

invalid
93.4%
4.7%
14.4%

Table 1 Rates of motion production and validity for control sampling schemes (1000 samples).

4.3 Anytime Kinodynamic Planning Informed by Kinematic Gaits
The original sampling-based kinodynamic planners aimed to quickly find a feasible
solution and did not provide “anytime” properties, i.e., the capability of improving
solution quality over time. Furthermore, the basic versions of these methods did not
utilize heuristics in order to guide the search process. The authors’ previous work
has focused on anytime sampling-based kinodynamic planners, like SST [18] and
its informed variant iSST [19]. The current work adopts iSST and adapts it so
as to utilize: a) the effective sampling scheme for spherical tensegrity locomotion
provided in the previous section and b) the kinematic motion primitives, which can
provide effective guidance for finding a quick, low-quality solution through the easy
parts of an environment, which can be improved with additional computation.
Algorithm 1: Informed Kinodynamic Planning( x◦ , G, U , h(·), N, δw )
1
2
3
4
5
6

T ← {x◦ }, π ← 0;
/
xnew ← x◦ ;
for N iterations do
if xnew ! = 0/ and h(xnew ) < h(parent(xnew )) then
xselected ← xnew ;
else
xselected ← Informed Deterministic Selection(T, h(·));

7

10

Update Priority Queues(T, xselected );
if π == 0/ and xselected propagated for first time then
xnew ← Propagate Best Primitive( xselected , U , h(·)) ;

11

else

8
9

xnew ← Blossom Random Primitives( xselected , h(·)) ;

12

17

if xnew ! = 0/ and !Dominated( xnew , T , δw ) and !Branch and Bound( xnew , π) then
Extend Tree( T, (xselected → xnew ) );
Prune Dominated Nodes( T , xnew , δw );
if xnew ∈ G and (π == 0/ or |π(xnew )| < |π|) then
π = π(xnew );

18

else

13
14
15
16

19
20

xnew ← 0;
/
return π;

Algorithm 1 provides an outline of the proposed process. The method receives as
input the initial system state x◦ , the goal condition G, the motion primitives U , the
heuristic function h, the total number of iterations N and a pruning radius δw . The
method maintains a search tree T , which upon initialization includes only the initial
state x◦ . It aims to construct a solution path π, which is initiated to be empty.
At every iteration, the algorithm selects a state xselected from the tree for propagation (lines 4-8). If the latest state added in the tree xnew has a better heuristic
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cost than its parent, then this state is immediately selected. This is a greedy step of
the algorithm that aims to exploit heuristic information as much as possible. If no
new state was generated in the last iteration or no improvement in the heuristic cost
was achieved, the selection process is close to that of an informed search algorithm.
In particular, it prioritizes states according to an evaluation function f = g + w · h,
similar to that of a weighted A∗ , and selects the best among them according to a
priority queue. In traditional informed search, however, once a state is selected, it
is removed from the queue and is never re-examined as all available (discrete and
finite) controls will be propagated from it. Given the continuous nature of the underlying problem, the proposed algorithm inserts xselected in a secondary queue upon its
selection. When the primary queue is empty and all nodes have been selected, then
the secondary queue replaces the primary one. This allows the algorithm to revisit
states and achieve a comprehensive exploration of the state space.
Given xselected , the algorithm propagates a control sequence out of it (lines 9-12).
There are two modes of operation regarding control propagation. Until an initial
solution is found and if it is the first time that xselected is propagated, the method
considers the motion primitives U , where each primitive first brings the system to
the reference cable lengths u∗ , stabilizes it to a base face and then transitions to
a neighboring face. To minimize computing effort, the algorithm evaluates which
primitive is the best given the heuristic function. For this purpose, the resulting center of mass of the platform after the application of each primitive is predicted. The
primitive that results in the most progress in terms of the center of mass is selected
for propagation. This behavior allows the algorithm to quickly get a solution using
the motion primitives when the environment allows their application.
Alternatively, if a solution has been found or if motion primitives have already
been considered at state xselected , then the method propagates multiple biased random controls as described in the previous section. Out of those, the one considered
for addition to the tree is the one that results to a state xnew that has the lowest
heuristic cost-to-go value. This is a slower process as it involves the propagation of
multiple trajectories but it is employed only after the motion primitives have been
considered to get an initial solution with the objective of improving path quality.
The last step of the algorithm introduces additional checks to evaluate the usefulness of the new state xnew and handles its addition to the tree T (lines 13-19).
The state is added to T if in its local region, defined by radius δw , it has the
best value f (xnew ) = g(xnew ) + h(xnew ). A branch-and-bound operation is also performed, where if the value f (xnew ) is above the length of the current solution path π
then xnew is not added. If the state xnew is deemed useful for addition, then the corresponding edge xselected → xnew is added and the method evaluates whether nodes
in the vicinity of xnew are dominated by it in terms of the value function f (x). This
pruning operation is similar to the process followed by the SST approach [18].
Overall, the proposed approach aims to manage the exploitation versus exploration
trade-off by first quickly guiding the search process along quasi-static solutions and
then focusing towards improving solution quality. The following experimental section demonstrates the benefits of the proposed scheme.
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5 Experimental Evaluation

Fig. 10 Environments used for evaluation: a) an “easy”, flat environment, b) an environment with
“narrow passages”, including a low ceiling, c) an environment with different height “terrain”.

To highlight the strengths and weaknesses of quasi-static reasoning, three different environments were considered. They are shown in Fig. 10. In all cases a
physically simulated SUPERball in the NTRT software [1] has been used to model
interactions with the environment. The first “easy” environment contains obstacles
but is fairly open and can be easily tackled with the generated motion primitives. The
second “narrow passage” environment includes a horizontal narrow passage that requires careful exploration and a vertical narrow passage caused by a low ceiling
(red box in the figure), which cannot be solved with the motion primitives. The last
“terrain” environment includes varying height terrain, which changes the outcome
of the motion primitives generated for flat terrains rendering them less useful.
Three different algorithms were evaluated in these environments. The first approach corresponds to the informed search process based on weighted A∗ , which
employs the precomputed motion primitives as available controls. The second is an
RRT approach, which utilizes the control sampling scheme described in Section 4.2.
The third approach is the informed kinodynamic planner outlined in Section 4.3. For
both the weighted A∗ and the informed kinodynamic planner, where an evaluation
function f = g + w · h is used, the value of w was set to 2 in all experiments. The
heuristic used is the one described in Section 4.1. The drain radius δw is applied to
the center of mass of each state and a value of 20cm was used, which is relatively
small as it corresponds to about 1/9 the length of the robot’s bars. So, a state is considered for pruning by the informed kinodynamic planner only if the center of mass
in that state is fairly close to the center of mass of an existing node in the tree.

Fig. 11 Number of solutions found over computation time for each algorithm in the “easy”, “narrow passage” and “terrain” environments (from left to right). The sampling-based algorithms were
executed 30 times each.

Figure 11 reports the methods’ success ratio over computation time, while Figure
12 provides the average solution cost over time for the different environments. In the
“easy” environment, it is possible to get a quasi-static solution, since A∗ is able to
take advantage of the precomputed motion primitives to good effect. The solution

14

Zakary Littlefield, David Surovik, Weifu Wang and Kostas E. Bekris

Fig. 12 Average solution quality over computation time (with standard deviation) for the three
methods in the “easy”, “narrow passage” and “terrain” environments (from left to right). The
sampling-based algorithms were executed 30 times each.

A∗ finds in this environment is shown in Figure 7. A∗ is unable to find solutions
in the more constraining environments, mainly due to the limitations of the motion
primitives. Figure 13 shows that the A∗ is not able to propagate solutions that cross
the low ceiling area. Additional primitives should make these environments tractable
but at the cost of more computational effort per new primitive, while being able to
only achieve a quasi-static solution.
The sampling-based methods are able to
tackle all three environments through the use of
biased random sampling process, finding solutions in the available computational budget: 10
minutes for all three environments in a single
threaded implementation on a workstation (Intel Xeon E5-1650v3 @ 3.5GHz with 32 GB of
RAM). The RRT approach, however, is not able
to compute a high-quality solution and does not Fig. 13 The motion primitives cannot
negotiate the low ceiling area of the
improve the path over time.
“narrow passage” environment.
The proposed approach can utilize the motion primitives to quickly discover initial solutions and then improve quality over
time. In the “easy” environment, the solution discovered by the informed kinodynamic planner is competitive to the quasi-static one found by A∗ . In the “narrow passage” environment, the planner quickly explores the region with quasi-static gaits
until the challenging low ceiling area is reached. There random controls allow to
bypass the obstacle and make progress to the goal, which shows that the planner
automatically adapts to the features of the environment. This is also true in the “terrain” environment. As it can be seen by the search trees of Figure 14, the nature of
the controls generated by the planner differ depending on the region of the space:
in the flat terrain the quasi-static maneuvers allow for progress but in the uneven
terrain the random controls are utilized.

Fig. 14 Example search trees generated by the proposed planner. It is quickly guided by the motion
primitives to get an initial solution and then explores alternatives to improve path quality.
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6 Discussion
This paper shows that by taking advantage of symmetry in a spherical tensegrity
robot, a minimalistic set of motion primitives that permit locomotion can be generated via a numerical process. An informed search method can use these primitives
to quickly compute quasi-static paths in flat, relatively open environments. It cannot
address, however, more complex environments, where sampling-based planners are
shown to be effective, given a control sampling process proposed here. To achieve
improved performance, the paper proposes an anytime, informed, sampling-based
kinodynamic planner, which is first considering the discovered motion primitives as
allowable controls. The benefit of the motion primitives is that it is possible to predict their effects and quickly evaluate them given heuristic guidance. The planner is
able to quickly compute quasi-static solutions using the primitives and then focus its
exploration process into discovering higher quality, more dynamic trajectories with
the proposed control sampling process.
The numerical process considered here can be potentially utilized to generate a
richer set of motion primitives that satisfy additional constraints, such as vertical
limitations for the platform. Beyond geometrically derived primitives, it is also interesting to generate dynamic, rhythmic maneuvers, which may exhibit robustness
under terrain perturbations and integrate them with the proposed planner. The planner itself can achieve improved performance if there is a way to predict the quality
of a control sequence before physically propagating it. This could potentially be
achieved by utilizing the geometric reasoning of Section 3 in a way that allows to
predict the direction of motion or through a machine learning approach with the
same objective. Finally, the current solution generates nominal trajectories that may
not be robust to modeling errors in the environment representation. Nevertheless,
the beneficial exploration properties of the proposed planner could potentially prove
useful also in the context of feedback-based planning.
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